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Message from the Conference Chairs
2012 was a very active and demanding year where IBERGRID resource providers, IBERGRID support teams and IBERGRID user communities reinforced their relationships, and continued to collaborate under
the umbrella of projects such as the Portuguese Grid Initiative, Spanish
Grid Initiative, European Grid Initiative and the WorldWide LHC Computing Grid, serving a wide range of multidisciplinary scientific objectives with the ultimate goal to promote science and research in general.
The LHC accelerator continued to operate in a seamless way and the High
Energy Physics (HEP) community explored the grid with an intensity unseen before. The WLCG Virtual Organizations consumed ~ 2932 millions
hours of CPU in 2012 (result normalized to a reference value of 1000
SpecInt2000) which represents an increase of 68% with respect to 2011.
WLCG IBERGRID resources centres contributed with ~ 5% of the total 2012 computing capacity ( ~ 151 million hours of CPU) which also represents an increase of 32% with respect to 2011. All these activities culminated with the announcement of a new particle discovery compatible
with the Higgs Boson, a long standing achievement impossible to reach
without the high quality, production level e-infrastructure supported by
all WLCG members, including Portuguese and Spanish resource centres.
Another major 2012 milestone was the incredible increase of the IBERIAN
users activities outside of the HEP research domains. It represented 11% of
the 2011 overall activity but increased to 15% during 2012. IBERGRID was
the EGI region with the higher non-HEP activity increase with respect to
2011 (91%). This growth was driven by activities within the regional VO dedicated to general physics which, for a fraction of 2012, reached the Top-10
VOs which higher CPU consumption in EGI infrastructure. Furthermore the
Pierre Auger Collaboration, strongly supported by IBERGRID, has consolidated its position as the largest consumer of grid processing capacity in EGI
outside of the LHC experiments.
Several trends have also become stronger and generated a wide range of activities within the e-science scientific community worldwide, and in IBERGRID in particular. Cloud Computing is now a more mature field being embraced by a large number of scientific resource providers due to its flexibility
and elasticity, and is already seen as a valuable complement that should be
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incorporated in current e-infrastructures. Cloud Computing is adequate to serve small and independent scientific communities that do not have
the tools, the time or the effort to dedicate to grid technologies. Some
IBERIAN partners are strongly participating in a task force towards the
deployment of a federation of clouds within EGI, and in the implementation of IBERCLOUD, a regional cloud initiative composed by a federation of IBERIAN sites, to provide a transparent and standardized access
to cloud resources. This trend can be observed in the large number of
cloud related communications presented at the IBERGRID conference.
GPU technologies are also becoming widely available and cheaper, and scientists
are tempted to restructure their applications to profit from the enormous computing power that can be delivered by it. We foresee that this will be a growing
field of research during the following years where new numerical recipes and
algorithms will be developed and enhanced having in mind GPU processing.
2013 will be the beginning of a new e-Science endeavor. The European Middleware Initiative, the major EGI technological provider, will end the development and support of its products in its current form, and a future model to
provide middleware software is being defined. On the other hand, the EGI-InSPIRE project will enter its final year after May 2013, and a wide discussion is being held among all partners regarding a strategy to guarantee the
sustainability of the infrastructure and of the activities carried out by its users.
Given the IBERGRID achievements, there are good reasons to face the future
challenges with confidence, we are certain that the IBERGRID community will
continue to play a crucial role in e-science and e-infrastructures in Europe.
The Conference Chairs
Gonçalo Borges, Laboratório de Instumentação e Física de Partículas - LIP
Jorge Gomes, Laboratório de Instumentação e Física de Partículas - LIP
João Pina, Laboratório de Instumentação e Física de Partículas - LIP
Mário David, Laboratório de Instumentação e Física de Partículas - LIP
Isabel Campos, Instituto de Física de Cantabria - IFCA-CSIC
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Ibergrid as a federated resource provider in EGI
Isabel Campos!!1 , Tomas de Miguel2 , Goncalo Borges and Jorge Gomes3
1
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Abstract. The Iberian grid initiative (Ibergrid) federates the Portuguese
and Spanish grids to provide a regional computing infrastructure aimed
at supporting demanding scientific applications. Under the Ibergrid infrastructure umbrella, 28 scientific computing resource centers share their
capacity and knowledge to enable a joint Iberian participation in the European Grid Initiative.

1

Introduction

The origins of the Iberian grid can be traced back to 2002, when the CrossGrid
project joined academic and research organizations from Portugal (LIP), Spain
(IFCA, IFIC, UAB, USC) and other European countries to build a grid pilot infrastructure for interactive and parallel applications. Since then the sharing of computing resources in the Iberian region never stopped. The collaboration on CrossGrid paved the way for the common participation in other European projects such
as Enabling Grids for e-Science (EGEE), Interactive European Grid (int.eu.grid)
and e-Infrastructure Shared Between Europe and Latin America (EELA) that
strengthened the Iberian collaboration.
A major step towards an official collaboration happened in 19 November 2005
at the XXI Portuguese-Spanish summit in Evora, where a memorandum of collaboration on grid and distributed computing was signed between the governments of
both countries. A common plan towards a unified infrastructure was then drafted.
The Iberian grid initiative (Ibergrid) was officially launched in 25 November 2006
at the XXII Portuguese-Spanish summit in Badajoz. The Ibergrid MoU aimed at
a broad spectrum of activities that included: grid infrastructure, data communications, supercomputing and applications.
In May 2007 the first Ibergrid conference took place at Santiago de Compostela. The Ibergrid conference series has been aiming at sharing experience,
fostering R&D activities, and leverage the construction of a common Iberian Grid
Infrastructure. With the creation of national grid initiatives (NGIs) in Portugal
and Spain the role of Ibergrid evolved into a federation of national grids, aimed
at participation in the European Grid Initiative (EGI) that was then performing
its first steps. With the transition to EGI in May 2010, the Iberian grid resource
centers began to operate under the Ibergrid infrastructure umbrella.
!!
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The grid infrastructure has been an Ibergrid core activity. By joining computing centers at regional and international level and making them available to the
Iberian scientific community. The Ibergrid infrastructure has been a drive force for
technical developments and a key enabler of scientific collaboration across borders.
The grid infrastructure requirements and the Ibergrid network activity contributed
to major connectivity enhancements between both countries.
Today the Ibergrid infrastructure joins massive computing resources. The infrastructure evolved into a reliable, user oriented, e-science service. The Ibergrid
infrastructure has one of the best maturity and sustainability records in Europe.
It provides a highly stable service to a diversified user community, and does all
that through a lightweight coordination structure fully based on the expertise and
resources of its Iberian partners. The Ibergrid model promotes cost efficiency by
sharing the capacity of distributed computing resources across an open set of virtual communities organized by scientific domain. The infrastructure is constantly
being improved and new services being developed. All aimed at satisfying the
requirements of the scientific community.
Regardless of all these great accomplishments the major Ibergrid achievement
is the continuation of the excellent collaboration spirit that exists between Portuguese and Spanish grid resource centers, and that makes it all possible.

2

Distributed Operations Center

The mission of the operations teams in Ibergrid is to integrate the computing
capabilities from the resource centers in the Iberian peninsula. Via a coordinated
work with the rest of the NGIs, those resources are subsequently aggregated to
the EGI pool of computing resources at European scale.
In Ibergrid there are currently 28 resource centers. On the last 2 years the
number of centers has increased from 22 to 28 (almost a 30% increase) . Compared
with the rest of European countries, only Italy with 36 has more resource centers.
Therefore we can be very positive about the spreading of this technology in both
Spain in Portugal (see resources centers map in Figure 1).
The activity around the operation of a Grid resource center is highly specialized. At each resource center there is an operation team with one or more members
in charge of performing the activities required to deliver services at an agreed service levels to the targeted users. Operations teams are also responsible for the
deployment of the technology that is used to deliver and support those services
(see section 4). In practice, operations teams are responsible for supporting their
resource centers, monitoring their performance, collecting requirements and representing them in EGIs Operations Management Board and its associated groups.
The profile of the Grid operator is an experienced system administrator with
knowledge on software development technology. The Grid infrastructure is in continuous evolution, and therefore managers need to be familiarized with new software implementations and operational tools. This profile is often difficult to find in
our labor market, in which, qualified IT experts are very demanded professionals.
Working in Grid operations require also training, and development of an expertise
which is only acquired by the daily work with the infrastructure. All at all, the
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Fig. 1. Distribution of Resource Centers in the Iberian Peninsula

profile of system administrator with deep knowledge on operating an EGI resource
center is highly appreciated by all the institutions managing computing resources
in Europe. The current estimation is that order of 100 people are working in Spain
and Portugal in the operation center teams.
The coordination work at the Iberian level is carried out by the operation teams
at LIP, CESGA and IFCA, acting as the so called Regional Operators. Regional
operators are in charge of interfacing between the regional resource centers, and the
EGI Operations center and Management Board. In particular this implies following
up with the regional resource centers the issues raised by the automatic EGI
monitoring systems, and make sure that the regional operation center functions,
flawlessly as whole, integrated in EGI.
Weekly audio-conferences take place with the participation of all the operation
centers in order to follow-up the status of the infrastructure, exchange information
and experiences, feedback, etc... All the information is recorded in the Ibergrid
operations wiki at http://ibergrid.lip.pt/OPS ).
The deployment and maintenance of the regional services necessary to integrate
the infrastructure with EGI is also the mission of the Regional coordinators. In
this sense a large effort has been made to deploy those services in a redundant way
in order to reach the 100% performances in availability and reliability (A/R) for
core services. At the EGI level a 99% in A/R is required to operate properly core
services therefore this number is measured via sanity checks since the beginning
of 2012 in order to localize failures in the infrastructure. Ibergrid is at the 100%

-'''''''!"#$%$!&
level in A/R for the whole of 2012 as can be seen in the metrics reports for A/R
[2].
The A/R of the individual resource centers is also measured, being 70% the
minimum value in A/R for a resource center to be accepted as part of EGI. .
These numbers are obtained via sanity checks performed daily across the whole
infrastructure testing that the sites are up-to-date with the middleware and appropriately configured to receive and execute computing jobs.
We have summarized availability (site is online correctly) and reliability (the
site executes jobs properly) numbers from the last 7 months in Figure 2 comparing
them with the numbers of other two large NGIs. As we see the resource centers
are well above the 70% threshold required to be included in EGI, and also at a
very competitive level European-wide.
At the global services level Ibergrid is developing and hosting the accounting
portal and the metrics portal at CESGA. The accounting portal has been there
already for a number of years, and has become a tool highly appreciated by the
EGI community to get information almost on real time about the statistics of
utilization of the infrastructure (see http://accounting.egi.eu)
The Metrics portal is a new development of the last year dedicated to aggregate
metrics from the EGI operations activities, from activity leaders and NGI managers in order to quantify and track the evolution of the infrastructure in terms of
CPUs, support to Virtual Organizations, etc... This information already existed
scattered in different portals and formats. At the time of designing the European
Project EGI-InSPIRE it was found convenient to dedicate a task to unify this
information in a single portal, with an homogeneous view. The Metrics portal can
seen at http://metrics.egi.eu

Fig. 2. Availability and Reliability numbers in Ibergrid in 2012, compared the Italian
and German NGIs

3

Networking in the Iberian Area

RedIRIS, the Spanish National Research and Education Network (NREN), provides advanced communications services to more than 400 affiliated institutions,
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mainly universities and Research Centres. In order to provide these services, RedIRIS
manages a national backbone with 55 Points of Presence (PoPs) distributed all
over the country, including Baleares and Canary islands. RedIRIS has a high capacity network based on 10.000 Km of terrestrial dark fiber and around 2.000 Km
of submarine cables deployed in order to provide services to several institutions
(universities, and astronomical observatories) based on the Canary Islands.
Until recent dates, RedIRIS had only one dark fiber connection, to the PanEuropean Research and Education Network GANT, and the connection with Portugal was limited to a 2,5 G leased capacity circuit. The Pan-iberican project for
the interconnection of research and education networks was defined to provide a
more powerful and flexible connection between both countries.
3.1

Development

Although academic networks in Spain and Portugal have been connected now for
more than a decade, it is in 2003 when the Pan-iberican project of interconnection
of national research and education networks begins to be more clearly defined.
The goal of the project was to allow the interconnection of the Portuguese and
Spanish research networks, through the connection of their respective dark fibre
backbones, following the example of similar cross-border fibre connections taking
place among other European NRENs, under the umbrella of the GANT project.
Since 2005, several agreements were signed and ratified by the governments
of both countries, and the technical solutions were also studied, because Portugal
was deploying at that time its dark fibre network.
In 2008, FCCN, the Portuguese NREN, met its commitments as it extended its
dark fibre backbone until the border with Spain in Galicia and Extremadura. At
that time, the deployment of the Spanish dark-fibre national backbone for research
and education had not started yet, as it had not been formally approved, although
the technical project design was in an advanced stage. In this context, only one
interconnection was made at that time. It was done in Badajoz (Extremadura),
between the Portuguese dark-fibre network and the Spanish leased-capacity backbone.
In 2009, the Spanish project RedIRIS-NOVA finally started, and it led to the
deployment of a dark fibre backbone for research in Spain, including a fibre connection with the Portuguese NREN at the International Bridge in Tuy. This made
it possible to launch the first connections between centres of Galicia and Braga.
However, until 2011 it was no possible to close the complete ring to connect
Lisbon with Madrid. This research dark-fibre ring is around 2.000 km long and it
has several alternative paths, which ensures redundancy for these connections.
The Cross Border Fibre Agreement between the two National Research and
Education Networks (FCCN and RedIRIS), to build a Pan-Iberian ring, enables
the deployment of several services.
The initial goal of the service is to provide direct connections between research
groups, which mutually collaborate in research projects. Another interesting service is the mutual backup connection of each IP network to minimize the impact
of fiber cuts in any part of the ring. It also under study, the possibility of providing
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circuits to the Pan-European research and education network GANT, to improve
the connection between Spain and Portugal and to reuse existing resources. Likewise, we are studying the possibility of offering mutual backup of services such as
DNS, eduroam mobility, or other similar services.

4

The Middleware to bind it all

Unlike conventional computer centers, running a distributed infrastructure such
as EGI requires the installation of an extra layer of services which will take care of
the integration of the resources. In particular this means that besides the generic
software used to deploy operating system and job managers, there is another layer
of software, developed by the Grid community itself, which provides the necessary
functionalities.
This software layer, constitutes a middleware in a continuous evolution regarding operations integration and service provisioning towards user communities. The
interaction of operators, users and middleware developers is essential since the distributed computing tools are very specialized. There are no solutions available on
the market that would work without at least an adaptation, for example, to the
identification or security protocols on the Grid.
Ibergrid teams are participating in the middleware development for the European the Grid community both in the EGI-InSPIRE and EMI projects. In particular the software that makes possible the submission of MPI jobs on the Grid is
developed and maintained by IFCA in the framework of EMI. CESGA is developing the accounting and metrics portal middleware for EGI-InSPIRE, and LIP has
develop the Customer Relationship Manager for EGI by adapting existing software to the necessities of the Grid community of users and resource providers (see
Section 5).
4.1

Certification, Validation and Rollout

Ibergrid teams are coordinating in EGI the process by which new software releases
are certified to comply with the requirements of EGI, tested, and subsequently
rolled out across the whole EGI infrastructure. The consortium plays therefore a
prominent role on what concerning software management and quality assurance
in EGI.
We certainly assumed a risk by accepting this task at the beginning of EGI era
two years ago. Let us remember that this task was previously assumed by CERN
in the series of EGEE projects. CERN had a full-time dedicated team, localized
at a single site working on the certification and validation of the middleware. In
Ibergrid this work has been distributed between several partners. We can proudly
say that the distribution of the tasks has work out in a magnificent way, positioning
Ibergrid work very high in the appreciation of all the partners in the consortium.
In practice operation teams and user communities trigger the development of
new middleware components or the improvement of existing ones. For such development to reach the EGI infrastructure, the first condition is the fulfillment of
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measurable quality criteria. Such criteria are defined by describing the basic functionalities regarding security or standard behavior. For example, any file transfer
middleware on the Grid should able to interact with GridFTP. The verification of
this criteria is also a task undertaken by our teams in a testing phase.
The testing process takes place in a controlled environment deployed using
virtualization techniques. A number of sites at Ibergrid have deployed virtual machines on which to deploy the new components to test the basic functionality,
check security vulnerabilities, etc... The usage of virtualized machines is essential
in this step. Testing cannot be done in the production infrastructure since it might
greatly disturb normal operation, and the deployment of whole clusters for testing
and validation has been proven to be a very costly process in the past. Therefore
virtualization has resulted as the more cost-effective way to test and certify new
middleware functionalities.
After the success of the testing phase the installation of the new release of middleware across the whole EGI the infrastructure takes place. This is a fundamental
step for the stability of the infrastructure, which is coordinated from LIP.
The EGI Staged Rollout is a procedure by which certified updates of the supported middleware are first released to and tested by Early Adopter sites before
being made available to all sites through the production repositories. This procedure permits testing an update in a production environment that also is more heterogeneous than what is possible during the certification and verification phases.
It allows for potential issues with an update to be discovered at a small scale and
potential workarounds to be added to the release notes. The Staged Rollout serves
to increase the confidence in the quality of the updates that pass, such that the
vast majority of the sites should experience smooth updates.

5

User Services and Support

Since the beginning Ibergrid has adopted a policy of resource openness directed
to scientific communities. The technical implementation of such policy is possible
due to the distributed nature of the infrastructure. Contrarily to isolated computer centers the Grid allows for a greater flexibility and transparency in resource
allocation. In particular situations of saturation at a particular resource center do
not necessarily reflect in longer waiting times for users because the job schedulers
and global identification systems are able to handle the jobs across all the resource
centers in a transparent and secure way.
The actual implementation of this policy, resource-wise, has been possible
thanks to the existence of computing resources of general purpose (namely the
resources of the CSIC resource centers, CESGA, ARAGRID, INGRID, CIEMAT,
etc...). Sites with hardware dedicated to particular scientific communities have also
configured a percentage of between 10-20% of resources to other communities, or
even a larger fraction on the periods of low utilization of resources. This is the
case of the centers dedicated to support LHC experiments in Spain and Portugal.
The next important step is the facilitation of the researchers access to this
infrastructure . We have adopted an online system designed as a web form in which
the users describe their necessities in terms of computing. All researchers in the
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Fig. 3. Online information available for the users of the Physics VO in Ibergrid

Iberian area having a research project funded by an official agency in a competitive
call are entitled to have access to the infrastructure. Other cases are handled on
a one by one case by our user committee, however we have no experienced such
case yet after more than 2 years of operation in this mode. This fact tells that the
users are basically scientist working in public research centers.
We have defined ad-hoc Virtual Organizations corresponding to the knowledge
areas defined by the Spanish and Portuguese Science agencies. Researcher knows
to which area their work corresponds and know where to enroll as VO member.
The managers of the infrastructure are also providing the service of VO managing
for the seven macro-VOs that have been defined. The allocation of resources to
each VO is negotiated directly by the resource providers in such a way that all
macro-VOs have at least 3 sites on the infrastructure with a reasonable number
of resources. This mechanism is very simple and has proven to be very effective in
lifting one the barriers to adopt Grid infrastructures: which Virtual Organization
will allow me to join and on what resources ?
We have made over the last 12 months a big effort to make the Grid infrastructure understandable by generic users, transparent as to how it behaves in resource
allocation, and in general, predictable. To this end we have set up dedicated monitoring systems informing users and system administrators about the details of
usage for generic VOs. Notice that those systems are already available for some
time in the context of LHC experiments, but there has never been enough human
power to deploy those tools for generic communities in a consistent way, as it still
the case for other useful user oriented tools, notably regarding of job-handling (see
3 for a snapshop of the user information page http://ibergrid.lip.pt/USP)
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At the EGI global level, and in order to improve the coordination when it
comes to supporting international user communities the team at LIP has been
working on a Customer Relationship Manager system, based on Vtiger [1]. This is
an extremely important initiative, which will certainly reveal itself as a valuable
tool for both users and policy makers in the near future.
During almost 10 years of work the Grid community in Europe, articulated via
research and collaboration projects, has been able to accumulate valuable information about the scientific communities: use cases, requirements, data needs and
accounting, etc.... This information, coming mainly from the networking activities is currently scattered in different information systems. Clearly, a knowledge
database of this type is of capital importance and therefore needs to be properly
stored. The decision to adapt Vtiger to become the CRM for EGI came after evaluating a number of options. Still the work of adaptation has been complicated
because Vtiger has many more features than the ones strictly required by EGI.
Therefore most of the work has been dedicated to simplify the software so that the
system requires a reasonable maintenance effort, but allowing as well a dynamic
interaction with the EGI community for updates and inclusion of new information.

Fig. 4. Normalized CPU consumption in the LHC dedicated VOs (y-axis units are thousands of hours)

6

Resource Utilization

The numbers on utilization of resources by different scientific communities over
the past year allow us being optimistic about the positive effect of the strategy we
implemented. Accounting data have been obtained from the portal developed by
CESGA on behalf of the whole EGI. We have analyzed those data from different
perspectives (see http://accounting.egi.eu for up-to-date information).
The infrastructure dedicated to analyze data from the LHC has been working
under enormous pressure this year for Higgs searches. The amount of CPU used
by the LHC collaborations in the dedicated infrastructure can be seen in figure 4.
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Fig. 5. Normalized CPU consumption in generic user communities (y-axis units are millions of CPU hours) in 2011 compared with 2012.

The usage of generic macro-VOs in Ibergrid has experimented a notable increase in the first half of 2012. Notably the physics dedicated VO has increased by
a factor of 10 till August 2012 with respect to the usage in the whole 2011. It is
even the case that the VO dedicated to support Physics in general is among the
10 most used generic VOs European wide. In 5 we can see the usage in millions of
CPU hours in 2011, compared with the usage in 2012 (till August) of the Ibergrid
infrastructure for non-LHC communities. The physics VO, being the most growing
one, is not an isolated case, we foresee for the end of 2012 a very notable increase
in all the VOs supported by the infrastructure.
There is also a significant usage in Fusion, Biomedicine and Computational
Chemistry. Due to the international nature of those VOs an interesting question
which can be obtained from the accounting data is the nationality of the user.
This is mainly a question for policy makers at the national level because they are
interested in knowing how much the scientific system in the country is benefiting
from international infrastructures.
In figure 6 we have plotted the percentage of Ibergrid users present in three
of the most used international VOs across Europe. We see that they are indeed
the users in the Fusion and Computational Chemistry VOs come mostly from the
Iberian area, and they are the largest nationality in the Auger VO, which is the
most used VO in Europe immediately after the LHC VOs. However the percentage
of Ibergrid users in the Biomed area is rather low. Most of the users of Biomed
como from the French and UK NGIs.
The results are very positive as to the adoption of the Grid infrastructure
in the Ibergrid area. It is necessary to remark that this is the result of years of
dissemination effort which are crystalizing now. In figure 7 we have plotted the
percentage of CPU employed in the large NGIs for areas other than LHC data
analysis. We can see that in 2012 Ibergrid is the 6th most used infrastructure in
the world in this context.
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Fig. 6. Percentage of Ibergrid users in the VOs AUGER, FUSION y COMPCHEM (yaxis units are thousands of CPU hours)

7

Outlook

Ibergrid supports researchers in High Energy Physics, Computational Chemistry,
Astrophysics, Astroparticles, Nuclear Fusion, Biology, Environment and Engineering.
The usage of the infrastructure has multiplied by a factor of 2 from 2010 to
2011, reaching in December 124 millions of CPU hours normalized in KSI2K. The
analysis of the first LHC data had a remarkable impact in the usage numbers of
the infrastructure, which has grown from about 62 millions of CPU hours in 2010,
to 109 millions in 2011, i.e. a 80% increase in the usage of the LHC dedicated
hardware in Spain and Portugal. The operation of the LHC in the 2012 will imply
the production of about 3 times more data than in 2011; therefore the usage
numbers are expected to strongly increase again by the end of this year.
The other good indicator of the year is the consolidation of usage in areas other
than the LHC experiments. Here the usage of the infrastructure has multiplied by
three between 2010 and 2011, reaching 15 millions of hours. In the first eight
months of 2012, at the time of the conference preparation this number has already
been surpassed: 22 millions of CPU hours in September 2012.
We are therefore confident that the operational, middleware developments and
user support tools we are developing are going in the good direction, and will
serve in the next year to provide an efficient support to researchers. In this area
the teams of LIP and UPV will be developing more advanced services for Virtual
Organizations, and knowledge database to describe the expertise of the whole EGI.
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Synchronization and Versioning of Cluster
Configuration with Csync
Antonio Delgado Peris!! , Javier Rodrı́guez Calonge
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Abstract. Managing the state of configuration files is an essential cluster
administration task. Csync, a lightweight tool for distributed synchronization and versioning, was developed at CIEMAT for this purpose. It allows
site admins to detect undesired modifications, keep a history of versions
(for comparison and rollback), classify machines in groups and apply bulk
configuration changes. Csync requires no daemons on the hosts, just clients.
Its simplicity and passive nature make it really easy to set up and use but it
is still flexible enough for the needs of CIEMAT where it has been routinely
employed for more than a year.
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1

Introduction

Configuration files determine the way that services hosted in a cluster behave. It
is fundamental that they are tracked and kept at the desired state. Administrators
must ensure that these files are not inadvertently modified (e.g. when updating
or reconfiguring installed software) and that they are not lost if a disk crashes.
Moreover, it is highly desirable that a history of versions is maintained. This serves
several purposes. Firstly, it is often required to compare the current setup with the
one at some point in the past. Also, knowing when and why a change was made
becomes quite handy when correlating errors and possible causes. Finally, in case
of problems, being able to rollback to a previous version of the files usually proves
very helpful.
Another side of the configuration management involves being able to group
machines according to the function they serve (or any other grouping criteria) so
that it is easy to classify files. This is especially useful when adding new machines
to an existing group. Setting up a new machine becomes much easier if its configuration files can be pulled from the repository associated to the group it belongs to.
Furthermore, being able to apply changes to a group of machines at once greatly
simplifies administration of a cluster.
All of the described tasks, and some more, can be performed with Csync, a
lightweight tool for distributed synchronization and versioning, developed at the
!!
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CIEMAT institute1 , specifically, at the CIEMAT-LCG2 grid site, participant of
the European Grid Infrastructure (EGI) [1] and Worldwide LHC Computing Grid
(WLCG) [4] projects). Csync keeps a repository of file versions. Clients are installed
in the cluster hosts and allow the administrator to compare local files with those
at the repository, download current or past versions of these files and update the
repository versions. Files in the repository are associated to individual hosts or
groups. There are no daemons running on the hosts, just some lightweight client
programs, which run on demand by the administrators.
Csync is built on Mercurial [7], a popular distributed versioning system written
in python. It also uses rsync [8], to transfer files between hosts, and GEXEC [2],
for remote command invocation. By using these well known tools, the development
of Csync was greatly simplified. In the end, Csync clients amount to around 4,000
lines of python code, of which barely a third is just embedded documentation.
This paper describes Csync design and implementation along with a description
of how it can be used to help manage and keep track of configuration files in a
cluster.
1.1

Similar Tools

Several powerful cluster management products exist on the market. Some of the
most popular in the grid world are Quattor [6], CFEngine [5] and Puppet [3].
Csync does not aim to offer the whole functionality those tools provide. Its objective is rather to fulfill the needs of a medium-size site like CIEMAT-LCG2 while
remaining a simple tool. It is therefore not our intention to give a full comparison
between these systems and Csync. We will only highlight the characteristics that
make it different from other configuration utilities.
System management tools are complex instruments. In our experience, it takes
a considerable initial effort to learn to use them and to set them up in a real
cluster. This is due to their ambitious nature: they aim to manage every aspect of
the machines, from the installation of packages to the tracking of processes. Csync
however deals only with configuration files and this makes it a much simpler tool.
For instance, it does not have a template language of its own, nor does it rely in
the presence of active agents or daemons. This makes Csync very easy to set up
and use, simplifies its maintenance and reduces the dependencies and interactions
with external components.
Another interesting aspect of Csync is its passive nature. Other management
products are designed to proactively modify the configuration of a machine to
make it reach the desired state. As described in Section 3.1, at CIEMAT we have
preferred to let our management tool warn about problems but not automatically
correct them. This also simplifies the introduction of temporary changes in the
system since correction procedures will not be triggered.
It is certainly possible that we could have made some of the existing configuration management tools work fine for us. However, in order to discover this, we
would have needed to invest some time to study, set up and test several different
1
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products. Instead of doing that, we decided to develop our own simple utility, which
we can modify at will to satisfy any need that arises. Besides, the development
process represented an added value for us. It was considered an interesting learning project since it involved creating a distributed system that leverages powerful
existing products such as mercurial and rsync. In any case, Csync has now become
an essential tool in everyday administration at CIEMAT. Around 230 machine are
currently managed by Csync.

2

Csync

Csync is conceptually very simple. It maintains a versioned repository of configuration files. Files in the repository are associated with individual machines or
groups of those. Clients upload files to the Csync repository (to add new files or
update existing ones) and download from it to the local filesystem (to get a new
version, for instance). From the master machine, one can also export files to a set
of machines in a bulk operation.
The main point of the tool is to make these operations as simple as possible. Once setup, an admin can just retrieve the up-to-date version of a file (e.g.
/etc/group) by calling:
$> csget /etc/group
Likewise, after modifying the file, the new version can be uploaded to the
repository with:
$> csput /etc/group
This simplicity can be achieved thanks to the careful design of the repository
and the use of a single configuration file for grouping hosts into clusters. A cluster
is just a group of hosts (may be just one host) with a set of associated files. A
file managed by Csync is always associated to one cluster. Thus, in order to setup
Csync, administrators must first describe how machines are to be grouped, which
characteristics or functionalities they have in common to each other. It turns out
that this process helps admins to better understand the structure of their farm.
2.1

Repository Layout and Host Grouping Logic

One of the goals of Csync is to avoid that site admins need to explicitly manage
the location of files in the repository. When referring to a file, Csync users typically
need only specify its path in the local filesystem. In most cases, and although this
behaviour can be overridden with explicit options, Csync will be able to work
out the cluster associated to that file by inspecting the cluster configuration file
(taking into consideration the path of the file and the host where the tool was run
on). The main exception to this rule is the addition of a new file to the repository.
In this case, the user must always explicitly indicate the cluster to which this file
must be associated.
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The structure of the repository to achieve the described target is as follows:
At the repository root, there is a directory per existing populated cluster. Within
each cluster directory, the complete path of every configuration file is replicated.
This means that the repository file /dcache/etc/hosts.conf will be synchronized
with the file located at /etc/hosts.conf for all the hosts belonging to the dcache
cluster.
The association between hosts and clusters is maintained at the cluster configuration file (clustersConf.py), which is also contained in the Csync repository.
The file is written using python syntax and defines clusters as lists of hosts (where
each host is represented by its hostname, as a string). The file must also define
the order of precedence of the clusters. This is achieved by defining the variable
order as a list of cluster names (as strings).
An example of clustersConf.py file follows:
-----------------------------------------ui = [’lcg04’]
srm = [’srm’]
disk01 = [’disk01’]
disk02 = [’disk02’]
disk03 = [’disk03’]
disks = disk01 + disk02 + disk03
dcache = srm + disks
all = dcache + ui
order = all + [’disks’, ’dcache’, ’all’]
-----------------------------------------Only the identifiers appearing in the order list are considered as clusters by
Csync; any other variable is just ignored. By including the list all at the beginning
of order, all the clusters containing just one host are given higher precedence than
other groups. The result of this file is just as if we would have written:
order = [’srm’, ’disk01’, ’disk02’, ’disk03’, ’lcg04’,
’disks’, ’dcache’, ’all’]
This defines 8 different clusters to which we can associate files in the repository.
Notice that a host may be in more than one cluster. For example, the host disk02
is contained by the disk02, disks, dcache and all clusters. When trying to locate
a file in the repository for that host, disk02 will be inspected first. If the file is
not found there, Csync will look in disks. If also not there, it will move to dcache
and so on. In this way, we can for example associate a file to all disks in the cluster
but we are free to override its contents for one of the hosts. This is so because,
the definitions at clustersConf.py will usually give precedence to single machine
clusters over the rest of the groups.
Since clusters tend to grow big, defining one cluster per individual machine may
pollute our clustersConf.py file and make it difficult to read. For this reason, the
convenient addFromFile function was created. It can be used to import contents
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of a specified text file, reading one hostname per line and defining a cluster for
each of those. In the previous example, we could for instance put all disks in a file
diskhosts and rewrite our cluster configuration file as follows:
-----------------------------------------from clusterTools import addFromFile
ui = [’lcg04’]
srm = [’srm’]
disks = addFromFile(’diskhosts’)
dcache = srm + disks
all = dcache + ui
order = all + [’disks’, ’dcache’, ’all’]
-----------------------------------------The resulting configuration would be just the same as in the previous more
verbose clustersConf.py.
2.2

Architecture and Internals

Csync is based on mercurial, a python-based distributed versioning system. It also
uses rsync (to copy the files containing the repository) and GEXEC (to execute
commands in clients from the master host). Csync is completely written in python.
Although we have described Csync’s repository as a single container, in reality it
is replicated at every machine managed by Csync. The normal operation for a
Csync client is to pull the last version of the repository from the master host, then
work against the local copy of the repository and, when done, push back to the
master host if any changes were performed. This is illustrated by Figure 1 where
the orange square represents a conceptually unique Csync repository, from the
point of view of the clients. The master host always holds an updated version of
the repository because clients always push changes to it.
The reason why a distributed system is used is that this makes all the inspection (clustersConf.py parsing), read and write operations local (and thus easier
to code) and the only remote operations are push and pull (which are standard
Mercurial operations). If a single central repository were used, a server that implemented the host selection logic and was able to understand and reply to all
Csync commands would have to be implemented. This is certainly a possibility, as
discussed in Section 5, but the initial idea of the project was to have something
running as soon as possible, so the simpler path was chosen.
The master host just holds a copy of the Csync repository as any other machine
does. There is nothing special from the Mercurial point of view. There is one
difference however in that it also holds an rsync server and a GEXEC master.
The first one is used to support the copy of the repository from clients to server
and the other way round. Any other method for copy could be used, and, in fact,
Csync can be configured to use any command available in the system. However,
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Fig. 1. Csync’s repository architecture

rsync was already in use at CIEMAT and therefore it was the natural choice for
our deployment.
GEXEC is used to update configuration files on several machines at once without login to each one of them (csmexport command on the master). When a file
has been modified in the repository at the master, all the clients holding that file
should update their repositories and the file at the filesystem. Since the clients do
not run an rsync server, one cannot just push files to them. Instead, GEXEC is
used to remotely run a csget command on the client machines. This will pull the
repository and locally copy the updated files to the filesystem. In the same way,
one can run a Csync check command on a group of selected hosts in bulk, so that
the status of their configuration files is summarized (csmcheck command). As in
the case of rsync, GEXEC usage was already common practice at CIEMAT and
that is the reason why it has been used. Although this is not currently configurable
in Csync, it should not be difficult to rewrite master’s bulk scripts (which are just
additions on top of the core Csync system) to use a different remote execution
method.

3

Csync usage

In order to better understand how Csync works, let us describe the normal flow
of operations for cluster admins at CIEMAT.
First of all, the cluster configuration file must be created. This is a one time
action, although the file will need to be modified whenever new machines or clusters

!"#$%$!&''''''')(
are added or removed. For any of this operation the cscluster command can be
used. It offers many options but --edit is particularly useful since it allows us to
modify the file with a text editor and it automatically commits the result to the
Csync repository.
After the cluster configuration file is there, we need to add files to Csync. For
this, the csput command is used. In this case, we will have to indicate that the
file is new with --add and specify to which cluster we want to add the files to with
-g. For example:
$> csput --add -g disks /etc/dcache/dcache.conf /root/updateCert.sh
Thus, all the hosts in the disks cluster should own identical
/etc/dcache/dcache.conf and /root/updateCert.sh files.
If one of the files gets modified, we can update it in the repository with:
$> csput /etc/dcache/dcache.conf
Notice that we do not need to state the destination cluster since the file is only at
disks and thus Csync can only update that file.
If we now move to a host where the file has not been updated, Csync will warn
about this situation if we ask for the status:
$> csstat --all
O /etc/dcache/dcache.conf
The leading character in the output of the command (O) indicates that the filesystem version of the file is old and needs update. The command would also warn if
the file was newer than that at the repository (N) or did not exist (!).
In order to correct this, the file can be exported to all the hosts in the cluster
by running the following at the master host:
$> csmexport -G disks /etc/dcache/dcache.conf
The same would have been achieved by login on the hosts and running:
$> csget /etc/dcache/dcache.conf
Now, if a new disk server is added to the farm, it is easy to get it in sync with the
rest of the machines of its group. One just needs to add it to the clustersConf.py
file (or, even easier, to the diskhosts file in our earlier example), then log in the
machine and run:
$> csget --all
Finally, if for some reason the disk02 host requires a special updateCert.sh
script, different from the other machines in the cluster, one can override the cluster
file with its own by modifying the file and then running the following:
$> csput --add -g disk02 /root/updateCert.sh
After this is run, a csget operation will retrieve the file from the dcache cluster
for all the machines except for disk02, which will retrieve it from the disk02
cluster.
For reference, Table 1 summarizes the main Csync command and their functionality.
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Command
cscluster
csdiff
csfind
csget
cslist
cslog
csmcheck
csmexport
csmv
csput
csrm
csstat

Function
List/add/modify clusters of the repository
Compare files from repository
Find cluster and files in repository
Get files from repository
List files in repository
Show the log of the repository
Compare master repository with file system of remote hosts
Export files in the master repository to remote hosts
Rename/move files in the repository
Update/add file in/to csync repository
Delete from csync repository
Compare files from filesystem and csync repository
Table 1. Summary of Csync commands.

3.1

Periodically Checking the State of the Farm

As indicated, Csync is passive by design. This means that an admin needs to run
cstat commands to check the status of the managed files in a machine. In order
to automate this task, a periodic cron script that runs the csmcheck command
has been enabled in the master host. Notice that no cron at the client machines is
required; only at the master. The script will send a summary email to the admins
alerting of any files not in sync with the repository.
An automatic correction procedure could be enforced (by running csmexport
with the files that are out of date) but at CIEMAT this possibility has been
discarded. It sometimes happens that configuration files are out of sync for a
reason (temporary change, testing) and that must not be corrected. Moreover, real
problems are quite rare and very easy to fix (if it is just a problem of configuration).
We prefer to be notified about them to be aware of what is happening and see if
other actions are necessary (restarting a process, further investigating the cause
of the unexpected change, etc.).
3.2

Keeping Track of Installed Packages

One important functionality that bare Csync does not offer is the tracking of
the packages installed at a machine. Keeping track of simple file presence is not
achievable either. To be sure, it is always possible to add the files to the repository,
but in occasions we are not interested in the contents of a file (perhaps because it
varies often), we just want to make sure that it is present in the system. Moreover,
sometimes it is not a regular file but a link that has to exist (with a particular
name).
In order to overcome these limitations, a couple of scripts have been developed
to check the consistency of packages (RPMs at CIEMAT) and presence of files.
These are external tools but also rely in Csync for their operation. Admins must
first create listing files including RPMs or files that need to be in the system. In
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the case of the files, the listing can also indicate if it should be normal file, a link
or a directory (whatever can be checked by the shell’s test command). These
listings will be stored in Csync in a well known directory, and will be associated
with the appropriate clusters. The scripts will inspect the listing files and proceed
to check the presence of all indicated RPMs and configuration files. When any
problem is found, a Nagios alarm is raised, thus integrating these tests in the
general monitoring system of the site.
These checks have been developed recently to improve our consistency monitoring and we still have little experience with them. Their usefulness appears however
quite promising.

4
4.1

Other Issues: Locking and Security
Concurrency and Locking

Current implementation of Csync’s repository requires that clients pull from the
master, work locally with it and finally, if any change was performed, push the
repository back to the master. This scheme may present problems if several clients
try to modify the repository at the same time. Since we have no daemon running
at the master to perform merges (and we do not consider manual merging as
an option), inconsistent changes from different clients might easily corrupt the
repository.
In order to solve this problem, Csync uses locks for write operations. This
procedure is illustrated in the flow diagram of Figure 2. A client running a modification command (e.g. csput) will acquire a lock on the master; then, proceed to
pull, modify and push back; finally, it will release the lock. Another client trying
to access the repository when the master is locked will fail to lock and will wait
some random time before retrying (for a configurable number of times).
The locking is performed by creating a file in the master that contains a secret
provided by the client. Since the operation must be atomic, the client initiates
a write operation that will fail if the lock file is already present at the master
(no overwrite is performed). The client then retrieves this master lock and checks
whether it contains its secret. If it does not, the locking operation has failed. The
unlocking operation is also atomic and it is implemented as a remote deletion
operation. In the current CIEMAT installation, the remote writing and deletion
operations are rsync commands, though this is configurable.
Notice that most write operations are performed by admins interactively, so
concurrency is very rare (that is not the case for read operations, of course). Hence,
the performance impact of locking is minimal.
4.2

Security Issues

Current Csync implementation neither enforces nor prevents security. A Csync deployment will be as secure as the client machines and the used transfer mechanisms
are.
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Fig. 2. Csync’s locking mechanism

Each client holds a copy of the repository and must keep it private. Since they
must deal with system files, Csync is run as root on those machines and, therefore,
the repository is as secure as the machine itself. However, it is certainly not optimal
that all the machines hold a copy of the repository (even from clusters they do not
belong to) since any compromised host would give access to all managed files. We
discuss possible ways out of this situation in Section 5.
Regarding transport protocols, we have already indicated that they are configurable. As indicated, rsync is used at CIEMAT. Rsync supports shared-keys
SSH-based authentication. The same applies to remote command execution. Current GEXEC deployment distributes the public key of the master server to the
clients so that it can be authenticated, but any other option could be used by the
csmexport and csmcheck commands.

5

Possible Csync Improvements

Although the current implementation of Csync has proven to work fine and be
flexible enough for CIEMAT needs, there are a couple of points where it might be
improved.
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The first and foremost concern is the fact that the whole repository must be
copied to every machine in the system. We have already mentioned that this can be
considered a security risk but it also wastes resources since a client machine holds
files of no interest to it. Even if configuration files are usually small, one could
consider the inclusion of bigger files in Csync and this might eventually cause a
problem (we have not suffered from this at CIEMAT so far).
The second concern is the speed of the Csync operations. At the moment every
operation must perform a pull before and a push after the actual work with the
repository takes place. The command currently used for these transfers, rsync, is
smart enough to only transfer modified files and not the whole repository, but it
still needs to scan all its contents so it may get slower if the size of the repository
increases.
One possibility to address the described problems would be to develop a custom
service that would run on the master host and to which clients would connect. This
service would implement the logic to select the cluster where to retrieve a file from
or upload to (depending on the host performing the request). Therefore, a single
central copy of the repository would be required (at the master). Certainly, care
would be needed to make the commands exchanges and the transfer of files secure.
While the central server would solve the multiple repositories problem, it does
not tackle the problem of potentially long data transfers for each Csync command.
In fact, it would probably make it worse, since for wide checks like cstat --all,
all the Csync-managed files at the host would need to be transferred to the client
(to perform the comparison). Notice that currently, thanks to the smart behaviour
of rsync, only changes in the catalog need to be transferred over the network.
A possible solution to this problem, both for the case where a central server
is used or for the current distributed solution, would be to make each client keep
only the information of the clusters including its host (not the whole repository as
now). Before each comparison operation, the local copy would be updated using
rsync or a similar protocol and the check would then be performed locally. If no
central server is used, this solution would imply managing a different physical
mercurial repository for each cluster in Csync. Actually, we are already planning
to implement this repository breakdown.
Notice that by caching only selected clusters we are greatly alleviating the first
problem also. The size of the repository is reduced and files that do not belong to
a host are not cached there. If, still, this is not acceptable (because the files are
so big that cannot be kept both at the filesystem and at the repository cache),
a change could be made to track file hashes instead. This would unfortunately
worsen the second problem somewhat, but not too much. When comparing with
the master copy, only changed files would need to be transferred. For the rest,
checking that the hash had not changed would be enough.
5.1

A note on scalability

Until they are solved, the issues just described may restrict the scalability of Csync
and its use in bigger clusters (where the repository would be bigger). Another
limitation would lie in the number of clients that can access the master repository
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concurrently (impacting the SSH and file servers). Such concurrent accesses usually
occur only when bulk scripts are run at the master. In order to prevent scalability
issues, these scripts run remote commands in several steps, with a configurable
maximum amount of clients per step. This of course increases the time that the
scripts take to complete. If this time grew inacceptable, a more detailed study on
the scalability of SSH, rsync and GEXEC should be performed in order to increase
the concurrency per step.

6

Conclusions

We have presented Csync, a tool for distributed configuration management. Csync
makes site admins’ life easier by keeping track of the current state and the version
history of the configuration files of the farm. This is very useful in order to detect
undesired file modifications, recover from disk crashes or rollback changes that
cause problems.
Csync also groups machines in cluster and associates files to each of these sets.
With the help of remote command invocation tools, Csync scripts make it simple
to periodically check the synchronization status of the whole farm, perform bulk
configuration changes or quickly set up a new host to inherit the settings of an
existing type of machines.
Although simple and unambitious, Csync has become an essential administration tool at the CIEMAT-LCG2 grid site and, developed at home, is still evolving
to incorporate new functionalities, as real use experience shows the need for them.
It is already planned to break Csync repository into different physical repositories,
one per populated cluster, so that client hosts do not need to store files that do
not correspond to them, greatly alleviating disk space requirements and reducing
network transfers between master and clients. The possibility to develop a custom
central service to replace the distributed repository technology is under study.
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Abstract. The Berkeley Database Information Index (BDII) is a key component of the Iberian grid information system. In the current middleware
architecture the top BDII services are a single point of failure. This limitation is often mitigated by clustering several top BDII services at large
sites. In this paper we explore the Internet domain name system (DNS)
features to improve the reliability and response of the Iberian top BDII
services by clustering service instances spread across geographic locations.

1

Introduction

The Iberian grid infrastructure (IBERGRID) [1] joins computing centres from the
Portuguese [2] and Spanish national grid initiatives [3] (NGI) that share their
capacity to support compute intensive research in multiple scientific domains. The
IBERGRID infrastructure is member of the European Grid Initiative (EGI) [5]
and is fully integrated in this pan-European infrastructure.

2

The Information System

In complex distributed environments, such as the grid, the information systems
play a crucial role since they constitute the glue that binds together the computing
sites making them visible as a coherent and seamless set of resources. The perception of the infrastructure response relies in the behavior of the information system.
Slowness or failure of the information system can deeply affect the infrastructure.
The IBERGRID information system is based on European Middleware Initiative (EMI) [4] components. The EMI information system is a hierarchy of LDAP [6]
servers that publish resource information according to the Glue Schema [7]. In the
lowest level each grid service publishes its own information via a local LDAP service. At the site level an LDAP information index collects and caches information
from all site services. Finally at the infrastructure level the LDAP information
index (TopBDII) [8] collects and caches information about all sites. The TopBDII
is the entry point for service and resource discovery. It is queried by other grid services, portals, running applications, and by the end users. The Iberian TopBDIIs
collect and publish information about all EGI related grid resources in Europe
and elsewhere. They are one of the most critical and heavily used infrastructure
services and for that reason several instances have been deployed with the aim to
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improve performance and robustness. Each TopBDII is completely independent
and unaware of the other TopBDIIs, it pulls a common list of site LDAP URLs
to collect and cache the information of all services available to the infrastructure.
To minimize downtime, the TopBDIIs health is periodically monitored by Nagios
probes. This is a common approach in the European grid to limit the effect of a
TopBDII failure to the set of sites that depend on it for the purpose of obtaining
infrastructure information. However, this approach does not provide either fault
tolerance or load balancing.
Grid information consumers obtain information from TopBDIIs via LDAP
queries. Most grid clients can only use one single TopBDII host. The grid clients
and services that can support more than one TopBDII always try the first one and
if a connection is successfully established they use it even if it is slow or unreliable.
There are no widely implemented mechanisms that can provide adequate client
side load balancing or failover.
Heavy user communities in EGI such as the CERN Worldwide LHC Computing
Grid (WLCG) require high service availability. A single TopBDII failure may cause
malfunctions at many sites leading to service unavailability, data transfer problems
and massive loss of running processes. Therefore WLCG requests that regional
infrastructures should provide a cluster of TopBDII nodes. In addition these cluster
nodes must be automatically removed if they fail or exhibit low performance. Such
clusters can be hosted at the regional WLCG Tier–1 centres thus matching the
WLCG hierarchical structure, which is strongly built around Tier–1s. From the
IBERGRID perspective such setup would create a single point of failure. Problems
affecting the Tier–1 could compromise the national and regional infrastructures.
Thus, a distributed cluster joining the existing TopBDII systems across geographic
locations presents itself as a more resilient and adequate solution.

3

Basic Constraints and Functionalities

The ideal solution should take advantage of the existing set of TopBDII systems
with minimal changes to the hosting site services, setup and operation. A minimally intrusive solution is envisaged. Additional services running in the TopBDII
servers should be avoided due to the highly critical nature of this grid service.
Single points of failure must be minimized thus, the distributed solution must be
clearly superior with respect to a local cluster setup. No changes to the sites network should be made and in particular the network layer must not be touched
(eg. add router processes, change routing tables, redirect packets, etc.). The solution must be open source and follow standards whenever possible. Its components
should be based on known, reliable, secure and well supported software. The solution must not raise security concerns that could pose obstacles to its adoption
by the hosting sites. Developed software should be written in a scripting language
so that it can be easily ported, enhanced and fixed by grid system administrators.
The implementation must be generic, not tied to the specific problem so that it
can be reused in other scenarios.
Several main functionalities were identified. The solution must be capable of
detecting failing cluster nodes and obtain performance metrics through test probes.
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Failing nodes must be removed from the cluster. The test probes must be external
self contained programs that can run in parallel. The system must be able to
compute a ranking of the best cluster nodes based on the performance information
collected by the probes. Nodes with low ranking must be removed. The software
must be modular so that further test probes and ranking functions are easily
added without changing the existing code. Recent history must be kept to identify
and remove unreliable nodes. All operations must be logged for monitoring, and
debugging. The system must recover gracefully from probe errors and network
problems. System crashes must not break the running cluster.

4
4.1

Related Work
Load Balancing and Fault Tolerance

Load balancing of clusters using the Internet Protocol is a common problem for
which many solutions have been created including commercial products. Many of
these solutions rely on dedicated load balancing software or hardware that stands
in between the clients and the servers thus routing or redirecting requests accordingly with the cluster nodes status. These solutions require the deployment of new
network services, thus adding bottlenecks, additional points of failure and introducing delays. Other solutions rely on server level redirection, in this case a cluster
host knowing that another host has less load can redirect the request either at the
network level or at the application level. Again these solutions require significant
changes at the cluster host level. Clustering solutions for high availability are also
common but they generally rely on hot standby hosts that are activated in case of
failure and do not truly address load balance across multiple cluster nodes.
These solutions do not match the IBERGRID constraints and are not well
suited for clusters spread across geographic locations. Furthermore, many grid
client applications and services only support one single TopBDII host name. In
this scenario mapping a hostname into multiple IP addresses using the domain
name system (DNS) [15] can be a solution.
4.2

Load Sharing using DNS

Round robin DNS is commonly used to create clusters of nodes by spreading network connections across multiple internet protocol (IP) addresses. This technique
consists in mapping the IP addresses of all cluster nodes into a single host name. In
such scenario a DNS query for the IP address of the cluster host name returns multiple addresses. Most client applications are designed to connect to a single server
using a single IP address thus, when a client receives a DNS answer containing
multiple IP addresses usually picks the first one. Load balancing is implemented at
the DNS name server by cycling or randomizing the order of IP addresses sent in
each answer. In this way in a sequence of queries each one will receive the same list
of IP addresses but in a different order. Assuming that for each DNS query a network connection is made, then these connections will be spread across the cluster
IP addresses. Still round-robin DNS does not provide either true load balancing
or fault tolerance:
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– Clients may ask from the servers operations with different resource consumption creating uneven system load.
– Due to DNS caching, connections may become unbalanced.
– Heterogeneous hardware can cause unbalanced response and uneven load.
– Load from other services may reduce the resources available to process client
requests.
– Servers that fail are kept in DNS causing client network connections to fail.
The DNS service is unaware of cluster node failures or actual load, therefore it
cannot assist in balancing the requests.

4.3

Round-Robin DNS Related Work and Solutions

Several attempts to improve DNS for load balancing can be found in the literature.
Examples of DNS nameservers especially conceived for load balancing can be found
in [9] [10] [12] and [11]. They collect information from cluster nodes and rank
them to provide the best answers. These are not full fledged nameservers and
are not intended as replacements for traditional nameservers. The Informational
RFC1794 [16] proposed an extension to the DNS name servers so that customized
zone transfer agents could change periodically the content of the zones for load
balancing purposes but it was never adopted.
In [13] a standard name server is used together with a process that updates zone
files according to collected information, DNS records are reloaded via a nameserver
restart. In [14] the use of dynamic DNS updates is proposed in conjunction with
round-robin DNS, the updates are performed by a monitoring process running in
the DNS server using information collected from monitoring agents running on
cluster nodes.
Many of these attempts are oriented to specific uses such as UNIX login clusters [9] and web server clusters [12], [11] and [14]. Few ever reached production
status or wide adoption, exceptions are [9] and [12]. However since these approaches
require changes either to DNS name servers or to the cluster nodes they do not
satisfy the IBERGRID constraints.
Clearly round robin DNS by itself does not offer a complete solution for load
balancing and fault tolerance. Nevertheless round robin DNS can be very effective.
It provides load sharing with simplicity, without additional overheads, and in a
fully transparent way for both clients and servers.
The previous work shows that dynamic management of hosts in round robin
DNS can improve significantly the load balancing effectiveness and minimize the
issues associated to failed nodes. Although DNS by itself cannot decide whether
cluster nodes should be removed or added it does in fact support the mechanisms
needed for secure dynamic updates [17]. The dynamic DNS updates allow the remote addition and removal of DNS resource records. These operations are secured
via DNS transaction signatures (TSIG) a method that allows DNS messages to be
signed with strong public key cryptography.
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5
5.1

A Distributed TopBDII Cluster
Architecture

The two standard techniques that emerge as matching the constrains and requirements are the round-robin DNS and the dynamic DNS updates. In the architecture
depicted in figure 1 an agent denominated nsupdater manages the cluster DNS
resource records via dynamic DNS updates. The agent launches periodic tests that
verify the health of the cluster nodes and measure their response. Based on these
results the agent removes nodes that do fail the tests. Additionally, the agent can
rank the healthy nodes and keep only the best ones in the cluster. Ranking is
based on measurements obtained by the probes.
To achieve higher modularity and fault isolation, the tests are independent
executables that are launched by the agent as separate processes. Cluster hosts
can be tested in parallel, moreover for each host multiple sequences of tests can
be defined to be run in parallel. In this way the testing of one host does not delay
the tests on the other nodes. Longer and heavier tests can be defined in separate
sequences that can be run less frequently, while shorter and lighter tests can be run
more frequently and in parallel with the other tests. Each test sequence is executed
sequentially. The scheduling of a sequence only happens after its previous instance
finishes or times-out thus avoiding the parallel execution of the same sequence over
the same target host. Thus, host failures can be quickly spotted without excessive
load for both the cluster and the monitoring host.
The collection of measurements for ranking purposes is performed by modules
loaded upon agent startup. They can be easily developed or enhanced to create
new ranking formulas. The ranking modules contain functions that are invoked by
the agent to extract measurement values from the tests, calculate a host ranking
from the measurements and choose the best nodes from the ranking.
Samples of recent measurements are kept for agent monitoring, ranking purposes, and to identify nodes that fail too frequently over a period of time. Optionally, nodes that fail too frequently can be considered unstable and removed. The
samples are kept in a circular buffer so that the last N measurements are kept.
The number of measured samples to be kept and the number of acceptable failures
are configurable.
The agent is implemented in Perl a scripting language popular among grid
site administrators. The modular ranking is implemented taking advantage of Perl
modules. The test probes can be written in any language. The interface between
the agent and the tests is fully compatible with the Nagios monitoring system
probes. Therefore any Nagios probe can be used. Several other probes have been
written in Perl and are part of the nsupdater distribution.
5.2

DNS and Dynamic Updates

The dynamic DNS updates are only possible on primary nameservers that are
the ones that hold the master zone for the intended domain. Since secondary
nameservers obtain their zone information from the primary nameservers they
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Fig. 1. System architecture

cannot be dynamically updated as this could conflict with zone transfers. Therefore
in the dynamic DNS scenario the traditional approach of one single primary and
multiple secondary nameservers is problematic. If the primary nameserver fails
the secondary nameservers will continue serving cluster entries that cannot be
dynamically updated. If simultaneously a cluster node fails or becomes too slow it
will not be possible to remove it from the secondary DNS nameservers. Therefore
the agent was designed to manage multiple primary nameservers for the same
cluster and keep them synchronized.
The agent keeps an internal matrix of the hosts state and performs DNS updates when the nameservers content does not match the agent internal view. For
this purpose the nameservers content is verified after each test sequence even if
its matrix state does not change. The TSIG keys used to sign and authenticate
DNS updates are configured independently for each DNS name server. The agent
DNS operations are performed via the Perl Net::DNS modules and in particular
Net::DNS::Update is used to perform dynamic DNS updates. The TSIG signatures use the Net::DNS::SEC module. The protocol for the DNS updates can be
either TCP or UDP and can be configured for each nameserver.
5.3

DNS and Caching

The DNS resolvers, either name servers or in some cases clients, can cache DNS
query results to increase the DNS performance. Since most of the information kept
in DNS does not change frequently, caching is an effective strategy. Unfortunately,
caching of host name translation by clients may defeat the round-robin effect.
Similarly it may significantly delay the propagation of cluster IP address changes,
thus impairing the removal of failing nodes and decreasing the effectiveness of best
node selection. The DNS design specifies that DNS resource records (RR) must
have a time to live for caching. The time to live is defined in the authoritative
name server and must be respected by the resolvers.
To minimize caching effects, a very short time to live must be used for the
cluster DNS resource records. A zero time to live can be used to prevent caching,
however experience shows that zero or very small values can have a bad impact
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on DNS performance [14]. For cluster RRs managed by nsupdater, a conservative
time to live of 60 seconds is suggested.
Another problem is the DNS negative caching, that is the storage of knowledge
that something does not exist or could not be obtained [19]. Queries that fail can
be cached by resolvers to prevent their repetition. This mechanism is useful to stop
queries for information that does not exist or is unavailable, consequently decreasing traffic between nameservers. However it can be dangerous when information is
dynamically removed. If the cluster RR are all mistakenly deleted, queries will fail
and will be negatively cached leading to service unavailability even if the RRs are
quickly restored. Therefore extreme care must be exercised when updating RRs.
When exchanging nodes, first new nodes must be added and only after old ones
can be removed. Furthermore, each nameserver can only be managed by one agent
since in an extreme situation agents with different perspectives could eventually
remove all cluster entries.

6
6.1

The IBERGRID TopBDII cluster
Deployment Scenario

The IBERGRID scenario requires the setup of a cluster of six TopBDII nodes in
four geographic locations that are managed independently by different organizations. The nodes have different characteristics and contain a mix of virtual and
physical machines.
The cluster round-robin DNS resource records are kept in a subdomain used
exclusively for dynamic DNS, which is served by three primary nameservers located
in different geographic locations. From each nameserver location an nsupdater
agent is responsible for monitoring all six TopBDII nodes and update the local
nameserver accordingly.
Three test sequences have been configured for each node. The first executes a
TCP scan on port 2170 every 30 seconds for fast detection of network connectivity
problems and service or host unavailability. The second sequence performs a simple
LDAP query every 60 seconds to detect major LDAP problems such as empty or
largely missing content, as well as unresponsive or extremely slow nodes. The third
executes an heavier sequence of tests every 180 seconds that includes a port scan,
followed by a verification of the LDAP freshness, followed by a simple LDAP query
and finally a large LDAP query. If one of the tests fail, the node is immediately
marked bad and removed.
A reinsertion can only occur when the host is again passing the tests. Thresholds are defined to limit the amount of insertions and removals to avoid flapping
effects this mechanism is based on the recent history of test failures. The three
sequences correspond to tests with different loads; from the most frequent and
lightweight, to the least frequent and heavier. The objective is to detect failures as
promptly as possible but without imposing a continuous high stress on the nodes.
In fact most failures are detected via the simple LDAP query while the large LDAP
query is used mostly to obtain metrics for node selection. In this way, metrics are
only collected for nodes that have passed all tests.
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The TopBDII ranking is based on the elapsed time of the large LDAP query.
This metric is more reliable than the host resources consumption, because it uses
and measures the service performance in the same way as clients do. The remote
LDAP queries have also the advantage of measuring both host and network response. A ranking module was developed to obtain the elapsed time of the LDAP
query and estimate the average over the most recent samples. This value is used
to rank the hosts and select the best ones. In case of failure, the next best node is
selected as replacement. Since the agent always collects the ’elapsed time’ metric,
the ranking module has been written in a generic way and can be used with any
test probe.
The cluster nodes are removed in a very short time, if any of the following
conditions are observed; the service is unreachable, too slow, has a very low number
of entries, is not being updated frequently and if it is not within the nodes having
the best LDAP response time.
Nodes become candidates for being added if they pass all the tests. They are
effectively added if their response is within the best ones.
6.2

Agent Configuration

The configuration information is kept in a single text file that is read by the agent
at startup. The file contains four main sections plus one additional section for each
cluster node. The general section contains process related information, logging
parameters, debug level and agent information such as the number of samples to
keep. The tests section contains the definition of each test probe including: timeout,
number of retries, logging parameters, which return codes should be considered
to trigger cluster additions or deletions, and the command line to be executed.
Placeholders can be used in the command line that are replaced at execution time
by arguments such as the host name and IP address, easing the integration of
test probes. The DNS nameservers section contains information such as paths to
the TSIG keys, update and query timeouts, maximum retries, transport protocol
and nameserver addresses. Finally, in the clusters section the cluster host name is
defined together with its time to live and minimum number of entries and desired
number of best nodes to keep. Each cluster host section contains the cluster to
which the node belongs, a list of nameservers that should be updated, the node IP
address or host name, the test sequences, their frequency and list of test probes
to be executed.

7
7.1

Production Experience
Experience in IBERGRID

The nsupdater system, entered in production in December 2011 monitoring TopBDII nodes at NCG in Lisbon, IFCA in Santander and CESGA in Santiago de Compostela. Two DNS nameservers and nsupdater instances were deployed at CESGA
and LIP. Later three additional TopBDIIs at PIC in Barcelona were added, and a
third nsupdater instance was deployed at Rediris in Madrid.
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The test probes enabled the detection of several network issues both at the sites
and wide area networks. To debug and confirm the suspected issues an additional
probe using IP trace route capabilities was implemented and deployed. Similarly
several TopBDII service issues such as lack of resources and information freshness
problems were also identified and corrected.
Figure 2 shows the average response time for a heavy LDAP query. The dark
(lower) line is the average response time for the nodes selected by nsupdater to
be members of the cluster. The light grey (upper) line is the average response
time of the nodes excluded from the cluster by the nsupdater ranking. This plot
validates the nsupdater inclusion/exclusion method since the average response
time of the included nodes is systematically lower than the one for the excluded
nodes. Furthermore the excluded nodes show worse response times although they
have much less queries to process.

Fig. 2. IBERGRID TopBDII cluster response.

Figure 3 depicts the number of errors per 2000 test results and for each probe
type. The FRESHNESS test verifies that the TopBDII servers are updating their
content frequently. The QUERY test probe tries to obtain records corresponding
to different grid sites in Portugal and Spain. Failures may occur if none of these
entries is retrieved within the timeout period. The LDAP test performs a heavier
query and checks the number of returned entries. The number of errors is small
but constant. On the other hand, clusters of errors can be seen corresponding to
recurring issues over a period of time. Timeouts are the most frequent cause of
failures.
Table 1 shows the total test executions performed on the six nodes independently from being included or excluded from the round robin cluster. The success
rate was 96.5% consequently the failure rate was 3.5%. Since tests are retried,
many of the errors accounted correspond to the same actual failure. For instance
7588 network probe errors are result of retries and correspond to only 1897 actual
problems. Similarly test probes are continuously executed and may spot the same
problem several times.
The largest number of failures is caused by LDAP query timeouts, followed by
missing LDAP content. The number of TCP port reachability errors is 0.53%. Of
this 0.07% are caused by a missing process listening at the port (no LDAP process
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Fig. 3. IBERGRID TopBDII cluster errors per 2000 tests, for each probe type.

running), and 0.46% correspond to host down, network connectivity or firewall
issues. Since this results have been obtained by one single ”nsupdate” instance
they can include local or regional network failures between the probing host and
the TOPBDIIs.
In figure 4 the total number of errors per host and probe type is shown. The
most significant test in terms of errors in the ”QUERY” test which performs a
simple LDAP query. Most timeouts and no such object errors have been detected
by this test. This was expected since the query test is being executed prior to other
more complex tests.

8

Other applications: Interactive Linux Clusters

The nsupdater system is also being used for the management of Linux login
services, where users get access to a pool of Linux machines via SSH to work
interactively. Users may execute programs with very different load profiles thus,
the cluster nodes may easily become unbalanced. In such scenario, the elapsed
time of a test may not reflect all aspects of the system load. Furthermore, new
users should be directed to the most available host, so that the applications they
wish to run may have enough free capacity.
A test probe was developed to gather information about the hosts available
capacity in terms of memory, swap and CPU. A weighted metric combining the
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Table 1. IBERGRID TopBDII cluster test probe results.
Test probe status
Total
% Notes
Total
1430334 100.00% Tests performed
Ok
1380295 96.50% Tests Ok
Failed
50039 3.50% Tests failed
Types of failures
Total
% Notes
LDAP timeout
28497 1.99% Query timeout
LDAP no such object
7169 0.50% Empty content or missing status
TCP filtered or unknown
6589 0.46% Network or firewall issue
LDAP freshness
4223 0.29% Stalled information
LDAP below min entries
1627 0.11% Entries largely below reasonable
TCP closed
999 0.07% No process listening in TCP port
Other
935 0.06% Mostly other LDAP errors

Fig. 4. IBERGRID TopBDII cluster errors per node.

collected parameters is then calculated. The information is remotely collected via
SNMP. Therefore the hosts do not require the installation of custom software
services.
A ranking module was developed to collect the probe information and determine the best cluster nodes. Two test sequences are defined, the first executes
every 30 seconds and obtains the resources availability, the second executes every
60 seconds and performs an SSH test using the Nagios check ssh probe. The best
three nodes are kept in the IP cluster. This system is currently in use in two login
clusters with good results.

9

Conclusions

The nsupdater is a simple yet flexible service that enhances significantly roundrobin DNS clusters. It can be used in multiple scenarios and is easily extensible.
Dynamic DNS updates allow the use of a standard interface with existing nameservers. The solution can be applied to running clusters requiring only minor configuration changes in the DNS nameservers. This system is currently in production
managing the IBERGRID TopBDIIs and two Linux login clusters.
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Abstract. Research groups processing data in distributed systems often
need specific software. This software needs to be downloaded and installed
in the local operating system in order to correctly execute the user jobs.
It is therefore interesting to develop an infrastructure that allows to automatically download the software, with the possibility of being operated
externally by a self-updating version manager, which could be used with
virtualized environments. There are programs to help in this task as Cern
Virtual Machine File System (hereinafter CernVM-FS), which provides the
necessary software without concern for the user. CernVM-FS is a software
designed to easily recover files from an HTTP server. It has been designed
by CERN to provide access to software on virtual machines for the LHC
experiments. Its main advantage is that it can be mounted as a normal file
system through files in user space (FUSE). As files are shared through a
web server, a Squid proxy server can be used to reduce latency within the
same subnet and to redistribute the load of the central server. CernVM-FS
client main problem is that privileges are needed to run it, so an external
repository could not be mounted if the user lacks these privileges. Parrot
is a software that can be useful in this sense, because it can be compiled
with static libraries and can mount CernVM-FS without user privileges in
the platform that you need.

1

Introduction

Nowadays EGI has established a large production grid with thousands of users
belonging to different communities that are organized in hundreds of Virtual Or-
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ganizations (VO). Each of these VOs requires different applications that ideally
should be available in the nodes where they are going to run.
Different sites have different alternatives to distribute the software of each VO,
but the most common way is to use a shared NFS directory between all the nodes
in the cluster. This approach has several drawbacks especially for large cluster.
First, because it imposes an important performance penalty when all the nodes
try to access the same NFS server. In addition, it seriously limits the scalability
of the system.
One solution is to use several NFS servers, splitting the software repositories
among them. But this solution is more difficult to deploy and requires some planning to decide how the different software repositories will be splitted between the
different servers. Another option is to use NFS caching abilities that appear in the
last version of Red Hat Enterprise Linux based systems (RHEL6), but most sites
are still using operating systems based on RHEL5.
There is also the option of using a distributed filesystem like OpenAFS[1], but
it requires the kernel installed in the nodes to support it, and it usually involves a
complex configuration process.
In addition, the software area management in each of the sites is a redundant
administration task, introducing inconsistencies between the publication in the
software area of the different sites. Ideally, one can aim to have a single administration of the software area for all the sites.
In this paper, we propose an alternative to solve these problems in Ibergrid
based on CernVM-FS[2]. This solution uses file catalogs to establish read-only
filesystems through HTTP protocol. Files are first transferred to the local squid
proxy, if available, and then to the local cache of the node; greatly reducing the
network traffic in case of jobs that use the same software.
The solution is highly flexible and it does not force sites to install any additional
software. Even if we expect that large sites deploy local squid servers to improve
performance. We have also been working to allow users to mount the CernVMFS[3] repositories without requiring any pre-installed software in the nodes. This
paper is organized as follows: Section 2 describe the current status of the CernVMFS. Section 3 presents the CernVM-FS repository service deployment in the Ibergrid infrastructure, with detailed description of the Client-Side and Server-Side.
Section 4 shows the procedure to access to the software repository. Section 4 shows
the setup of the infraestructure. Finally, a brief summary is presented in Section
6.

2

Related Work

CernVM-FS has been optimized for software distribution of different experiments
at CERN. It has been implemented as a filesystem in userspace (FUSE), and it
has been tested in Cloud environments[4], with the virtual images of CernVM, and
in physical platforms with different OS.
CernVM-FS has been designed to create a directory subtree in a read-only web
server, so the client side only needs connectivity HTTP/HTTPS to the server.
CernVM-FS does aggressive file caching at different levels. The files are cached on

!"#$%$!&'''''''+(
the local disk of the computing nodes as well as on proxy servers, allowing the
file system to scale to a very large number of clients. Thanks to that, CernVM-FS
solves some problems which are present in other software distribution systems such
as NFS[5][6], which overloads the shared areas when there are millions of system
calls in few minutes. The tests of CernVM-FS vs TarBalls in HTTP-Server[7]
favour the former due to escalated caching systems.
In the software cycle of CernVM-FS the procedure to construct, install and
validate software versions is the responsibility of a version manager. Once this is
done, the directory subtree has to be recreated in the repository. In the current
version, the repository has a particular format, which is a content addressable
storage called ”Shadow tree”. From the next version forward a new backend with
snapshots will be used[8]. The creation of the repository includes the tasks of
creating the file catalog(s), compressing the files and calculating content hashes.
Moreover, the files are stored locally, within a cache on the server, as SHA1 data
fragments. This is done in order to exploit the SHA1 redundancy, and to use it
as a key when downloading files. This avoids possible firewall blockings of HTTP
requests to download files named root.exe. Once this is done, the new software is
released through the CernVM-FS server.

Fig. 1. Converting a shadow tree into a repository. The file catalog contains the directory
structure as well as file metadata, symbolic links, and secure hash keys of regular files.
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The publisher follows these steps in order to create or update the repository:
First of all, the necessary changes in the tree-shadow are made, adding new directories, binary path, etc. Then, the software installation is tested and the new
added packages are synchronized by the repo-manager. Finally, the new version is
published in the web server.
Once the server provides the software, clients can connect to it using some
HTTP proxy. This reduces the latency for the local worker nodes, which is critical
for cold cache performance and the load on the CernVM-FS repository.
The clients of CernVM-FS have their own local cache, in addition to the proxy
caching, which allows a low latency and a high scalability performance for thousand
of worker nodes. The standard version of CernVM-FS client needs root privileges
in order to install the client. Due to that, if a user needs to get software from the
CernVM-FS repository server and the client is not installed in the Worker Node,
the user cannot get access to it. We are proposing a deployment of CernVM-FS
client to allow access to the CernVM-FS Ibergrid repository avoiding this problem.

3

CVMFS repository service deployment for Ibergrid

This paper proposes a CernVM-FS service deployment, integrating different software appliances to allow the adoption in the Ibergrid sites with different setups.
This section first describes the Ibergrid CernVM-FS software repository deployment. Second, it shows how an integration script can be run by the users so,
depending on the site where the job would run, a native CernVM-FS client or,
alternatively, a user space CernVM-FS client with the proper configuration, is
dynamically set up to run on the given site.
3.1

CVMFS server repository

A prototype of the CernVM-FS server repository has been deployed at Santiago
de Compostela University (U.S.C.)[9], with the purpose of running the integration test of this proposal, as well as the performance tests of the possible alternatives. The production CernVM-FS server repository would be installed, configured
and supported at CESGA[10], as a contribution to the Ibergrid operations. From
the experience of the LHC experiments, which have in production a CernVM-FS
repository with a specific deployment for the Tier-1 sites, it is clear that the scaling issue of the server should be considered. Initially, a single central CernVM-FS
server can be deployed, but previous experiences show that it is necessary further server deployment to scale up even with a not so large user community or
software repository. For example, the LHCb operations in 2011 shows that about
3,000 sustained jobs running in the early site adopters of CernVM-FS (about 3
or 4 Tier 0 and Tier 1 sites) may overload a single CernVM-FS server, causing
performance degradations on the server side.A squid proxy is deplolyed at the site
of the CernVM-FS server to support those CernVM-FS client request who has not
any local squid proxy in their sites. The CernVM-FS server scaling on the Ibergrid
would have to face similar situations, therefore two server stages can be useful,
following the learned lessons of the LHC experiments:
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(a) Stand alone CernVM-FS server.
(b) A central master CernVM-FS server not directly accessible by clients, with
a set of associated mirrors distributed along the Ibergrid infrastructure (the
so called stratum CernVM-FS servers). The CVMFS SERVER URL variable
would refer to such stratum servers but not to the central master server.
(c) A small number of mirrored CernVM-FS servers with a round robin scheme,
using the CVMFS client variable: CVMFS SERVER URL, which could contain the list of available servers.[11]
3.2

CVMFS clients

For a user to run a job using the CernVM-FS repository, the worker node must
be running a CernVM-FS client, which should have been installed and configured
previously by a privileged user. Unfortunately, this is not the case for many of the
WN of Ibergrid sites. A possible solution for this problem could be static compiled
versions of CernVM-FS and Parrot. We propose instead to supply a CernVMFS client integration script. This script will check if a native CernVM-FS client is
installed in a specific WN and, if that is not the case, it would install and configure
a static binary of CernVM-FS and Parrot to be run in the user space. This is not
the most desirable option, because the local cache on CernVM-FS client instance
would not take advantage of the WN local caching, since the caching will be done
at the user level, not at the WN level as in a native CernVM-FS client instance.
Parrot is an open source software that can be used as an application environment for data-intensive computing, acting as an interposition agent. It can be
used to attach existing applications to filesystems without requiring code or kernel
changes. Parrot intercepts the system calls of an application through the ptrace
debugging interface: system calls that do not affect I/O are passed through unmodified, while those affecting I/O, like open or read, are executed by Parrot on behalf
of the application. This allows Parrot to contact a remote storage resource like
CernVM-FS, get the necessary files, and pass them to the application simulating
the access to a local file. Parrot allows to get software from CernVM-FS repository
with the help of the CernVM-FS 2.0 release library interface[12]. Parrot can be
modified in order to compile with static libraries and to create the multi-platform
static binary of the Parrot software within the CernVM-FS driver.
The integration of CernVM-FS and Parrot needs several libraries as jemalloc,
libcurl, libfuse and c-ares in order to have the same functionalities that a CernVMFS client. The main functionalities supported are intermediate web proxies and local disk caching for scalability. On the security front, data integrity is verified with
cryptographic checksums. For increased reliability and performance, CernVM-FS
repositories may also be mirrored in multiple locations and accessed via groups of
load balanced web proxies, with fail-over between groups.
The Parrot software can be configured using command line options or with
environment variables. The main option is the remote repository that is set via the
”-r” switch or with PARROT CVMFS REPO environment variable, to indicate
the repository. The repository syntax is:
repo name:options repo name2:option2
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In Ibergrids case, the options that have to be configured are ”url”, with the
URL of the CernVM-FS server (url1;url2) and ”proxies” contains the HTTP proxy
list, such as (proxy1|proxy2) (default values are given by the -P option). Proxies
separated by ’|’ are randomly chosen for load balancing. Groups of proxies separated by ’;’ may be specified for failover: if the first group fails, the second group
is used, and so on down the chain. Other options to be configured are: ”cachedir”,
to indicate where to store disk cache; ”pubkey”, with the public RSA key that is
used to verify the whitelist signature; and ”mountpoint”, with the root path of
the repository.
The main disadvantage of Parrot with CernVM-FS client library is the limitation of only one repository mounted at a time. Parrot can destruct and re-initialize
libCVMFS when switching between repositories due to severe performance penalty
for frequent switching.
3.3

Squid caching

Between the CernVM-FS server side and the CernVM-FS client, there are another
caching layer that uses the simple HTTP proxy service. This caching is aiming
to improve performance, thanks to user affinity using a common local CernVMFS proxy server, and also to reduce the CernVM-FS server load. Currently most
of the Ibergrid sites have a squid server to provide HTTP proxy in the working
nodes. These squid proxies can be also be used to provide CernVM-FS caching
in the level of a site. For those sites which are not able to support HTTP proxy
for CernVM-FS caching, additional remote squid proxies will be deployed, which
gives worse performance as local squid, but is better than no proxy. For those sites
which have a CernVM-FS client installed on the working nodes, this information
of the associated HTTP proxy is configured by the administrators. For the rest of
the sites, the client integration script would check if an environmental variable at
the WNs (called CVMFS HTPP PROXY) is defining a list of local HTTP proxies
for CernVM-FS. If this variable has been not defined by the administrators of the
sites, the client integration script will define it with a set of default remote squid
proxies.

4

Accessing the Software area repository

In environments as Ibergrid, with several communities organized in Virtual Organizations, the users should be able to get their software from CernVM-FS repositories, and this process should be scalable and fail-tolerant. This structure should be
independent of the sites that execute their jobs (i.e. the sites could have installed
or not CernVM-FS clients), and it should be able to distribute the software of the
VOs, providing the tools and the mechanism to get the software independently of
the site where the job would execute. This paper propose a software repository
with several squid caching level in the middle-layers between the sites where the
software are being executed and the end-point, that is the software repository in
charge of distributing the software. This structure can be complemented with site
proxies in order to decrease latencies. The software repository should be split with
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the software of each VO, and it should have a downloadable script with preconfigured variables for the local execution of CernVM-FS-Parrot binary in the site.
The structure of software repository have to follow the convention of CernVM-FS
with the name of the VO group and, at the end of VO path, the script with the
Parrot and the lib-CernVM-FS previously configured. This way, the software can
be automatically obtained from the site.

Fig. 2. Ibergrid CernVM-FS software repository structure

The steps of a user job that have been submitted to the Ibergrid infrastructure
are:
(a) Check that the CernVM-FS client have been installed in the node. If it is
installed, the software can be obtained using the normal way;
(b) In the negative case, the script with the Parrot binary and the environment
configuration should be obtained from the repository. The script have the
variable PARROT CVMFS REPO configured to access to the VO software;
(c) Finally, the job should execute Parrot, specifying a mount point into the user
space (e.g. /expSoftware). This mount point has to be indicated with the environment variable VO NAME CVMFS DIR. The downloaded files are cached
in the /cache CVMFS folder.
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5

Prototype results

This section summarizes the experience with the setup described in Section 4. It
covers several typical use cases in the LHCb experiment and others, as sending files
of different sizes. This allows the study of the stability and scalability of the setup.
The infrastructure was created with an Cloud environment with the CloudStack
v.2.2.3 manager, the server and client machines are virtualized. The host is a Dell
PowerEdge SC1425 with two processors PIV Xeon at 2.8 Ghz and 1 GB of RAM
per processor. Each one of the virtual machine has 500 Gb of RAM memory and
10 Gb of Hard Disk.
The test-bed has the following structure:
(a) A CVMFS repository served by Tomcat on a machine of the LHCb cluster.
(b) A Squid HTTP proxy is also installed in order to minimize response times. All
nodes are interconnected with 100Mb/s switches.
(c) The CernVM-FS Clients with the native software and the Parrot solution with
CernVM-FS Lib.
Figure 3. shows the sum of the installation and configuration time with the
CernVM-FS native client and the solution with Parrot and CernVM-FS lib.

Fig. 3. Sum of installation time and configuration time

In this test the Parrot client is faster than the native client, therefore the
Parrot does not need to be installed and can be executed directly by the user once
configured, while the native client needs to be installed by a privileged user.
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Fig. 4. Transmission times for files of different sizes

Figure 4. shows two plots with the times needed to send big and small files
to virtualized nodes. The left plot shows the time to send 100 files of 100 MB
each. There is a peak of about 40 minutes with the Parrot solution, and only of 7
minutes for the native client. The files are stored on the CernVM-FS repository. It
can be seen that for big files, as well as for small ones (100 KB) shown in the right
side of the plot, the native client is much better than the Parrot one due to the
fact that the Parrot ptrace debugging interface needs to catch the system calls. In
these tests, the caching system has not proven useful, but in the next successive
iterations, and on different nodes, both the proxy server and the local cache native
system will influence the time to get the software.

Fig. 5. Times to load different LHCb environments
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Figure 5. shows a plot with the times needed to get files from the LHCb experiment on CERN Repositories, which are used to load several of the typical LHCb
work environments with the SetupProject software. To be able to use the LHCb
SetupProject utility, one needs a minimal LHCb environment. The first test is to
load the minimum LHCb environment, which is shown in blue colour in the plot.
The SetupProject has been introduced to address the need of a tool to prepare
customized environment in which to run LHCb applications. The second test is
to load LHCb dirac environment using the SetupProject utility. Finally the last
test is to load the LHCb ganga environment. The results show that the time to
load environments using the native client is shorter than the one using the Parrot
client, as was also the case for file transmission. These tests were repeated several
times, and in some of them the Parrot solution was not reliable. When loading
the LHCb normal environment the failure rate was about 20%. When loading the
LHCb dirac environment the failure rate was 40%. Finally, the failure rate observed when loading the LHCb ganga environment was 60%. It is then clear that
with large environments the Parrot solution is not reliable.

6

Conclusions

Ibergrid is an infrastructure with several Virtual Organizations, where each group
of users have their specific software in order to run their jobs in a large production grid, which is distributed to dedicated clusters all over Spain and Portugal.
This paper describes the distribution of this software using the open-source tool
CernVM-FS and Parrot with CernVM-FS library. The design and the procedure
of the software distribution has been detailed, and the successful coordination of
different software appliances has been shown. The study case is based in previous
tests and benchmarks and we have found an improvement in software distribution
of CernVM-FS vs systems as NFS or HTTPd servers[5][7]. This paper shows the
way to get CernVM-FS software repository access by normal users, with improvements in the scalability, and avoiding problems as the high latency by using several
level caching systems. The setup of the infrastructure shown as Parrot can be an
option in very simple cases, but when the complexity increases Parrot is unreliable.
The described approaches make use of flexibility provided by CernVM-FS, with
some characteristics as the multi-platform clients or the possibility of execution
in cloud environments. Future work in our roadmap is including this project in
Ibergrid, and the possibility of test the multi-VO execution jobs.
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Abstract. Incorporating new changes into a production infrastructure can
lead to the appearance of unexpected trouble without a priori validation
of the candidate. The suite of tools that have been adopted at Instituto
de Fisica de Cantabria (IFCA) computing facilities, including Puppet, Git,
Jenkins and Gerrit, provide a complete evaluation of a given configuration
change -written in Puppet language- along a lifecycle that comprises the
implementation, verification and code-reviewing stages. With this setup,
the number of deploys at IFCA datacenter have been increased as well as
improving the quality assurance at the production level.

1

Introduction

The work described takes a step forward for the quality assurance of IT operations
in a production environment. Prioritizing in not altering the service availability
while releasing new features or applying required fixes to the infrastructure, the
schema proposed considers both human and machine-driven perspectives during
the whole process. To achieve this objective, a system composed of a toolchain
–Puppet[1], Git[2], Jenkins[3] and Gerrit[4]– will guide a change candidate written
in Puppet code through a three stage lifecycle -implementation, verification and
reviewing- to analyse its viability for being applied at the production level.
The model proposed profits from software development techniques in distributed
environments and applies them in a operations IT scenario. The result is a system
with tight-integrated components that make possible a collaborative evaluation
of Puppet code, guaranteeing a safe application of new changes, avoiding buggy
upgrades that would affect the stability of the production services.
The adoption of this system at the Distributed Computing and e-Science department within the Instituto de Fisica de Cantabria (IFCA) resulted in a mindchanging regarding the management of IFCA’s facilities. From the times when
system administration practices recommended spread over time changes, this has
been turned into applying small frequent changes for improving both stability and
service provision. The reason for this is the model that will be described in the
next sections.
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2

Description of the model’s architecture

Traditionally system administration tasks were performed acting directly in the
affected nodes. The appearance of the centralized configuration management (CM)
tools blanked out this type of practises by using a declarative language to enforce
the desired state in the system. In this work it is foreseen that a sophisticated
evaluation process of these changes in configuration is required to guarantee its
correctness before being applied in the production system.
The schema proposed, with the exception of Puppet engine, follows a scalable
approach widely used in distributed software development teams. The suite of tools
that take part in the system are introduced below. Each of them provides a very
specific functionality within the workflow, but as a whole they come up with a
mechanism that facilitates the integration of new capabilities into the production
system. Prior to that final integration, the candidate change has to go through
the implementation and reviewing stages. Here is where the tools to be discussed
make possible the model setting. To draw an analogy, one can see this system as a
vehicle -Puppet- driving through a road –Git– with two stops, implementation and
reviewing –Gerrit and Jenkins– before arriving the destination, that represents the
release of the candidate change.
Puppet , the configuration management (CM) tool. As any other CM, Puppet
enforces a given state expressed through manifests –using a declarative language–
of the nodes it handles. What made the difference while being evaluated for the
model was 1) the richness of the language 2) its modular organization and 3) the
dynamic selection of the environment during run time.
The two first features are concerned with implementation purposes. The possibility of organising the code (Puppet manifests) into a modular structure while
maintaining strong dependencies between the statements declared makes possible
to reuse the code within the different components with ease. The third feature is
an interesting addition to the latest Puppet versions and a key component of the
system described. A Puppet environment consists in a collection of Puppet manifests, plugins and configuration files. Having a default production environment
and separate sets of test environments makes possible to check the behaviour of
new features and changes without applying them to the production machines.
Our Puppet’s architecture consists on a server (master) that stores and serves
the different environments to the Puppet agents running on the nodes. The Puppet
agent is the software in charge of apply the configuration that receives from the
master. By default, the production environment is used; but it is possible to force
them to get any other environment in a no-op mode (that is, without applying the
changes).
Git , is the version control system (VCS) used in the model. Usually a VCS is used
to handle the revisions of the CM’s catalog, so attaching this tool within the system
is a must-do. At IFCA, this setup, VCS+CM, has been adopted in the past and
used for several years with a tremendous improvement, by that time, in the daily
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work within the infrastructure. The main problem then was the fact of polluting
the CM with inaccurate changes that needed amendment once being detected
in the production nodes. When switching to Puppet, and the use of multiple
environments other than the production one, the frequency of this issue diminished
greatly since there was now an easy way to test the change in a scratch node
before submitting it to the central repository. This was possible by synchronizing
the content of the Git topic branches with Puppet environments –using the same
identifiers– so that the change could be tested by executing explicitly the Puppet’s
environment. A Git hook is the responsible for this folder synchronization and it
works in a transparently way every time the central repository receives a push.
This step is still being done and recommended in the model’s workflow as it can
be seen in the next section.
Git is tightly integrated with the review system, Gerrit, which will indeed take
charge of it. As a result of Gerrit incorporation, it will appear a new review layer
that sits between the pushing and merging stages to achieve quality assurance
whenever a new changeb is to be applied into the infrastructure.
As a result, Git is the most suitable VCS for the system since it can be easily
integrated both with Puppet and Gerrit functionalities. Therefore, as mentioned
at the beginning of this section, Git sets the base where the rest of tools make use
of it to perform their tasks.
Jenkins , a continuous integration tool that will be used primarily as an automatic testing tool. It can be integrated with Gerrit –will be described in the next
section–, as it collaborates in the review process. Through its instant revision of
the code, it appears as the first actor in the evaluation process. It takes the decision to continue or, on the other hand, stop the change revision depending on the
evaluation results. The Jenkins contribution saves time to the review team in case
of buggy submissions since its verification approval is needed for the workflow to
continue.
Revisions are performed through job definitions that run shell commands during the building phase. One can add multiple checks for Jenkins to execute, which
will run whenever triggered by Gerrit. Once the building is done, Jenkins communicates the result to Gerrit, which will transform it accordingly to a positive or
negative scoring.
The Jenkins instance in this model has defined jobs for Puppet’s syntax check
and remote execution. They have been set independently for the outcome to gain
granularity. Simple tests benefit clarity in the job’s output, so that both the review
team and the committer will know at a glance –through Gerrit’s interface– what
was the reason of the failure.
The basic run is the Puppet check syntax job. It basically validates separately
the manifests, templates and plugins located within the current Puppet environment, created for the change implementation. The check explicitly issues Puppet
parser commands to look for the syntax errors, which if found, would break for
sure the Puppet execution in the production environment.
To complete Puppet execution analysis, Jenkins also takes over remote dry-run
–noop– executions in a given set of production nodes, the configuration test
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job. The selected nodes distinguish themselves by inherent features –such as Linux
distribution or system architecture– or role given –private/public network access,
virtualization nodes– so that they appear as a representative collection of the node
diversity that coexists in the datacenter. This diversity is important to guarantee
the validity of the code submitted when further deployed in the production nodes.
As a result, a list of simulated Puppet execution outputs will be obtained, which
are used by the reviewers for both check the integrity and flexibility of the code
in the infrastructure.
It must be noted that both jobs need to end successfully for Jenkins to mark the
change request as verified through Gerrit interface. Any result other than success
will make Jenkins to score the change as failed, so that the writter must re-check
and solve the issues with the code before requesting a new review on Gerrit.

Gerrit , is the web-based collaborative instrument for taking over the review
process. The IFCA Gerrit instance manages the change candidates that use Puppet
code to deal with configurations that aim to be applied in the infrastructure. Gerrit
integrates with Git version control system so that this repository is managed and
accessed trough it. It is not possible to interact directly with the Git repository.
The candidate code is pushed into Gerrit to start the review process, but as
we have described it is not automatically merged in the code base. Changes are
maintained in different branches prior to be applied to the central repository, so it
acts as a staging area for open or pending changes. Reviews are then performed in
an asynchronous fashion, so that it can be done at the convenient time that best
fit in the reviewer’s agenda. Within the change request evaluation, Gerrit requires
two different checks, verification and code-reviewing before granting its validity.
Verification is all about running tests that look for inaccurate code statements that
make the code compilation to fail. This task is performed by the Jenkins instance
described above. On the other hand is the code-reviewing, which is related to
in-depth code analysis that will be treated later on in the Workflow section.
Whenever the change request is accepted by all the bodies involved in the
review, Gerrit merges it to the production branch, that is synced with the Puppet’s
production environment As stated, this Puppet’s production environment is the
one used by default in all the computing nodes at IFCA, therefore as soon as the
Puppet client nodes ask for a new execution, the new change will be automatically
applied. Puppet’s catalog execution runs every 30 minutes, so whenever Gerrit
triggers the merging action for a new change, within the next 30-minute period
the new code will be running in the infrastructure.
Gerrit acts as the central point at the IFCA computing infrastructure for
decision-making of new incoming changes. Assuming the control of the central
repository, where all the drafts and candidate changes co-exist with the production
ones, it offers a friendly web-based frontend where both automated and human actors provide valuable feedback to accept or deny the propagation of new upgrades
to the system.
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Fig. 1. Schema of the reviewing process.

3

Workflow

At IFCA, the staff working on administering the computing facilities adopted the
solution proposed for dealing with any type of logical upgrade. There is no place for
manual changes directly on the affected node. Any intervention in the production
infrastructure that affects a given system’s configuration must be written in Puppet
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code and therefore it must go through the evaluation process so that only can be
merged into the production repository when it has been validated and properly
reviewed by a seasoned member of the team with the proper rights.
There is one exceptional cases in which a Puppet modification should not go
through the entire process of evaluating the code; in case of very urgent matters.
In such a situation, Gerrit allows a given set of users to push changes directly into
the production branch without the need of any other approval from the rest of the
team. However, this bypassing feature must be avoided as much as possible since
it does not fit in the model’s philosophy and its usage has to be properly justified.
3.1

Branching

When starting to code a new change the first step is to create a git topic branch.
Branching jails the code written for the new change so that a new environment is
created, isolated from the rest of the co-existent branches, including the production
one. Working this way allows a maintainer to have multiple workspaces to work
on at the same time.
To create a branch and start working on the Puppet change:
@dev_node: $ git branch modify_openstack
The identifiers for the branch names should describe the action that it is being
performed together with the component that the writer is dealing with. Next, we
move to the branch recently created:
@dev_node: $ git checkout modify_openstack

4

Implementation

This is actually where the Puppet coding starts. During the implementation stage
it is valuable to every now and then do local testing as the code increases in
functionality. Mapping a Puppet environment with the branch currently in use
can allow the code-writer to test new configurations on the fly before rolling out
to the next stage. Usually the scratch nodes used for this testing phase are isolated
ones, not being used in production, but this can vary with the potential harm level
of a given change. Dangerousness must be evaluated by the sysadmin since at this
stage human criteria is what it takes place.
To test the piece of Puppet code being written (and commited locally), one
need to upload the branch into the central remote repository:
@dev_node: $ git push origin modify_openstack
to further call it from the scratch node by calling its homonymous Puppet
environment:
@scratch_node: $ puppet agent -t --noop --environment modify_openstack
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What happened in between the two above commands is the content synchronization of the Git’s modify openstack branch with Puppet’s modify openstack
environment.
The benefits of this approach is to come up with a workable change before
entering the reviewing process at Gerrit. This will safe time to the change release.
4.1

Reviewing

Whenever the piece of Puppet code manages correctly the tasks for what it has
been made, it is ready for the review. At this stage, the writer has coded a working
candidate change that fulfills the required actions. This is the writer’s standpoint,
but it needs to be confirmed by going through the reviewing process.
As stated in the model’s description, the reviewing stage has two main phases,
verification and code-reviewing, which are dependant so that both of them have
to agree in the change viability for it to overcome the review and be added into
the production master branch.
To start the review process, it has to be simply invoked by the call:
@dev_node: $ git review
This command will display an URL with the location of the new change review
just being created. As of now, the workspace both for the committer and the review
team moves to Gerrit’s web interface.
Gerrit puts in place all the actors that will take part in the review. On the
one hand it automatically adds Jenkins to the verification process (Figure 2) and
triggers the jobs already programmed for being invoked whenever a change is
submitted. On the other hand there is the review team. They are also automatically
added as part of the code-reviewing process but this time Gerrit cannot trigger any
action to them. Since the code-reviewing is done by humans, it is asynchronously
performed, taking the needed period of time for code analysis and decision-making.

Fig. 2. Jenkins’ job comments as seen in Gerrit’s interface.

If the verification fails, the committer must refer to the Jenkins’ job output
(Figure 3) that have failed to try to solve the issues. Whenever this happens, and
after the appropriate modifications have been done in the code, the committer
will not create another review. Instead, the new revision must point to the already
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existent review. This will create a new Gerrit’s patch set with the new content.
Therefore, Gerrit maintains a patch history of the updates being done to the
candidate change as seen in Figure 4. This action also is done if some of the code
reviews does not accept the change and suggests additional modifications.

Fig. 3. Jenkins’ syntax check building success.

To proceed with a change update, one has to amend the existing commit and
issue the review command:
@dev_node: $ git commit -a --amend
@dev_node: $ git review
Gerrit will then create a new patch set for the same review by parsing the
Change-Id field of the new commit. When doing an amend of the last commit, the
Change-Id is preserved so that Gerrit will know that it refers to an updated patch
for an existant review. Once a new patch set is uploaded to Gerrit, both Jenkins
–for verification– and the review team –for code-reviewing– can comment on the
code, both globally and also directly on the code with the chance of referencing
to the specific line where the modification has to be done. The granularity that
Gerrit offers when doing the reviews converts it in a tool that can be used in a
distributed fashion with no face-to-face interaction between the members in the
review team.
A few words on Code-Reviewing Once ensured non-breaking code will enter in
the production repository –through the Jenkins verification process–, the working
piece of Puppet code is evaluated by the group. The main purpose of this step
lies basically in establishing a discussion about what merits good code in terms of
two parameters: 1) seeking the achievement of the goals pre-discussed in the first
place, together with, 2) an accurate way of writing Puppet code.
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Fig. 4. Gerrit’s patch set display with comments.

In some cases the change proposed does not cover all the configurations that
co-exist in the production farm or, on the contrary, deals with configuration parameters that do not apply in the infrastructure and, therefore, should not be
treated. Good infrastructure changes must look for simplicity, by going straight to
the point and not trying to cover future cases or configurations that will never be
applied, just for the sake of being consistent. The change must be delimited both
in terms of functionality and application to avoid unpredictable behaviours in the
production system.
The other major task at this stage relies in analyzing Puppet composition. It
consists in two actions identified by the logic in the Puppet modular structure –that
the change proposes– and the use of the appropriate language statements. Puppet’s
own modular features allows the writter to separate the new functionality into a set
of modules. Where each of the sub-functionalities should be, is an important issue
that must be discussed and decided within the collaboration since they can have
multiple ways of being organized. As an example, appending the kernel parameter
xen.independent wallclock could fit into modules tagged as kernel, sysctl, ntp
or xen. All of them could be a valid solution, but only one fits in the logic of the
existent modules in the production repository.
In what refers to Puppet’s language statement analysis, revisions made at
this stage are focused on code’s readability. As within any collaborative project,
readability is a key factor since other writers in the community will continuously
be using or improving the current code in the future. Therefore, understanding
the code at a glance will avoid unexpected delays in a continuous integration
environment, allowing urgent fixes to be applied right away and increasing the
rate of upgrades done in the infrastructure.
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Fig. 5. An accepted review.

The two tasks described above –that compose the code-reviewing part– can
only be performed through human supervision, so there’s no automation at this
stage. Via revisions from the members implied, the results obtained in this phase
depend on their skills and expertise to come up with a well-formed change that will
put in no danger the availability of the production infrastructure, while improving
it in some way. As the last step in reviewing, after which it only its propagation
is left, it makes sense that a human decision assess the viability of the change,
rejecting it if needed, even if it has fulfilled the requirements exposed and has
successfully passed all the tests in the evaluation system. By socializing the review,
it does not just rely in a single expert judgement for approval, it has to be agreed
by the rest of the community to decrease (and in most cases prevent) human-like
non-proper decisions.

4.2

Propagation

As stated, the change approved (Figure 5) in the reviewing stage is directly added
to the main branch of the production repository and subsequently applied throughout the computing facilities. The workflow described in this section guarantees that
the change to be applied is harmless, as Puppet execution will end gracefully, and
workable, as its content has been analyzed and improved –through expert advice–
to ensure the achievement of the functionality seeked. This adds confidence to the
solution proposed since whatever change that reaches this step has gone through a
process that double-checks its functionality and application. Propagation is immediate. Whenever the candidate change has two positive scores, Gerrit allows this
change to be merged into the central repository.
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Conclusions and Future Work

For the business to grow changes are needed. The frequency of applying new
changes in the infrastructure should not be motivated by the rule of thumb of
”the less changes, the best”. Traditionally system administration work followed
this criteria, being reluctant to add new modifications for the sake of granting stability. This was a very reasonable and justified standpoint since then there were not
suitable solutions to take over the constant changes that the infrastructure may
need. This topic is nowadays being covered in what has been called the DevOps[5]
movement, which stresses collaboration between the development and operations
IT teams by providing mechanisms and tools to improve the communication between both parties.
Although this paper focuses just on enhancing IT procedures, it shares with
the DevOps initiative the aim of providing a good quality service to the end user
by facilitating the incorporation of new changes into the infrastructure to extend
the functionality range of the services offered. This will benefit the daily work of
the consumer of these services while at the same time, this strategy will strengthen
the consistency and stability of the services themselves enriched by a continuous
cycle of bug and misconfiguration fixes. The solution described in this work is a
step further for this strategy to become a reality. The set of tools that take part
in the model interact with each other to come up with a system that will lower
the risk of continuous integration by giving a prominent role to the review stage.

Fig. 6. Number of merged commits per month.

As a result, since the model has been adopted at IFCA datacenter, there is an
increasing number of deploys in the production infrastructure, as seen in Figure 6.
This raise in the number of merged changes is the product of several reasons. First
of all, not only seasoned administrators are allowed to submit modifications, but
also junior and trainee administrators are able to make such tasks. This was done
also before the implementation of this model, being the review and verification
process completely manual, introducing a big overhead. Secondly, seasoned ad-
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ministrators are more comfortable to perform changes to the configuration, as the
model shares the responsibility between the comitter and the involved reviewers.
All the changes introduced in the production configuration were born motivated by a need to be covered at the production level and have gone through the
implementation, verification and reviewing phases, passing both automated and
manual checks, code and project guidelines analysis to end up in a overall consensus that grants their feasibility in the production system. Good performance
results are taking place as past time’s traditional errors in change application are
decreasing but there is still space for improvement, in terms of habits and tools.
On the one hand it is important that the team members dedicate time to
the change review. It is a common situation to mark a candidate as accepted
without doing an in-depth review, simply overviewing the reasonably structure of
the code proposed without focusing in the completeness of the task assigned or in
the appropriate way of using the language statements. Taking some time to tackle
the review process will not only enhance the current candidate change itself but
also the expertise and skills of both the reviewer and the committee.
With regards to the model enhancement, the immediate future work will be
focused in extending the application field of the automated testing. As it was
discussed in the present work, the wider spectrum of the systems where the Jenkins’
automated jobs can run in, the more consistent and reliable their result will be.
By using cloud computing capabilities, Jenkins could request very concrete system
specifications for testing the changes into production-like systems. loud-connecting
Jenkins will avoid the habit of having a bunch of hosts acting as Guinea pigs for
the automated testing since the cloud instances will only be up during that testing
time.
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Edifici Cn, ES-08193 Bellaterra (Barcelona), Spain
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Abstract. The Physics of the Accelerating Universe (PAU) Survey is a
Spanish collaboration to study the cosmological parameters associated to
the dark energy in the Universe. The PAU Survey camera, to be installed at
the William Herschel Telescope in La Palma (Canary Islands), will collect
low resolution spectral information of millions of galaxies. The PAU Survey
data management (PAUdm) team is in charge of the data transfer from
the observatory to the PAU Survey data center at the Port d’Informació
Cientı́fica (PIC), for data storage and reduction, and the supply of results
to the scientific community. In this contribution the PAUdm team activity
will be presented.

1

Introduction

The Physics of the Accelerating Universe (PAU[1]) Survey is a collaboration of
several Spanish institutes. Within this consortium, the PAU Survey team, with
researchers and engineers from CIEMAT (Centro de Investigaciones Energéticas,
Medioambientales y Tecnológicas[2]), UAM (Universidad Autónoma de Madrid[3]),
IFAE (Institut de Fı́sica d’Altes Energies[4]), IEEC/CSIC (Institut d’Estudis Espacials de Catalunya[5]/Consejo Superior de Investigaciones Cientı́ficas[6]) and
PIC (Port d’Informació Cientı́fica[7]), will collect images of about 200 square degrees of sky to study the accelerated expansion rate of the universe, also referred
to as dark energy. The survey will be carried out using PAUCam, a camera that
is currently finalizing its construction at the engineering facilities of the IFAE in
Barcelona. It will be installed at the prime focus of the 4-m diameter William
!!
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Herschel Telescope (WHT[8]) at the Roque de los Muchachos Observatory (La
Palma, Spain). It is expected to be operative on site by 2013.
PAUCam will produce a large amount of data that needs specific data reduction
software. Each frame will consist of about 650 MB of information, which translates
into a maximum total data volume of 200 GB for a typical observing night. A new
data management system (PAUdm) at both software and hardware level, is being
developed to process the PAUCam images taken at the WHT and to store them
in a format suitable for further analysis.
The purpose of the PAUdm is to deliver science ready data products to the
scientific community and the PAU Survey camera users. The infrastructure selected to run the pipelines and store the data is the data processing cluster infrastructure available at PIC, in Barcelona, primarily functioning as the Spanish
Tier-1 for the CERN Large Hadron Collider (LHC[9]), but also giving support to
Astrophysics and Cosmology research groups (MAGIC[10], CTA[11], MICE[12],
DES[13], PAU[1], Euclid[14]), and neuro-image projects (PICNIC[15], HERO[16]).
1.1

PAU Survey requirements

The PAUCam will be hosted at the WHT prime focus and will be in operation
for the PAU Survey for about 100 nights. It will also be available to the community that can apply for its exploitation. The limited time availability guides the
constraints of the PAUdm: data will be transferred to PIC the morning after an
observation and the nightly pipeline should run the day after the data adquisition,
in order to have an updated status and quality of the survey and give feedback for
the definition of the observation strategy. The data transfer from La Palma will
go through the 10 Gbps RedIRIS infrastructure.
At PIC, the data center shared resources must be capable of reducing 1 night
of PAU Survey data in a few hours.
A database has been designed to organize the data transfer information and
the metadata produced during the image reduction and analysis. A restricted part
of the database will be published to the PAU Survey science group for the delivery
of object catalogs.
The pipelines are written in Python[20] and are coded in order to be run both
in a data processing cluster environment or in a local computer. The Community
pipeline (that is the nightly pipeline) will be available also to the groups that do
not belong to PAU Survey and that will receive time slots to use the PAUCam for
their own scientific purposes.
1.2

Data managemet infrastructure

The PAUdm uses the data processing cluster infrastructure of PIC that consists
of Storage, CPU computer farm and database.
The observatory is capable of storing several days of data, while PIC guarantees
mass storage of data in both disk and tape resources. The storage system at PIC,
both disks (6 petabytes) and tapes (7 petabytes), uses Chimera as dCache[17]
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namespace. The installation of dCache with NFS 4.1 is foreseen in the near future.
Enstore[18] as a backend to interface the tape system.
Part of the storage at PIC is dedicated to the PAU Survey project, which
shares storage resources with MICE, a complementary project of cosmological
simulations that collaborates with PAU Survey. During the exploitation of the
project, the resources are expected to grow up to around 200 TBs in tapes and
about to 100 TBs in disk, to accommodate raw and reduced data products.
The software to process the data is installed in a common software area in
shared disk, visible by all the worker nodes of the computer farm. At PIC, 4000
computing cores are available and shared between the supported projects. PAU
Survey has been assigned a fair-share of 5% of the available cores. Jobs are managed using gLite/EMI [19] and PBS-Torque/MAUI for the job queue system and
scheduling.
The PAU Survey project has a dedicated user interface (UI) to be able to
access the data center, where services are installed for the pipeline orchestration
(see section 3.1). The PAU Survey UI runs on a virtual machine that, thanks to its
intrinsic flexibility, allows us to optimize the utilization of the hardware resources.

1.3

Data flow

Fig. 1. PAU Survey data management flow chart with pipelines, storage and data products. Data coming from the telescope or produced by the pixel simulation pipeline are
the input for the nightly pipeline. The products of the nightly pipeline are the input for
the multi epoch multi band pipeline. All the pipelines can upload and download files to
and from the storage system, as well as feeding and query the database.
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Raw data from the WHT will be transferred to PIC through FTS[21] the
morning after a night of data taking. A typical volume of data per night is 200
GB. Raw data are permanently stored in tapes. The data recently transferred to
PIC will be kept in a buffer disk in order to read and process it as soon as possible,
ideally the day after they have been taken.
Figure 1 shows the relation between the different elements of the data management. The code is organized in pipelines and each pipeline is composed of one or
more jobs, that can run sequencially or in parallel, according to their dependencies.
The input data and intermediate files of a job will be downloaded from the
storage system to be written on the local disk of the computing element (kept
limited to a maximum of 10GB) where the job runs. The final products of a job
will be uploaded to the storage.
Metadata produced in the pipeline runs are automatically filled into a database
(for the details, see [22]) and retrieved from it when necessary.

2
2.1

PAUdm pipelines
Nightly Data Reduction pipeline

The nightly pipeline, schematically described in figure 2, follows standard image
reduction techniques and the publicly available Astromatic software [23].
Raw data (real or simulated) are provided in FITS format [24], widely used
to store astronomical data. Each of the 18 charge-coupled devices (CCDs) of the
camera has 4 amplifiers and every raw data FITS file has 1 extension per amplifier, for a total of 72 extensions. First, the gain difference between amplifiers is
corrected, then the overscan, so that a final image per CCD is reconstructed (18
extensions).
Master bias and master flats are calculated from bias and flats type images.
Bias images are taken keeping the camera closed (i.e. no light hits the CCDs).
The master bias image is the mean combination of the bias images taken in a
night. The values in this matrix are subtracted from the raw image to remove
dark current and electronic noise effects. Flats are images taken at twilight or
exposing the CCDs to an uniformly illuminated part of the telescope dome, in
order to correct for the inhomogeneity response of the detector (optics included)
to an uniform illumination. The mean combination of the flat images taken with
the same filter tray is called a master flat. Each raw image is divided by the master
flat corresponding to the same filter tray in order to correct any inhomogeneity.
A bad pixel mask is computed with pixels with anomalous response. Cosmic
rays are identified using the algorithm by Van Dokkum [25]. Saturated pixels are
identified and added to the mask.
Each scientific image is bias and flat field corrected, using the associated mask
and weight map.
The astrometric solution and point spread function (PSF) model are calculated
using Astromatic software: SExtractor [26], SCAMP [27] and PSFEx [28]. Finally,
SExtractor is run a second time setting the detection threshold to a lower sigma in
order to obtain the single-epoch catalog to the expected depth. The photometric
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Fig. 2. Nightly pipeline flow chart. Each raw scientific image is detrended and cleaned,
using mask and weight map associated. A first process for extraction of bright objects
is performed for astrometric correction. A second deeper source extraction is performed.
Finally, the detections extracted from each scientific image are inserted in the database.
Finally, the images are remapped and prepared to be the input of the multi epoch multi
band pipeline.

calibration is computed using an innovative technique for the photometric calibration of narrow band filters, as explained in [29]. The final list of detections is
ingested into the database. The cleaned science image is stored with its mask and
weight map into the data archive.
The nightly pipeline ends with the remapping of the cleaned images onto a
fixed grid of the sky, composed of sky sectors of one square degree each. Every
tile image will be generated from the overlap of one or more remapped cleaned
scientific images and will be the input for the multi epoch multi band pipeline.
2.2

Multi epoch multi band analysis(MEMBA) pipeline

Data coming from the broad band remapped images from the central 8 CCDs are
PDF homogenized and coadded, using SWarp [30], in order to obtain a deep image.
The dual-detection mode of SExtractor allows us to detect the same object in each
of the 40 narrow-band filters images. Fluxes are calculated from the narrow-band
filters images.
The boundary CCDs are affected by vignetting and PSF distortion that decrease the quality of the coadded image. For this reason the flux measurements
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from the boundary CCDs are individually combined with the coadded central 8
CCDs at the catalog level.
Fluxes, shape and other characteristics of the detected objects are ingested into
the database. Guided queries to the database will produce the catalogs, that are
the final products of the PAUdm activity and the input data of the PAU Survey
science groups (photo-z, galaxy clustering, weak lensing, etc...).
2.3

Simulation and Data analysis pipelines

The pixel simulation pipeline is built around the Skymaker software [31]. The
input of the pipeline are catalogs of stars and galaxies and information about
the survey camera and telescope. Outputs are FITS images of a simulated sky.
Galaxy catalogs are generated from the large N-body dark matter simulations of
the MICE project and contains clustering properties analog to what is expected in
the PAUCam observations. This allows us to test the data reduction and analysis
software and to validate the cosmological results.
The star catalog is generated by 3 sources: U.S. Naval Observatory (USNO)
B1.0 catalog[32] for very bright stars, Sloan Digital Sky Survey (SDSS) catalog[33]
and the Besançon model of the Milky Way for the faint stars. The astrometry
implemented with these catalogs can be cross checked against reference catalogs.
The format of the output files simulated by the simulation pipeline is the same
as the telescope data: FITS files with 72 extensions (18 CCDs with 4 amps each).
Bias and flat field images are also simulated to be used in the nightly pipeline.
The analysis pipeline is a tool to ensure that the quality of the pipeline products meets the requirements necessary for PAUScience. It compares the simulation
pipeline outputs against truth tables from which the simulations were generated.
In this perspective, the pixel simulation and the analysis pipelines are an essential tool during the software commissioning phase to improve the algorithms and
data reduction pipelines. Internal checks such as astrometric and photometric homogeneity are computed as well as measurements of detection completeness and
purity against public surveys such as SDSS.
In the future, when data from the telescope will be available, the analysis
pipeline will validate the data management results against the survey requirements.

3

PAUdm Operations

PAUdm operations are carried out at the PAU Survey data center at PIC. Dedicated tables of the database have been created in order to automatically activate
the execution of functions and automate the online operation.
The execution of the code is organizend in jobs, each of them grouping the part
of the code that will run on a node of the computing farm. The execution of the
jobs is triggered by Events that are associated to entries on the database. Each
Event initializes one or more jobs, whose execution can be sequencial or parallel.
The orchestration of the jobs execution using the Events system is performed by
services, as explained in the following chapter.
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Fig. 3. Services for PAUdm Operations.

3.1

PAU Survey pipeline services

Services have been implemented to operate specific functions and coordinate the
pipelines and their automatic execution: event monitor, job monitor and job launcher
(see fig. 3).
The event monitor service periodically queries the database for new events (i.e.
an entry on the Events database table whose status is NEW). When a new event
is detected, depending on the event type, a set of new jobs with dependencies
is created in the corresponding database table and a mail is sent to the creator
of the event to notify the new event detected. The job launcher service queries
the database for new job entries and it launches the jobs to the data processing
cluster (glite-wms-job-submit command) according to the dependency tree set by
the event monitor into the database.
The job monitor uses the gLite wms-ui API to query for the status of the jobs
that are running. The job status is stored into the PAU Survey database. When
the job status is DONE, the job monitor removes the job dependencies from the
database, such that the following jobs on the dependencies tree can be detected
by the job launcher service and the event execution proceeds automatically. When
a job fails (or the status is DONE, but the exit code is not 0), its status is set
as FAILED and the dependencies of the child-jobs are not removed. It is possible
to relaunch failed jobs and, since the jobs dependency tree is not removed from
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the database, the automatic execution of the pipelines will proceed as soon as the
cause of the failure is removed.
A script is used as a manager to create a new event. It can be done manually
or automatically when an event tree is created.
A transfer agent will operate to automatically transfer files from the observatory to PIC and it is currently on design phase. Preliminary tests show pretty
stable connectivity from La Palma to PIC, allowing us to use as much as 90% of
the available bandwidth, transferring all data from an observing night in about
one hour.
3.2

Pipelines orchestration

An automated way to coordinate and manage events has been implemented for the
simulation pipeline, the nightly pipeline and the analysis pipeline. Other pipelines
are not fully operating and are still in development.
PIXEL SIMULATION PIPELINE Events
Reference Description
Dependencies
EP01
Requested Catalogue Simulation
None
EP02
Observation Simulation Strategy
EP01
EP03
Mosaic Simulation
EP02
Jobs
Reference Description
Dependencies
EP01 - J1 Simulate 1sq.deg (parallel jobs)
None
EP02 - J1 Observation simulation (1 job)
None
EP03 - J1 Simulate 1 image (parallel jobs)
None
Table 1. Dependencies of events and jobs of the pixel simulation pipeline.

NIGHTLY PIPELINE Events
Reference Description
Dependencies
EN01
New RAW night at Observatory
None
EN02
New night at PIC
EN01
Jobs
Reference Description
Dependencies
EN01 - J1 Transfer data (1 job)
None
EN01 - J2 Register 1 image to DB (parallel jobs)
None
EN02 - J1 Masters calculation (1 job)
None
EN02 - J2 Single epoch (1 job per scientific image)
EN02-J1
Table 2. Dependencies of events and jobs of the nightly pipeline.
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Pixel simulation pipelines events are (see table 1):
– ”Requested Catalogue Simulation”: it generates a job to simulate truth objects
and fill the database.
– The event ”Requested Pixel Simulation” generates 2 jobs, the first one simulates observation targets and conditions, and the second simulates exposures
according to the simulated observation strategy. This last job is automatically
launched after the previous one finishes successfully.
Nightly pipeline events are (see table 2):
– ”New RAW Night at Observatory”, to transfer data from observatory (1 job)
and to bring data online (1 job launched after the previous one finished successfully).
– The event ”Register RAW”, to perform the Prestage, copy data to NFS, standardize data if necessary and register the images to database (1 job per fits
file, parallel execution).
– ”New RAW Night at PIC” consists of multiple jobs. A first job downloads
the night data from the Storage (if needed). A second job, launched after
the previous one, makes master bias, master flats and cosmetics mask. After
that, a job is launched for each scientific image (parallel execution), computing
Single-Epoch Clean Image, Astrometry, Photometry and Source Extraction.
Finally, a job associated to the event Astrometry computes a global astrometric
solution.
MEMBA pipeline consists of 2 events:”New RED Night” and ”New COADD
Tile”. This pipeline is still in development and its operation is not fully tested.
Analysis pipeline computes the requested Analysis, such as comparison of the
results of the objects extracted with the nightly pipeline with the truth-tables of
simulated objects (type, magnitude and position precision).

3.3

PAU Survey Data challenges

The development of the PAUdm activities is marked by milestones, also called
data challenges. The current status of the implementation allow us to run the
pixel simulation pipeline and the nightly pipeline one after the other for about one
night of data in a time of about 11 hours. The monitor of the machines involved in
the data challenge show a good CPU efficiency and memory usage of the processes
(see figures 4 and 5).
Analysis pipeline is also implemented and proved to be fully operative and
integrated in the PAUdm code structure. The integration of science pipelines into
the PAUdm code structure are still a project.
Next data challenges will include functionality tests of the data transfer, multi
epoch multi band pipeline and quality analysis.
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Fig. 4. Performace of a typical worker node running the PAUdm Image Simulation code
(pixel simulation pipeline).The worker node has been monitored while simulating sequencially 5 bias images, 5 flat images and 2 scientific images. Upper panel: CPU utilization
percentage. Middle panel: Network Interface. Lower panel: Memory usage.

4

Conclusions

The PAU Survey data management team activity is one of the key points for the
success of the PAU Survey using PAUCam. It is in charge of fundamental tasks such
as the data transfer from the observatory to the data center, the development and
the execution of the online nightly and offline pipelines, as well as the organization
of the final results and the metadata produced during the data process. The data
management code is organized in pipelines, in the final stage of development.
During this phase, the pipelines are tested at each step and compared to the
operation and scientific requirements.
The success of the PAU Survey depends, among other things, on the efficient
execution of the data pipelines and the capability of retrieving the information
from the database, where the metadata are stored, in the form of catalogs. For
this reason, services have been implemented for the automatic execution of the
simulation and nightly pipelines and their functionality has been demonstrated.
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Fig. 5. Performace of a typical worker node running the PAUdm Single-epoch code
(nightly pipeline).The worker node has been monitored while calculating one master bias
image, one master flat image and while reducing 2 scientific images. Upper panel: CPU
utilization percentage. Middle panel: network interface. Lower panel: memory usage.

Services for the data transfer and a web interface for guided database queries for
science purposes are in development.
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Abstract. The Pierre Auger Observatory studies the energy spectrum,
chemical composition and origin of Ultra High Energy Cosmic Rays with
energies from about 1017 up to the highest energies, around 1020 eV. They
interact at the top of the atmosphere producing extensive air showers composed by millions of secondary particles. The simulation of large numbers
of such objects and of their interaction with the detector require immense
computing power and storage capacity. Therefore we have adopted Grid
technology for the production of massive amounts of simulated showers.
We have developed a set of highly automated scripts written in common
software scripting languages in order to deal with the high number of jobs
which we have to submit regularly to the Grid. A local monitoring system
has been setup in order to gain information about all aspects of the production tasks. Among the sites supporting our Virtual Organization there
are several Iberian and Latinamerican sites which contribute mostly to our
computing power.

1

The Pierre Auger Observatory

The goal of the Pierre Auger Observatory is to improve our knowledge on the
highest energetic particles that have ever been measured up to now: the Ultra
High Energy Cosmic Rays (UHECR). The energy of those particles, mostly protons
or atomic nuclei, exceed by several orders of magnitude the energies of the most
energetic particle beams in accelerator experiments. The most interesting topics for
our collaboration are the energy spectrum, the origin and the mass composition of
these cosmic rays. Given the low flux of cosmic rays at the highest energies (1 /km2
century) we need an enormous earth surface coverage to acquire enough statistics
for our studies. The Pierre Auger Observatory [1] is located in the vicinity of the
town of Malargüe, several hundreds of kilometers south of the city of Mendoza in
Argentina. It covers an area of about 3000 km2 at a mean altitude of 1400 m close
to the Andes mountain range. The observatory combines two different techniques
to infer information from Extensive Air Showers (EAS) produced by ultra-high
energy cosmic rays entering the earth’s atmosphere:
†
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– Surface Detector (SD): It is a vast array of 1600 instrumented tanks in
polyethylene filled with ultrapure water and separated 1.5 km from each other
(dots shown in figure 1). There is also an infilled area with 60 detectors at
a smaller spacing. The shower particles arriving at ground level are detected
through the Cherenkov light emmited in the water when they cross the tanks.
– Fluorescence Detector (FD): The FD consists of 24 fluorescence telescopes
at four locations overlooking the array of SD detectors, marked by rectangular
labels in figure 1. Each telescope has a field of view of 300 in azimuth and
also 300 in elevation. Three additional telescopes in one location can be tilted,
extending the field of view to larger elevation angles. The telescopes comprise
a mirror which collects the fluorescence light produced as the cascade of secondary particles composing the EAS travels through the atmosphere. Thus it
provides information on the longitudinal development of the shower.
Both detectors digitize light using photomultiplier tubes (PMT): 3 PMTs at the
top of the water tanks and an array of 22x20 small PMTs gathering the light reflected by the telescope mirrors. The charge produced by the PMTs is transmitted
to analog-to-digital converter (ADC) electronic cards to generate the traces sent
to the data acquisition system (DAQ).

Fig. 1: Map displaying the array of water-Cherenkov tanks and the location of the
fluorescence telescopes of the Pierre Auger Observatory.

2

Simulation of Extensive Air Showers

The energies of the primary cosmic rays we are concerned with range roughly
from 1017 up to around 1020 eV, thus being the most energetic particles ever
measured. A single cosmic ray at those energies interacts soon after entering the
earth’s atmosphere producing an enormous cascade of secondary particles. It has
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a large electromagnetic component and a smaller hadronic component that must
be followed in order to characterize completely the development of the EAS. This
means that the program to generate the simulated shower must track millions of
particles over tens of kilometers in the atmosphere until the particles reach ground
level. An example of such an EAS generated by a UHECR is depicted in figure 2
[2].

Fig. 2: Image showing the development of a single EAS produced by a proton with
an energy of 1019 eV. Most prominent particle types are shown in different colours.

There are several simulation packages widely used in our field in order to generate EAS: AIRES (AIRshower Extended Simulations) [3], CORSIKA (COsmic
Ray SImulations for KAscade) [4], CONEX [5] and others. Though our production framework would be easily adapted to any other shower simulation package,
our collaboration has only requested the use of CORSIKA in Grid productions.
These packages adopt interaction models like EPOS [6] and QGSjetII [7] at high
energies and like FLUKA [8] [9] and GEISHA [10] at low energies during the tracking of the secondary shower particles. The interaction models can be selected by
the user and the executables are statically linked to the corresponding libraries
when they are compiled. Their execution is driven through input data files which
contain parameters relevant to the set of EAS which we want to simulate: primary
particle species, energy, zenith and azimuth ranges and other values changing the
simulation conditions like, e.g., atmospheric related quantities. We group these
sets of events into libraries. By library we mean the set of showers simulated with
the same CORSIKA compilation options, high energy and low energy models in
particular, and the same kind of primary cosmic ray. The full simulation of a single EAS at the highest energies demands extremely high computing requirements.
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Figure 3 gives a quantitative picture of the CPU time spent on a 2 GHz processor
and the amount of storage space needed for the output files [11].

Fig. 3: Left: average CPU times of full shower simulations on a 2 GHz processor as
a function of the primary energy. Right: average storage space of the output files
of full shower simulations vs. the energy of the cosmic ray. The green lines show
the results of power law fits.

It would take 1 year of CPU time and 1 TB of disk space to fully simulate a
cosmic primary at energies close to 1019 eV and it would be almost impossible to
complete a shower at our highest energies (> 1020 eV).

Fig. 4: CORSIKA average execution time (left) and mean size of output files (right)
as a function of the logarithm of the energy for iron and proton primary cosmic
rays using EPOS and QgsjetII high interaction models.

To alleviate both problems, we use statistical thinning techniques [12]: below
a certain energy, only a subsample of secondary particles are followed, with a
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statistical weight equal to the inverse of the probability of the particle surviving
down to ground level.
Usually, the applied thinning parameter depends directly on the energy of
the cosmic ray. Even if the thinning is stronger for higher energies, the CPU
consumption times, as can be seen in figure 4, increase almost linearly with the
logarithm of the energy of the primary cosmic ray. There is also a dependence
on the type of primary so that lighter nuclei primaries consume lower amounts
of time. Simulations with the EPOS high energy interaction model are also more
time consuming. On average it takes several hours to complete a single simulation,
although the spread is high.
The size of the output files changes dramatically according to the primary
energy and it is noticeably bigger for the EPOS high energy interaction model
as seen in figure 4. It also has a strong dependence on the zenith angle. As an
example, EPOS iron showers have sizes between 700 MB and 300 MB at 00 zenith
angle and decrease smoothly down to about half those values at 630 zenith angle.

3

Detector simulation and reconstruction

The detector simulation package, referred to as Offline [13], is a software framework
composed of independent modules which allow the user to perform any step or
set of steps within the detector simulation and event reconstruction chain. XML
files contain configurable parameters to modify the behavior of the modules. The
tracking of the particles traversing the water tanks, which is done with the help
of the GEANT4 [14] package, is the most time demanding process.

Fig. 5: CPU time of the Offline processing of an iron shower (left) and total size
of output files for a proton shower as a function of the logarithm of the energy for
various zenith angles.

The execution times of the Offline are smaller in general than those of the
shower generation program. Whereas the generation of a shower requires several
hours, the processing of one of those showers takes normally less than or about an
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hour except for the highest energies (see figure 5). The plot shows an approximately
exponential rise.
The sizes of the resulting output files are also much smaller (figure 5) than
the files produced by CORSIKA. The former files include information of an enormous amount of particles at ground level whereas the Offline files just contain
the information collected by the detectors, some processed information, and physical shower reconstructed parameters. They increase with the energy and do not
depend very much on the zenith angle of the cosmic ray.
The sizes of the output files are almost the same for iron and proton showers,
but the execution times are just a few percent higher for iron showers.

4
4.1

Grid submission and monitoring tools
Workflow of Auger production tasks

In figure 6 we present an overview of the different components which play a role in
our production model. Following a sequential order we can establish the following
steps:

Fig. 6: Schema of the components of the computing model for Auger simulation
productions.

1. The first task is the preparation of the input files of a library needed by the
Job Management Module: the input cards for the CORSIKA shower generation software, the execution script template and the JDL (Job Description
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2.

3.

4.

5.

4.2

Language) template. A specific script generates all the input cards for a single
library. The JDL and execution templates are also appropriately modified to
match the requirements of the given library of events. The execution template
handles all possible errors that may occur while it is running at a site, including failures related with the registration or copying of the output files. It also
checks for already existing CORSIKA files of previous jobs where there was a
failure in the execution of the Offline or its output files could not be uploaded.
In this case only the Offline section is executed. The script generates a log file
which allows us to extract valuable information.
The Job Management Module, which will be described in more detail in the
next section, collects the input files and prepares the jobs to be submitted
within collections to the Grid environment. It also checks the status of the
jobs and transmits the information to a MySQL database which is the key
component of our monitoring system.
Within the Grid environment, the Workload Management System (WMS) services take control of the collection of jobs and determine in which Computing
Element (CE) the jobs shall be run in accordance to the parameters set on
the JDL file. Once the execution script starts running it copies the CORSIKA
package in the working directory. Our software packages are installed in the
Software Areas (SA) of the sites, though we can also fetch the CORSIKA package from SEs where it has been previously placed. CORSIKA can be compiled
statically and be copied in a single operational package. On the other hand
the Offline software has many dependencies and needs a complicated and time
consuming installation procedure; it has also a much bigger size. In both cases,
installation jobs are submitted before any new library is started. As usual, the
output files are stored on Storage Elements (SE) where our Virtual Organization has been granted access.
Job status information and log output files gathered through the WMS services
are transferred to the JMM. The status and information obtained from the
log files is then passed to a database server running on our User Interface:
consumed CPU times, output files sizes, CE and SE involved, reason of the
failure, if applicable, and other aspects of the job execution. The database
server can be accessed by dynamically generated web pages written in PHP
language to provide continuously updated information. The database server
and the coupled web server form our Production Monitoring System.
The accumulated data collected by the database is used by the JMM to ban
problematic CEs and SEs.
Job Management Module

The submission of jobs to Grid proceeds via a set of scripts (Job Management
Module, JMM) written in Bash and Python that are running without almost any
user intervention at a User Interface (UI). Several instances of the main script can
be executed in parallel without interference. The initial scripts [15], which were
coded by the group that started the Grid initiative within the Auger Collaboration (FZU, Prague), provided a simple way to produce CORSIKA libraries. Since

/+'''''''!"#$%$!&
the group of the University of Granada got the responsibility for the production
of simulated showers on Grid, it continuously improved the scripts adding functionalities to allow for easy automation mechanisms. New code was introduced
in order to couple them tightly with tools providing monitoring capabilities. Recently, the execution of the CORSIKA and Offline programs, previously associated
to separate jobs, was integrated into a single job.
The JMM consists of a main script and several libraries of functions called
by the main script to perform the diverse tasks: job generation, job submission,
job clearance and database communication. Most of the scripts are coded in Bash
shell language, but the communication with the database server via procedures is
mostly implemented in Python. The MySQL procedures, stored in the database,
allow to isolate the underlying database structure from the JMM and the web
server.

Fig. 7: Workflow of the Job Management Module.

An outline of the workflow of the JMM is shown in figure 7. After the operating parameters (maximum number of jobs to be submitted, ratio of waiting
and running jobs for a new submission, number of jobs per collection, maximum
number of failed and aborted jobs before the main script is interrupted, and others) for the main script have been set, we enter a loop which is only broken
if the total number of jobs in the library has been successfully executed. First
we check the overall status of the jobs and the availability of new jobs to be
submitted, which implies the presence of the input cards in specific directories
(see again figure 6). Then we apply certain criteria in order to select appropriate
CEs, banning those on a downtime period or the CEs where the number of aborted
jobs is high and few jobs have been successfully executed in a given period of time,
or the ratio of running and waiting jobs is not adequate for new submissions. At
that moment we enter the submission cycle. Jobs are submmitted in collections
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of jobs handled by the WMS services. In addition to the input card needed by
CORSIKA, an execution script containing the instructions to run the software
packages is also sent to the Grid within each individual job. This script as well as
the Job Description Language (JDL) file required by the submission command are
created from the template files for a particular library.
The individual jobs are submitted together as a collection of jobs until the
requested number of total jobs has been reached. At this time, aborted and/or
failed jobs may be resubmitted. Following this stage we handle the jobs according
to their status: jobs which have been waiting to be transferred to a Worker Node
in a CE or have been running for too long are cancelled and flagged. Aborted and
failed jobs are also tagged so that they, and the cancelled jobs, can be resubmitted
afterwards. For all those jobs, including successfully executed jobs, their log files
are retrieved and appropriate information is trasmitted to the database. The flow
continues with a new check of the status of the jobs and a the decision concerning
a new submission of jobs, if available, depending on the statistics of the previously
submitted jobs.

5
5.1

Usage of Grid resources
CPU time consumption

The Virtual Organization auger, created in 2006, has access to a limited number
of EGI (European Grid Infrastructure) [16] sites, including some in America, and
a low number of prioritized CPUs: just about a few hundred. In spite of the continuous and diverse problems that we often encounter, the average production rate
has been very good. We present the evolution of the CPU time consumed since
the beginning of this year (2012). As seen in figure 8, the daily CPU consumption shows remarkable fluctuations which are related to site availability, global
job submission activity and various temporary problems concerning Grid services.
Anyway the average value for long periods without major disturbances gives us a
CPU consumption rate close to 1200 daily CPUs. The aforementioned CPU usage
rate has placed us in one of the top spots in this statistic among all the experiments running jobs on EGI sites. Our Virtual Organization has consistently ranked
just below the experiments operating at the CERN laboratory (including recently
added local VOs) with a usage percentage close to 1.5% of the total amount of
CPU time used by all the communities in the EGI infrastructure.
The distribution of CPU time among the diverse Grid Initiatives is shown in
figure 9. German, French, Iberian, Dutch and IGALC (Brazil) sites contributed
the most to our computing power this year. In that same figure we represent as a
blown-up pie-chart the contribution of Ibergrid sites. Granada, IFCA (Cantabria)
and NCG-INGRID-PT (Lisbon) supply more than three quarters of the total CPU
time.
5.2

Data storage

The storage space occupied on Grid SEs has grown steadily though the rate of
increase depends strongly on the characteristics of the libraries produced at a
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Fig. 8: Daily CPU and cumulative mean CPU consumption of the Auger VO since
the beginning of 2012.

Fig. 9: Percentage of CPU consumed at different Grid Initiatives and the percentage for sites within Ibergrid.

given time. The sizes of output files for primaries other than irons or protons,
usually neutrinos and photons, are smaller than those shown in the plot on the
right of figure 4. In addition, there are options that can be turned on within the
input cards that increase the amount of output contained in the final files. Those
facts notwithstanding, the increase during the current year has been quite stable
(see figure 10). The average amount of disk space filled per day is a bit less than
500 GB.
The distribution of disk spaced used on sites (figure 11) reveals that the output
data has been concentrated at Czech and Italian sites. The percentage of data
stored on Iberian and Latinamerican sites is quite small.
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Fig. 10: Cumulative disk space filled since the beginning of 2012.

Fig. 11: Percentage of storage space used at the different Grid regions since the
beginning of 2012.

6

Summary and conclusions

The Pierre Auger Observatory requires high numbers of simulated EAS which
demand a very high amount of computing time and storage space. Grid is an ideal
technology for accessing the needed computing resources, although it suffers from
the lack of stability. This can be specially the case for small Virtual Organizations
where resources are concentrated on few sites.
We have developed a simple computing model based on scripts coupled to a
web server and a database which makes use of Grid middleware. The automation
of all job-related tasks and the development of monitoring tools have allowed us
to produce hundreds of thousands of EAS to fulfill the needs of the Auger collaboration. The Grid infrastructure has proven to be an invaluable tool, specially in
those cases where massive productions were needed in short time scales. In spite of
being a small team we have reached one of the top spots in the CPU consumption
ranking within the EGI Grid.
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Ibergrid and Latinamerican Grid nodes contribute mostly to the execution of
our jobs though the stored data on those sites is only a small percentage of the
total disk space used on Grid Storage Elements.
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WRF4SG: A Scientific Gateway for the Weather
Research and Forecasting model community
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Abstract. Weather Research and Forecasting (WRF) model community
has nowadays a lack of tools and frameworks in order to manage complex
climate experiments. In this work we propose a new scientific gateway as a
framework in order to support this community. This work has two objectives, the first one is to show the state of art of tools and frameworks
which allow scientists to simulate climate experiments based on WRF
model and the second one is to present how the new scientific gateway
is going to cover the WRF community needs and its development based on
WS-PGRADE/gUSE.

1

Introduction

Numerical weather and climate models are nowadays among the most computationally demanding applications due to both the huge amount of data involved
and the enormous requirements of computing facilities. These models are computer
programs that simulates atmosphere dynamics (by involved physical equations),
providing global (global circulation models) or regional (limited area models) meteorological information characterizing the future atmospheric state. Depending on
the particular application (short-range weather forecasting, seasonal forecasting,
climate change projections), different components of the climatic system are assembled into the model, from the atmospheric models used for short and medium range
weather forecast, to the earth system models (combining also the hydrosphere,
lithosphere, cryosphere, etc.) used for decadal prediction and climate change projection (producing runs for decades or centuries). The geographical domain of these
models is either global –covering the entire Earth, with typical horizontal resolutions from hundreds of kilometers to tens of kilometers for climate change and
weather forecast applications, respectively–, or regional –covering a limited-area
with higher resolution–.
During the last decades, several regional models have been developed by different research institutes and/or communities. Some of the regional models most
widely used by the weather and climate communities are BOLAM [16], MM5 [13],
WRF [20], ALADIN [6], RAMS [18] or ARPS [22], differing mostly in the simplifications of the physical processes and the numerical integration scheme. These
numerical models demand large memory, CPU and storage resources and require
long execution times and, therefore, they require large parallel systems in order
!!
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to complete in a reasonable time. Even some of them have been migrated to grid
environment by creating applications, such as gWRF [23] and CATT-BRAMS [12],
or by developing different projects such as ArchaeoGRID [17] and SEEGRID-SCI
[8].
As opposite to other application-oriented models, Weather Research and Forecasting model (WRF) provides a flexible and computationally-efficient framework
which allows solving a variety of problems for different time-scales, from weather
forecast to climate change projection. Moreover, WRF is also widely used as a
research tool for cutting-edge advances in modeling physics, dynamics, and data
assimilation by the research community. But, to execute WRF model is not a
simple task, in fact, it involves a workflow of several components, like pre- and
postprocessors, in order to prepare the input data and the boundary conditions as
is shown in figure 1. Also, depending on the kind of experiment to be performed,
it can appear complex dependencies among the components. Nevertheless, users
commonly execute the WRF workflow by interactively, preparing the configuration
files and data for each component with in-house scripts and visual inspection of
file output and logging [11].
In order to assist scientific community in using WRF model, we are going to
develop a Scientific Gateway (SG) based on WS-PGRADE/gUSE Portal [14] that
is an open-source multi-grid portal. This gateway, which we call WRF for Scientific
Gateway (WRF4SG), will support a variety of capabilities such as resource discovery, job monitoring, data analysis and workflow design. In fact, we are planning
to offer a wide range of a specific set of tools in order to tackle complex climate
experiments such as weather forecast, extreme weather case studies, future climate
projections, hindcasts and reforecasts.
The main objectives of WRF4SG can be divide in two goals. The first goal is
to help WRF community to access to different kind of computing resources in a
transparent way through WS-PGRADE which allows to execute workflows both
on global grids (base on GT2, gLite or ARC) and local grids (based on PBS and
LFS) [10]. It will facilitate the access and management of the available Distributed
Computing Infrastructure (DCI) resources to the WRF user.
The second goal of WRF4SG is to ease the diversity of WRF experiment description and execution. As already mentioned, the execution of WRF workflow is
a tough task. The sophistication of climate problems creates barriers to scientific
that we will want to lower in order to achieve more ambitious experiments.
Finally, in this work, we describe how WRF4SG is going to help WRF community to perform complex experiments in different computing infrastructures based
on WS-PGRADE/gUSE. In addition, we show an overview of some currently SG,
which provide solutions to use WRF model, and their features.

2

Challenges

The WRF community is quite a heterogeneous one both in terms of the application
domains and DCI profiles. This huge community has users/groups from computing, physics, chemist, mathematics and engineering domains, solving a variety of
problems such as operational weather forecast, chemistry applications (coupled
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Fig. 1. The WRF’s workflow. This figure shows the input data (left squares) and the configuration files (namelist.wps and namelist.input) of WRF model and also the workflow
of all its components (ungrib, geogrid, metgrid, real and wrf). In addition, the dataflow
is indicated by arrows.

to a chemical transport model), regional projections of climate change scenarios,
atmospheric physics/parameterization research and idealized simulations at very
different spatial and temporal scales. These users and application demand are very
different computing infrastructures ranging from personal computer to the most
powerful HPC systems.
The WRF modeling system is formed by several components which are executed sequentially exchanging information through configuration and data files.
In order to clarify these explanation, the Fig. 1 shows a coarse-grained WRF’s
workflow. Usually the WRF user makes a manual execution of this workflow using departmental infrastructures (workstation or a small cluster). This is a timeconsuming and error-prone task: geographical data, simulation dates and other information needs to be transferred into different configuration files; the activation of
some options requires additional configuration options; etc. Thus, it is common to
automate the process to some degree by in-house scripts. However, this automation depends on the particular experiment to be carried out (weather forecast,
meteorological case studies, climate projections, hindcasts and reforecasts, etc.).
This is, again, a time consuming task which takes most of the users effort for the
experiment setup.
Moreover, when the experiment requires running more than a single model run,
(Dep. of Applied Mathematics and Computer Sciences. University of Cantabria)the
complexity increases and the workflow of the different runs needs to be taken into
account. At this point the complexity grows exponentially: the large number of
simulations requires a monitoring system to check their execution status: running,
failed and done. Also a management of the simulations is necessary: submit, pause,
resume, cancel, resubmit, . . .
During the last five years, the Santander Meteorology Group1 has developed
the framework WRF for Grid (WRF4G) [5] to automatically manage the above
mentioned problems by means of execution, monitoring and data management
framework which provides transparent access to heterogeneous DCI resources (local clusters, grid, clouds, HPC, etc.). Thus, the definition and execution of the
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typical experiments undertaken with WRF are highly simplified using WRF4G.
This leads to an enormous save of resources and facilitates the access to new DCI
infrastructures with no additional overheads. This framework is based on layers
to separate the experiment design from the execution environment, including a
monitoring and management system to easily restarts broken simulations until
the experiment is completed, and the ability of running these experiments on heterogeneous distributed computing resources concurrently in a transparent way.
Note that, as the number of simulations of an experiment increase, local computer resources of small institutions may not be enough for running the experiment. Grid technologies and supercomputers are specially well-suited for experiments consisting of a large number of simulations like parameter sweeping or
Monte-Carlo sampling.
In addition to the requirements above, also a Plug&Play approach is been
followed. This will remove the user necessity to install any service/program on
their resources and therefore it will be able to low a huge barrier, typical on
scientific communities.
In order to fulfill all of these requirements, we have decided to develop a gateway –WRF4SG, WRF for Scientific Gateway– using WS-PGRADE/gUSE portal
because it supports running jobs in different Grid infrastructures, like gLite, ARC,
Globus, BOINC or local clusters like PBS or LSF. Moreover, WS-PGRADE’s users
are able to mix these Grid types within a workflow, even virtual organizations(VO)
can be used simultaneously [13].
Therefore, WRF4SG is going to allow the WRF community to undertake more
ambitious problems with higher impact in society. Thus, the WRF4SG could take
this community one step beyond making small-to-medium groups to have access to
more powerful DCIs.

3

Related Work

In this section, we are going to describe and define what is a SG in order to show
the most popular SG that WRF community are using today such as WRF4G,
LEAD Portal and WRF Portal.
3.1

What is a Scientific Gateway?

A SG is defined in [21] as:
(...) a framework of tools that allows scientists to run applications with little
concern for where the computation actually takes place. This is similar to cloud
computing in which applications run as Web services on remote resources in a
manner that is not visible to the end user. However, a science gateway is usually
more than a collection of applications. Gateways often let users store, manage,
catalog, and share large data collections or rapidly evolving novel applications they
cannot find anywhere else. Training and education are also a significant part of
some science gateways.(...)
As you can see in [3] SG can take many forms being the models below the most
used:
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– a gateway packaged as a web portal with users in front and services in back.
– a grid-bridging gateway. Often communities run their own resources, devoted
to their specific areas of science. The SG in these cases is a mechanism to
extend the reach of their community grid.
– a gateway that involves application programs running on users own personal
computers or workstations like applications user interfaces like CLIs or GUIs.
3.2

WRF4G

WRF for Grid (WRF4G) [11] is a framework for the execution and monitoring of
the WRF Modeling System in distributed computer resources (supercomputers,
clusters or Grid infrastructures). Its key challenge is to provide a flexible and easy
way of designing complex experiments involving many experiments such as multiple start/end dates, multi-parametric simulations and long climate runs. Moreover,
WRF4G, which was designed as a collaborative between software developers and
atmospherics science researches, satisfies both modular and robustly designed and
a wide variety of climate experiments based on WRF.
This gateway is different to others due to the fact that WRF4G provides a WRF
code (version 3.3.1) compiled for x86 64 architectures. Because of that, WRF4G
can simulate climate experiments on computer resources like Grid infrastructures
that do not usually have WRF model deployed.
Apart from above characteristics, there are more aspects about the tool:
– In order to use WRF4G, you need to install it on a terminal like your desktop
computer.
– WRF4G services only provide a CLI (Command Line Interface) to manage
and configure your experiments. Hence, it can be included on third gateway
model. WRF4G fulfills climate experiments such as ensemble forecast, regional
climate modeling, sensitivity test, forecast and data assimilation.
– For monitoring experiments it uses a MySQL database that can be either local
or remote.
– It permits to run experiments in different infrastructures such as clusters, Grid
environment or workstations at the same time.
– It facilitates to manage the data flow and Fig. 1 cover the failures during the
simulation giving users checkpoints. You can also divide your experiments into
a chunks in long simulations.
3.3

Lead Portal

Linked Environments for Atmospheric Discovery (LEAD) project’s challenge was
to create [9] “(...) a cyberinfrastructure in mesoscale meteorology for identifying,
accessing, preparing, assimilating, predicting, managing, analyzing, mining, and
visualizing a broad array of meteorological data and model output, independent of
format and physical location. (...)” To this end, one of the strategies was to offer
weather tools like weather prediction models (ARPS, ADAS and WRF) to use
Grid (Globus resources) via web portal. This portal whose structure allows it to
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serve as a SG, is named LEAD Portal. It also offers its users the possibility to
create, manage and alter workflows, dynamically and automatically in real time
through web services using Workflow Orchestration for On-Demand Real-Time
Dynamically-Adaptive System (WOORS).
In order to approach its challenge for user, the LEAD Portal also provides these
capabilities [7]:
– Data management: It has a service called myLEAD [19] that provides a metadata catalog to manage user’s workflows and the data associated. Furthermore,
this service allows users to share experimental results with all LEAD users.
– Query tools: It offers users to execute advanced query tools for data discovery.
The tool includes query functions for filtering and sorting workflows and data
in views.
– Workflow configurations: It provides a step-by-step process to configure climate
simulations and projects. The user can publish his/her workflows and also use
pre-built workflows that other users deployed.
– Workflow composition: A drag-and-drop user interface is provided as well as
a feedback related with the connections among the input and output of the
services.
– Workflow monitoring: In order to monitor the components of workflows, it uses
notification messages to display the progress on a graph window. In addition,
monitoring tools also show current information of computer resources and
historical representations of workflow components.
Regarding above information, we can say that LEAD is included in the second
model of gateway’s classification.
3.4

WRF Portal

WRF Portal [4] is the graphical user interface (GUI) front end for configuring
and running WRF model, as well as configuring and running your own programs
in order to pre and post process the input and out data of the simulations. It
does not include WRF itself, the WRF software must already be installed on your
resource which is able to be either a cluster with batch system like SGE or LSF
or computer without batch system. Therefore, according to SG classification, this
portal can be included into the first model. A screen snapshot of WRF portal is
shown in ure 2.
Its key features are to simplify the selection of the experiment domain, creating and running workflow, monitoring WRF, running ensembles, and visualizing
simulation’s output. WRF Portal also includes WRF Domain Wizard which is a
GUI for the WRF Preprocessing System (WPS). It defines the simulation domain
by selecting a region of the Earth, choosing a map projection and grid dimensions
and visualizing the resulting NetCDF [2] output.
Note that, as LEAD we are talking about simulations. Because even if both
LEAD and WRF Portal offer workflow design and monitoring, they only offer
for simple simulations that do not include complex experiments with simulation
dependencies in different resources simultaneously like WRF4G framework.
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Fig. 2. Screen snapshot of WRF Portal.

4

WRF4SG

WRF4SG is going to provide a friendly interface to ease the management complex
climate experiments using WRF Model. Specifically, WRF4SG will combine the
main features of WRF4G with the set of tools that WS-PGRADE/gUSE offers to
design a SG.

4.1

Design

In our case, developing a gateway can be hard to do because we have to adapt
and customize the WRF model, which is a very sophisticated climate tool, for
users needs. Instead of deciding to create a SG from scratch, we are going to
use an application that provides the required core gateway and the customization
technology in order to reduce both the development time and the complexity of the
challenge. Under these premises, we are going to base WRF4SG on WS-PGRADE
portal and gUSE (grid User Support Environment) [1].
gUSE basically supports development and submission of distributed applications executed on the computational resources DCIs (clusters, service Grids,
BOINC desktop Grids and Google App Engine cloud) and WS-PGRADE portal
is the user interface of gUSE. Together gUSE and WS-PGRADE facilitate to extend a generic gUSE Portal to a specific SG. This extension is possible through a
specific model called Application Specific Module (ASM) [15] which is an easy-touse solution to create Application Specified Portlets for SG by the developers.
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4.2

Planned features

In order to develop WRF4SG, we are going to design specific portlets that do
not exist now on the portlet repository. Apart from that, we will also use some
generic portlets provided by WS-PGRADE/gUSE. In this section, we will show
how all these portlets are able to achieve to create, manage and execute WRF
experiments.
1. Access Resources configuration: The user will be authenticated and authorized
in the resources basing on his/her VO membership. The Certificates Portlet
allows to manage credentials with multiple VOs at the same time. On the other
hand, the computational resources that do not provide a GSI interface will be
accessed using SSH public keys using the same Portlet.
2. Experiment Workflow design: The user will design a Concrete Portlet in order
to describe his/her experiment. In this case, WRF4SG is going to provide a
step-by-step process to define both the climate experiments described above
such as climate change, hindcast and weather forecast and their workflows.
This Portlet will be specific only for this application, therefore a new interface need to developed and deployed because no similar functionality is been
provided by the WS-PGRADE/gUSE.
3. Experiment requirements definition: This case will be a Portlet where the user
should specify the requirements for the experiment because WRF is a high
demanding on CPU and memory resources and not all resources will be able
to run WRF model. Examples of requirements would be the operating system,
RAM memory, or hard disk storage. This WRF4SG Portlet also needs to be
design and developed.
4. Experiment preparation: Before submitting the experiment, some setup and
checks need to be done. These services are going to check out the date assimilation such as boundary and initial conditions for the geo-graphical region over
which the simulation will be performed and the configuration resources which
have to match up the requirements. This application will use both the LFC
Pgoncalo@lip.portlet and the Local Storage Portlet.
5. Experiment management and monitoring: WRF4SG will provide elements to
control all user’s experiments like submission, pause, resume, cancel and resubmission. It will also provide the necessary tools to monitor the experiment
such as progress, resources consumed and notification messages. In WRF simulations, you know the start, the end and the current date of each simulation
because of that WRF4SG will display easily the simulations progress. The services above will require a new WS-PGRADE/gUSE Portlet which basically
will monitor and manage all the user’s experiments.
6. Post experiment data management: After the experiment execution, WRF4SG
has to manage the output experiment datasets. In this kind of experiments, it
is highly recommended to post-process the raw WRF model output to reduce
the data prior to verifying it. Then, either WRF4SG will move output postprocessing data to specific stored element indicated by the user using LFC and
Local Storage Portlet or WRF4SG will report the errors found out.

!"#$%$!&
!"#$%$!&'''''''0.
0.
4.3

Scenario: High-resolution regional re-forecast

Now we are going to describe the different interactions between a WRF user (the
actor) and the WRF4SG portlets in order to show how to simulate a climate experiment. In this use cases, a WRF user needs to make an experiment consisting
on a high-resolution regional re-forecast, coupling the WRF model to NCEP reanalysis conditions, focusing on surface wind. Specifically, the actor can access to
different kind of resources like ESR and GISELA VO and a PBS cluster via SSH
because WRF requires a large amount of computational resources in order to generate useful simulations. The experiment will require to prepare, submit, monitor
and manage more than one thousand independent simulations. The use cases of
this scenario are:
– Resource configuration and user authentication:The first step is to authenticate
on users’ resources both Grid and local resources. After login, the user is able
to select which of them are going to be used by the experiment.
– Data assimilation: In order to assimilate the data sources, the user has to select
them browsing through LFC Portlet and Local Storage Portlet. After that,
these data will be checked before launching the experiment by the gateway. In
case of failure, it will report the errors.
– Design Experiment workflow: In order to configure the experiment, first of all,
the actor has to define the type of experiment, in this case re-forecast, and all
the needed attributes to run. The key attributes will be: the output variable
–surface wind–, the start and end date of the simulation, the size of the chunks
and the requirements of the experiment.
– Monitor workflow: To follow the experiment the user will receive notification
messages based on events and also the gateway will show the progress of each
chunk using the current date parameter. When the status of the chunk will
become finished, the user will have access at the output of his/her chunk.
– Data storage: As Data assimilation case, the actor can browse and view the
output data simulations using LFC Portlet and Local Storage Portlet. Moreover, he/she could move or copy them to other machines.

5

Conclusions

In this paper we have shown the WRF model as an application to simulate climate
experiments and the current tools to ease the management of it. Even thought
these tools are very useful, they do not cover all WRF user needs yet. In order to cover them, we are planing to develop a scientific gateway based on WSPGRADE/gUSE, which provides solutions to extend a generic portal to a specific
gateway designing new portlets.
To summarize, our challenge is going to facilitate scientists from WRF community to simulate demanding climate experiments on different infrastructures
in a transparent way. In addition to that, we will offer a cutting-edge climate
technology which has the characteristic features of a Scientific Gateway .
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Cáceres, Spain.

Abstract. Presently cosmology is suffering a deluge of data provided by
the new telescopes and other facilities. These data need to be analysed,
compared and simulated in a faster and more precise mode than in the
recent past. For this reason, new computational platforms are being incorporated to the common practice of this discipline. Among other things,
larger and more complex codes need more efficient platforms to reduce as
much as possible the execution time. In this paper, examples of adaptation
to many core, cluster and cloud computing platforms are presented. Concerning the cosmological problems, two cases are in-depth described. The
first case corresponds to the creation of simulated universes in the VENUSC cloud infrastructure; whereas the second case presents the porting of the
Two-Point Angular Correlation Function to a heterogeneous platform with
NVIDIA GPU’s. By creating simulated universes, the statistical properties
of galaxy distributions can be measured, and then compared with the real
one. As a consequence, the prediction of different cosmological models can
be tested. On the other hand, the Two-Point Angular Correlation Function
is a statistical estimator to test large-scale structures —spatial distribution
of galaxies— and therefore the predictions of the ΛCDM model. This function is computationally intensive, and taking into account the expected
increment in the data volume, any improvement in the performance of the
analysis will be productive. In all cases, the constraints, requirements and
benefits obtained after the adaptation process are stated.

1

Introduction

New telescopes and facilities are producing high volumes of high-quality data which
have to be sifted, analysed, stored and delivered to the community. So, computational methods in cosmology are becoming more demanding on resources and
for this reason they are focussing on any technology able to fulfil the computing requirements of the open problems of the discipline. Case examples of Cloud
Computing and GPU Computing are presented in this article.
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The first example corresponds to the simulation of matter fluctuations in the
early universe over a cloud computing platform (VENUS-C [1]); whereas the second
case corresponds to the adaptation of the Two-Point Angular Correlation Function
to GPU. In both cases, the drawbacks and the benefits obtained are reported.
From the cosmological point of view, both are state-of-the-art problems, with
numerous initiatives trying to cover them. From the computational point of view,
both problems are challenging and they require new strategies in order to foster
new developments.

2

Cloud computing to simulate matter fluctuations

The inflationary ΛCDM3 model[2] is now the most accepted description of the
early universe. This description implies that 96% of the matter-energy budget is
in the form of dark matter and dark energy; whose true nature remains unknown4 .
The ΛCDM model makes accurate predictions about the fluctuations in the early
universe. Those fluctuations should take the form of a Gaussian random field,
with non-linear structures for small scales (less than 10 Mpc). Cluster and supercluster of galaxies are consequences of this non-linearity. Oppositely, on large scales
became nearly linear.
Galaxy clustering is the most straightforward probe of Large-Scale Structure
(LSS). By measuring the statistical properties of the galaxy distribution, predictions of different cosmological models and properties of dark matter and dark
energy can be tested.
LSS analysis requires a large amount of simulated universes to fairly compare
with real galaxy distribution. For each cosmological model, diverse realizations are
needed to study and reduce the error of fitted parameters.
In order to accurately describe the distribution of matter in the universe, a Legendre polynomial series up to 2,000 degrees has to be developed for each sampled
point (Fig. 1). For lower degrees, Baryonic Acoustic Oscillation (BAO) become
unobservable. Due to this need of high degree development, the code becomes
computationally very intensive.
Moreover, for each set of cosmological parameter studied, it is necessary to
simulate the structure of the universe from early times (around one half of the
current universe age) to the present. This is usually done in several time slices,
and each slice needs an independent calculation.
A rough estimation of the execution time indicates that the code takes from
2 to 2.5 minutes for each spatial point for the typical processor currently in the
market. By projecting the execution time for a 1/8 of the sky with a grid of points
of 512 x 512 will take approximately 1.2 years; and almost 10 years for the complete
sky. The previous reasoning is just for one slice of time of one model. This gives
clues about the volume of the task confronted.
3
4

Lambda Cold Dark Matter.
The quantification of the budget between ordinary and dark components in the universe
is a major issue as proven by the recognition of the Science magazine in 1998 and 2003
as ”Scientific Breakthrough of the Year”.
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Fig. 1. Comparison between approximations. The black line shows the full calculation of
the correlation function, the pink line shows the expansion up to l=500 and the red line
shows the expansion up to l=2000. The BAO peak is not visible when the expansion is
truncated at l=500, and at least l=2000 must be used if one wants to recover it.

2.1

The VENUS-C platform and the COMPSs Programming
Framework

The VENUS-C is a FP7 project funded by the European Union whose main objective is the development and deployment of an industrial-quality service-oriented
cloud computing platform for research and industry communities. This one follows the paradigm of PaaS (Platform as a Service), hiding the complexity of a
grid while reducing costs at the same time. The user interacts with the endpoint,
a web service interface based on Open Grid Forum’s standards like BES (Basic
Execution Service) and JSDL (Job Submission Description Language), which acts
as a multiplexer in charge of enacting the job on the appropriate cloud platform.
Currently, VENUS-C supports two models: COMPSs (COMP Superscalar, Fig.
2) [3] and a customized Azure’s Generic Worker implementation; both of them
can manage dynamically the resources of the underlying virtualization platform
as needed. Regarding storage, a shared repository is available both for applications
and data and can be accessed by the enactment service as well as by the running
applications on the cloud; data management in VENUS-C is carried out using the
CDMI [4] specification although COMPSs also supports FTP.
Concerning COMPSs, this programming framework facilitates the development
of scientific applications for several cloud environments such as: Amazon EC2 [5],
Windows Azure [6], EMOTIVE [7], OpenNebula [8] and other OCCI-compliant
ones; in addition, supercomputers are also supported. The programming model itself and the runtime system comprise this middleware, which conceals the inherent
details each distributed platform has from the programmer.
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Fig. 2. Architecture of the VENUS-C middleware.

Fig. 3. Workflow of the PARSEC application.
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2.2

Methodology

In order to test the VENUS-C platform, and given the good expectations regarding
scalability, a computationally intensive cosmological application was chosen. Since
this code generates maps of matter distribution in simulated universes, the general
idea was to split the portion of the sky assigned into several sub-areas and run
each one on one processor’s core. For that, COMPSs requires that the programmer
defines the three parts which comprises the application: the main code, the remote
method/s and the annotated interface. The first approach consisted of developing
the entire application in Java (this requirement about the language was imposed
by the framework). This idea was disposed shortly after due to the difficulties of
finding the appropriate version of the GSL (GNU Scientific Library) in Java. Taking into account that GSL is available in C/C++, the second approach resulted
in a hybrid application; the application’s core, which is in charge of the heavy calculations, was programmed in C++ and the rest of the application in Java. The
main application’s code (the sequential part) is responsible for parsing the command line arguments, controlling the execution time, calling the remote method
and merging the partial results into one final output file (Fig.3). Concerning the
remote method (defined in another class), the code is very simple: it only calls the
C++ binary with the corresponding parameters: input file, sky coordinates, etc.
Finally, the annotated interface tells COMPSs about the method which is going to
be run remotely, the class it belongs to, as well as other metadata: number, type
and direction of the method’s parameters. With this information, COMPSs is able
to intercept each call to the remote method from the main code, and launch it as
a parallel task in the platform.
In addition to this application, a COMPSs client was developed as well so as to
make possible for the user to interact with the enactment service. Regarding data
management, the COMPSs client used CDMI at first as the protocol for staging
in and out the input and output files; but later, it was changed to FTP since it
proved to be faster, more reliable and, since ftp clients are ubiquitous, there is no
need for an special client to transfer the files.
2.3

Results

During the exploitation phase, two major constraints were found: the maximum
number of cores (20 cores) and the wall time (5 hours). Although a maximum of
20 cores were available, due to the elastic nature of the resources policy, only up
to 16 cores were simultaneously allocated.
The high density required by the spatial grid carried out that the highest map
size allocatable was: 32×32 points with variables φ ranging (0,0.1) and cos(θ)
ranging (0,0.1)5 . With those constrains, the mean execution time takes 10,155s
(roughly 2h49m). A example of this kind of maps is presented at Fig. 4.
During the exploitation phase, the infrastructure demonstrated to be sufficiently robust and stable to support the scientific production. Unfortunately, the
5

φ and θ are the angular components of the spherical coordinates.
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Fig. 4. Example of matter fluctuation map generated in VENUS-C infrastucture.
Table 1. Execution time for MPI implementation and Cloud implementation.
Grid
φ cos(θ) Sky Portion Cores (Processors)
Time
512X512 (0,π/2) (0,1)
1/8
256 (64) 1,468m32.290s
256X256 (0,π/4) (0,1)
1/16
128 (16) 734m19.466s
Cloud
φ cos(θ) Sky Portion Cores (Processors)
Time
32X32 (0,0.1) (0,0.1)
1/1,600
16 (4)
10,155s

limitations in the number of nodes and the wall-time make able to produce maps
covering a tiny area (roughly 1 part in 1,600 of the total sky).
For comparison purposes, a MPI version of this code was created and tested
in Euler facility at CIEMAT. This cluster is composed by 144 nodes with two
Quad-Core Xeon processors at 3.0GHz with 8 GB. In Table 1, the results for two
alternative configurations executed in Euler are presented. In both cases, a similar
density of sample points that in the cloud execution has been implemented. The
results show that a more relevant sky area can be simulated, but as a counterpart
a higher volume of computational resources must be mobilized.

2.4

Conclusions

The numerical experiments performed at the cloud infrastructure of the VENUS-C
project have demonstrated its ability for supporting small-scale simulations of the
problem proposed. Robustness and reliability shown by the cloud infrastructure
of VENUS-C have been worthwhile features. In the near future, large-scale tests
are being scheduled in coordination with the project.
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3

Two-Point Angular Correlation Function

As was mentioned previously, the distribution of galaxies in the universe is one of
the most important probes for cosmological models. Particularly, the most relevant
observable to study this distribution is the Two-Point Angular Correlation Function (TPACF), which is a measure of the probability excess, relative to a random
distribution, of finding two galaxies separated by a given distance or angle.
Roughly, the TPACF quantifies the likelihood, over random, to find a source
within a given angle of other source. When using twice the same population
of galaxies, the outcome is an autocorrelation function, whereas if two different
sources are used, then is a correlation function. In both cases, the usual presentation is through a histogram of the correlation function versus the angle or the
distance between the galaxies.
The calculation of the TPACF is computationally demanding, specially for
large surveys that are currently taking data or about to start, which measure tens
or hundreds of millions of galaxies. Taking into account the computational intensity
of the analysis, diverse implementations (CUDA, MPI and hybrid MPI-CUDA) are
tested.
3.1

TPACF

The TPACF, ω(θ), is a measure of the excess or lack of probability of finding a
pair of galaxies under a certain angle with respect to a random distribution. In
general, estimators TPACF are built combining the following quantities:
– DD(θ) is the number of pairs of galaxies for a given angle θ chosen from the
data catalogue D.
– RR(θ) is the number of pairs of galaxies for a given angle θ chosen from the
random catalogue R.
– DR(θ) is the number of pairs of galaxies for a given angle θ taking one galaxy
from the data catalogue D and another from the random catalogue R.
Although diverse estimators for TPACF do exist, the estimator proposed by
Landy and Szalay [9], (Eq. 1), is the most widely used by cosmologists due to its
minimum variance.
random 2
) ·
ω(θ) = 1 + ( NN
real

DD(θ)
RR(θ)

random
− 2 · ( NN
)·
real

DR(θ)
RR(θ)

(1)

In Eq. 1, Nreal and Nrandom are the number of galaxies in the data and random
catalogues respectively.
A positive value of ω(θ) —estimator of TPACF— indicates that galaxies are
more frequently found at angular separation of θ than expected for a randomly
distributed set of galaxies. On the contrary, when ω(θ) is negative, a lack of galaxies
in this particular θ is found. Consequently ω(θ) = 0 means that the distribution
of galaxies is purely random.
The calculation of TPACF implies computing the angle among all pairs in a
sample of N galaxies. As a consequence, the complexity of the calculation is O(N 2 ).
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3.2

GPU Implementation

Concerning the GPU implementation, several strategies have been considered.
First of all, an intense use of the shared memory for the intermediate calculations
has been performed. For example, the dot product and the arc-cosine calculations
are fully implemented in shared memory, avoiding the read-and-write in global
memory —much slower than shared memory—. However, the true bottleneck is
the construction of the histogram. Until this point of the kernel, the multithreaded
code is calculating in parallel angles and, at this point, it must assign them to the
correct bin in the histogram. Due to the multithreaded nature of the kernel, it
must be avoided that two or more threads modify the same bin simultaneously.
For this reason, atomic operations are compulsory to create the histogram; and
specifically the atomicAdd function.
The atomic functions for integers in CUDA are supported in devices with
compute capability 1.1 or higher in global memory; and with compute capability 1.2
or higher in shared memory [10]. For floating point numbers, compute capability
2.0 or higher is necessary.
In our implementation, the use of atomic functions in global memory causes a
major performance degradation. Therefore, the solution is to perform more atomic
operations in parallel. For this reason, an alternative strategy has been followed.
Each block of threads implements a histogram in shared memory; and in these histograms, angles are binned in parallel. Next, all shared-memory-built-histograms
are reduced to a single one in global memory. This strategy produces a parallel
treatment of the most critical operation, being the foundation of the success of the
GPU implementation.
On GTX295 hardware, the maximum amount of shared memory per block is
limited to 16 KB. So, for an efficient execution, the thread block size in our implementation is limited to 256 threads. This limitation of 256 threads per block leads
to a total number of bins in the histogram of 256. This number is enough for the
foreseen cosmological analysis.
Besides, the code was created with coalesced global memory access. Coalesced
access maximizes global memory bandwidth usage by reducing the global memory
transactions.
3.3

Data Origin

The data used in this work have been extracted from the MICE simulations [11]
[12]. The MICE (Marenostrum Institut de Ciencies de l’Espai) simulations has
been produced at the Marenostrum facility of Barcelona Supercomputing Center.
The file employed in this work is composed of 4.3 · 105 galaxies.
3.4

Comparative Results

One of the main objectives of this work is to produce an implementation for the
TPACF calculation, which can be executed on GPU hardware. The GPU election
is based on the capability to accelerate the execution as well as the low price of the
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hardware. This makes high performance computing accessible for small research
groups. Additionally the results of GPU implementation, more comparative results
with other implementations are presented.
In order to test the capacity of the GPU implementation to accelerate the
TPACF, comparative tests are executed among CPU, GPU and multi-GPU —
using 3 GPUs—; and OMP, MPI and hybrid MPI-CUDA implementation. The
OpenMP implementation is executed on the machine holding the GPU cards.
This machine has two Intel Xeon E5520 Quad-Core processors, and the numerical
experiments were executed with hyperthreading activated.
The results of the comparisons among the implementations are presented at
Table 2. The analysis of these results shows the excellent speed-up obtained by
the GPU implementation —115.15±4.84— in opposition to the speed-up obtained
by the OpenMP implementation —10.58±0.48—. It should be underlined that the
GPU implementation is fast enough to be competitive, and for this reason, to be
used by small research groups lacking in more expensive equipment such as clusters
or supercomputers.
Table 2. Mean execution time and speedup for CPU, GPU, Multi-GPU and OpenMP
implementations.
Implementation Mean execution time (s)
Speedup
CPU 35,186.327 ± 1,452.419
OpenMP
3,326.363 ± 28.498 10.580±0.478
GPU
305.570 ± 1.143 115.154±4.835
Multi-GPU
184.108 ± 2.127 191.174±8.897

Besides, the previous implementations, an MPI one is also created and tested.
In Table 3, the execution time and the speedups of the MPI implementation are
shown. This numerical experiment was performed in a cluster composed by 144
nodes with two Quad-Core Xeon processors at 3.0GHz with 8 GB.
As can be appreciated, the behaviour of the speedup is close to theoretical
maximum speedup for small and mid-size configurations (up to 32 cores). As far
as the number of cores increases, the speedup deviates from the theoretical maximum obtaining a poor performance for 512 cores. This degradation of the performance occurs because communication time becomes relevant in comparison with
computing time. Larger input files mitigate this degradation by the increment of
computing time in comparison with communication time. A similar effect will be
observed later with the hybrid MPI-CUDA implementation.
In any case, as the future expected input size is much higher that the sample
file employed in this work as benchmark, the severity of this effect will be drifted
towards larger number of nodes in both implementations.
Finally, taking into consideration the large input files expected (up to two
orders of magnitude larger than the sample used in this work), a hybrid MPICUDA implementation is also created to cope with those executions. It has to be
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Table 3. Mean execution time and speedup for diverse numbers of cores in the MPI
implementation.
Cores Mean execution time (s)
Speedup
1
23,712.281 ± 145.690
2
11,652.683 ± 59.959
2.035 ± 0.014
4
6,327.005 ± 68.821
3.748 ± 0.047
8
3,162.222 ± 34.165
7.499 ± 0.084
16
1,577.899 ± 52.818 15.046 ± 0.562
32
799.457 ± 11.793 29.667 ± 0.455
64
403.937 ± 6.044 58.716 ± 0.965
128
205.008 ± 4.262 115.713 ± 2.423
256
104.040 ± 6.493 228.796 ± 14.210
512
71.292 ± 2.841 333.090 ± 12.301

underlined that even the GPU implementation forecasts execution time of days of
files of tens of millions of galaxies.
In Table 4, the execution times for two input files MICE 0.35 (430,931 galaxies)
and MICE 0.55 (654,094 galaxies) are shown. This production has been executed
on a cluster with 8 nodes, each one with a C2050 card. The different sizes of files
will allow compare the execution times when supplying different computational
charge to each node.
The analysis of these results shows an excellent speedup in most of the cases,
except for the MICE 0.35 file when executing on 8 nodes. In this case the communication time becomes relevant in comparison with the calculation time. Fortunately,
this tiny degradation of the performance will become irrelevant when handling
files with tens of millions of galaxies, as can be appreciated when analysing the
file MICE 0.55. This second file is, mildly speaking, a 50% larger than the MICE
0.35. As an example, the comparative results for 8 nodes show a higher speedup
the analysing the file MICE 0.55 than MICE 0.35. Essentially, for 8 nodes the
execution time for each chunk in the later case is relevant in comparison to the
communication time, where as for the largest files is less relevant.
Table 4. Mean execution time (s) for the single precision MPI-CUDA implementation for
1, 2, 4, and 8 nodes for MICE 0.35 (430,931 galaxies) and MICE 0.55 (654,094 galaxies).
MICE 0.35
Nodes Execution Time Speedup
1 301.473±0.232
2 151.622±0.498
1.988
4 78.907±0.461
3.821
8 43.273±0.037
6.967

MICE 0.55
Execution Time Speedup
711.702±0.474
349.279±0.506
2,037
181.331±0.073
3,925
94.274±0.035
7,549
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3.5

Conclusions

In this paper, two proposals to deal with the new computational challenges faced
by the cosmologists are presented. On the one hand, a proof-of-concept in order
to validate the capacity of the Venus-C’s cloud infrastructure in relation to the
cosmologists’ requirements. On the other hand, the performance of diverse implementations of the two-point angular correlation function are compared.
Considering the first problem implemented, the Venus-C’s cloud infrastructure
has proven to be very robust and reliable at running small-scale cosmological
simulations. For this reason, larger-scale tests on this platform are being considered
for the short-term future in order to produce more significant simulations.
On the two-point angular correlation problem, it has to be underlined the
excellent performance provided by the GPU implementation. When comparing
with other implementations, in most of the cases it performs better. Only when
using a large number of cores (MPI implementation with more than 128 cores),
the GPU implementation is outperformed. However, still the GPU hardware is
still less expensive than the equivalent cluster. Considering the hybrid MPI-CUDA
implementation, it is expected to be the main tool for the analysis of very large
galaxy surveys, and for this reason it has been considered in this work.
Finally, it must be mentioned that a public version of the GPU implementation
is freely available at http://wwwae.ciemat.es/cosmo/gp2pcf/. In spite of the short
time from its release, researchers already have downloaded and tested the code.
Suggestions have been received to implement new functionalities in the code.
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Abstract. The PAU survey is a collaboration to study the cosmological
parameters associated to the dark energy in the universe. The PIC, a center
of excellence for scientific data processing and storage, is the PAU survey
data center. The PAU survey data management team is in charge of the
data transfer from the observatory, the data storage and reduction, and the
provision of the results to the scientific community. In this contribution we
present the core element of the data management, a database to manage all
the information generated, and its integration into the processing pipelines.

1

Introduction to the PAU survey and data management

The Physics of the Accelerating Universe (PAU) survey[1] has participation from
several Spanish institutes (CIEMAT[2], IFAE[3], IEEC/CSIC[4], PIC[5], UAM[6]).
The scientific aim of the collaboration is the survey of about 200 square degrees of
sky for the study of the accelerated expansion rate of the universe. The survey will
be carried out using a camera (PAUcam) that is currently in construction at the
IFAE engineering facilities in Barcelona. It will be installed at the prime focus of
the 4-m diameter William Herschel Telescope (WHT[7], Roque de los Muchachos
Observatory, La Palma, Spain) and it will start operating in 2013.
The purpose of PAU survey data management (PAUdm) is to deliver science
ready data products to the PAU survey collaboration and the PAUcam users. The
code for generating these products is organized in several pipelines. For the details
of the imaging camera, the data transfer and the processing pipelines, please refer
to this paper[8].
!!
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1.1

PIC, the PAU survey data center

The Port d’Informació Cientı́fica (PIC) in Barcelona is a center of excellence for
scientific data processing and storage supporting scientific groups that require
massive computing resources for the analysis of large sets of distributed data.
The infrastructure selected to run the pipelines and store the PAU survey
data is the data processing cluster infrastructure available at the PIC, primarily functioning as the Spanish Tier-1 site for the CERN Large Hadron Collider
(LHC[9]), but also giving support to Astrophysics and Cosmology research groups
(MICE[10], DES[11], MAGIC[12], CTA[13], PAU[1], Euclid[14]), and neuro-image
projects (PICNIC[15], HERO[16]).
The PAU survey collaboration requires the processing of a large amount of data
in collaborative teams, in a complex and heterogeneous coordinated environment.
The PAUcam is expected to produce about 200 GB of data per night in Flexible
Image Transport System (FITS[17]) files, for about 100 nights. The output of the
simulations needed to extract the science results will be several times larger. The
responsibilities of the PAUdm team at PIC are the transfer of the raw data from
the observatory to the data center, the storage of the raw data in the PIC storage
system, the execution of the code pipelines for the image reduction and analysis,
as well as the execution of the simulation pipeline.
PIC is providing to PAU survey its technology, innovation, coordination and
economies of scale. The ∼4500 CPU cores of PIC are shared among all the projects.
PAU survey has been assigned a 5% fair-share of the cluster. Out of the total ∼15
petabytes of storage capacity (disk and tape) available at PIC, the PAU survey is
expected to use up to half a petabyte.
A key element of the PAUdm operation is the PAU survey database (PAUdb),
for the organization of the metadata produced throughout the operation. The
PAUdb has been designed to store in an organized form all the information of the
data transfers, the jobs running at PIC, the file storage and the results of each
pipeline execution. The final products of the PAUdm activity are huge catalogs of
detections, astronomical objects such as galaxies with their characteristics (shape,
position, spectrum, etc...). These catalogs are the input data of the PAU science
groups and are made available to them through several guided queries to PAUdb.

2

Motivation for integrating a high-performance database
into PAUdm

The delivery of science-ready data products to the PAU survey collaboration is
the result of processing a large volume of information in pipelines. Nearly all that
information can be classified as images or metadata. There are several kinds of images: those coming directly from the observatory, and those that derive from them
in any stage of the processing. The metadata are all the image attributes stored
in their respective headers, as well as several kind of entities (objects, detections,
mosaics, etc.) that are generated by the pipelines.
Every pipeline dynamically selects the input images to process depending on
the metadata available at the moment of its execution. Therefore, it is extremely
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important for metadata to be automatically registered, kept up to date and easily
managed in order to be efficient.
The traditional way of organizing information for astronomers is to store all the
information in plain text files, since the limited data volume allowed for an easy
and linear management of files, without help of external complex computing tools.
Nowadays, the data volume and complexity of projects like PAU survey makes this
solution not feasible: the data volume and the complexity of the information has
grown exponentially. New instruments and schemas are necessary to easily access
the information for its publication and scientific analysis.
The solution proposed by the PAUdm team for the storage, access and management of such an amount of metadata is the implementation of a relational
database. The database must be fully integrated into the project, from the very
early phases like registration of the raw images, to the final publication of the
galaxy catalogs. Due to the huge data volume involved, a detailed design of the
database is mandatory, in order to guarantee integrity, availability and coherence
of metadata in each moment.

3

Implementation of PAUdb in PAUdm

The PAU survey is expected to generate about 400 GiB of metadata. All that
information must be conveniently stored and served to ensure an efficient operation. Several technologies are available for handling such and amount of metadata.
Object databases, relational databases and key-value databases are just some of
them, and have different characteristics and purposes.
3.1

The choice of a relational database

Object databases are very powerful and allow for transparent persistence of objects. They usually provide also transactional support with full ACID (Atomicity,
Consistency, Isolation and Durability) properties. Nonetheless, they are tied to the
programming language they provide persistence for, so no access can be provided
to the metadata outside that specific programming language. This restriction may
be too strong if, as in this case, the metadata has to be accessed by several pipelines
and applications from different teams, each one of them using their own tools and
environment. Besides, some of them[18] are implemented as just wrappers around
other data storage mechanisms such as relational databases or plain files.
Relational databases are specifically designed for the storage and management
of interrelated information. The vast majority of the implementations share the
same semantics (see 3.3) for accessing its contents. This compatibility between the
implementations is one of the key points of its leading success in the field of data
storage: it allows the users to choose and migrate freely from each implementation,
reducing the risk of vendor lock-in, and also allows for the development of tools and
technologies that can be shared among them, such as the Object Relational Mapper
(as we shall see shortly). Another key advantage of the relational dabatases is its
capability to exploit the characteristic relations present in the information they
store. Driven by these relations, they are able to join the information from several

((-'''''''!"#$%$!&
sources and generate an infinite number of views, tailored to the requirements
of the user at any moment. And all those qualities without giving up any ACID
constraint.
For extremely large volumes of information, or for applications that do not
make use of the full ACID capabilities, some alternatives have emerged. Those
alternatives seek to improve the throughput, scalability, resilience or flexibility
of the system, while sacrificing some of the ACID constraints (for instance, by
offering eventual consistency). The semantics for accessing the information stored
in those systems depend on the particular implementation, as its properties are
usually implementation-dependent,
The PAU survey metadata makes heavy use of relations to ensure coherence and
source traceability. Furthermore, the project requires that some of the metadata
generated has to be made avaliable to the scientific community at the end of the
project. For all those requirements, and for the experience that the PAUdm team
already has with similar projects, a relational database has been chosen as the
best suitable system for the storage of PAU survey metadata.
PostgreSQL [19] has been chosen as the relational database management system (RDBMS) for its great stability, high performance, integration with thirdparty tools, replication support and on site experience. There are two instances
of the RDBMS, one for the master database and another for the replica, both
running on identical machines. The hardware of choice is a Dell PowerEdge R710
with 12 cores running at 3.06 GHz, 96 GB RAM, and eight 600 GB SAS drives
in RAID-6. Each machine is connected through a 1 Gbps Ethernet to the internal
network.
A simplified version of the data model is shown in figure 1. It has been designed
in collaboration with the three teams of the project (PAUcam, PAUdm and PAUscience). The design is flexible allowing for future modifications, in order to adapt
to project development and evolving needs. For instance, an automated data transfer management system, originally not foreseen, is currently being integrated into
both the database and the processing pipelines.
3.2

Batch processing

Data are processed simultaneously, divided in jobs, running on the PIC data processing cluster. Several hundreds of jobs can run in parallel, each one processing a
subset of images. Each pipeline performs different image processing and has specific requirements of CPU, memory, network and database interaction. Therefore
it is recommended to keep the jobs isolated and avoid interference between them
with a smart management and coordination system. Hence, the database has been
designed to support an external job manager.
The integration of the database access into the pipelines is the main challenge.
Substantial effort was spent in coordinating the work of different groups in order to
ensure the correct integration of the different parts of the code (pipelines, operation
and database).
Having the database fully integrated in the code provides scientists and developers with an easy and transparent way of accessing and modifying the data.
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PAUdm Tables

TILE_TO_IMAGE

ZP_PHOT

 IMAGE_ID
 TILE_IMAGE_ID

 ID
PRODUCTION_ID
START_DATE
END_DATE
FILTERTRAY
MAG_1..18
MAG_ERR_1..18

IMAGE_TILE
 ID
 PRODUCTION_ID
RUN_ID
 SKY_TILE_ID
 RA
 DEC
FILENAME
DATAPATH
ARCHIVED
 TYPE
BAND
ZP_INTRA_FIELD
ZP_INTRA_FIELD_SIGMA
...
+ CUSTOM HEADER

MOSAIC
 ID
 PRODUCTION_ID
ZP_PHOT_ID
RUN_ID
 RJD_OBS
 RA
 DEC
FILENAME
DATAPATH
ARCHIVED
KIND
FILTERTRAY
EXP_TIME
AIRMASS
...
+ GLOBAL HEADER

IMAGE
 ID
MOSAIC_ID
IMAGE_NUM
CCD_NUM
AMP_NUM
FILTER
WAVELENGTH
WAVEBAND
FILTER
RDNOISE
GAIN
PSF_FWHM
ZP_NIGHTLY
ZP_NIGHTLY_SIGMA
CQA1..5

DETECTION
 ID
PRODUCTION_ID
IMAGE_ID
INSERT_DATE
BAND
 RA
 DEC
X
Y
ZP_OFFSET
FLUX_AUTO
FLUX_ERR_AUTO
MAG_AUTO
MAG_ERR_AUTO
CLASS_STAR
BACKGROUND
FLAGS
ELONGATION

 ID
 PRODUCTION_ID
BAND
 RA
 DEC
ZP_INTER_FIELD
ZP_INTER_FIELD_SIGMA
MASK_PATH
COVER_LEVEL
COADD_COMPLETE

COADD_OBJECT

RUN
 ID
RUN_NUMBER
INSTRUMENT
LOG
 RJD_START
RJD_END
NIGHT
OPERATOR
NOTES

SKY_TILE

PRODUCTION
 ID
PROJECT
ORIGIN
ORIGIN_RELEASE
RED_REVISION
RED_RELEASE

GLOBAL_MATCH
 GLOBAL_OBJECT_ID
 DETECTION_ID

 ID
PRODUCTION_ID
TEMPLATE_IMAGE_TILE_ID
 RA
 DEC
CLASS_STAR
ZP_OFFSET_UGRIZY
ZP_OFFSET_PAUN1..40
MAG_UGRIZY
MAG_ERR_UGRIZY
MAG_PAUN1..40
MAG_ERR_PAUN1..40
SDSS_MATCH
SDSS_SED_MATCH
SDSS_SED_CHI2
GLOBAL_OBJECT_MATCH
PAU_SED_MATCH
PAU_SED_CHI2
Z
Z_ERR
...
+ OTHER

GLOBAL_OBJECT
 ID
PRODUCTION_ID
SIGMA_OFFSET_RA
SIGMA_OFFSET_DEC
PAU_SED_MATCH
PAU_SED_CHI2

PAUsim Tables
TRUTH_OBJECT

EVENT

External Tables
USNO

SDSS

 id
 ra
 dec
ra_err
dec_err
 mag_R
mag_B
mag_err_R
mag_err_B

 id
 ra
 dec
ra_err
dec_err
mag_ugriz
mag_err_ugriz
ugriz_s
type
prob_psf

 ID
 PRODUCTION_ID
 REF
NAME
ITEM
STATUS
OWNER
PRIORITY
CREATE_TIME
END_TIME

JOB_DEPENDENCY
 PARENT_JOB_ID
 CHILD_JOB_ID

Operation Tables
JOB
 ID
EVENT_ID
 REF
TASK
INPUT
CREATE_TIME
SCHEDULE_TIME
START_TIME
END_TIME
URL
TMP_PATH
STATUS

 ID
SIMULATION
STARGALAXY
SED_TYPE
SED_EM_LINE
 RA
 DEC
MAG_UGRIZY
MAG_PAUF1..40
SHAPES
REDSHIFT

TARGET
 ID
ORIGIN
ORIGIN_RELEASE
 RA
 DEC
FILTERTRAY
KIND
RJD_OBS
STATUS

Fig. 1. Simplified data model showing the external catalog tables (in green), the job
management and data transfer tables (in purple), the truth tables for simulations (in
orange), the nightly pipeline tables (in blue) and the MEMBA pipeline tables (in grey).
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Instead of having to parse and modify several huge text files, they accomplish the
same goal with just a few calls to the database.
3.3

Avoiding Structured Query Language (SQL)

Structured Query Language (SQL) is the primary language for communicating
with a relational database. This language defines a standardized syntax to query,
update, insert and delete information on any RDBMS. On the other hand, the
use of SQL requires a deep knowledge of the data model and the language itself,
and it is extremely verbose and tedious to work with. Interacting directly with
the database using SQL sentences is dangerous for inexperienced users, as it is
prone to errors and when large volumes of metadata are involved may induce
very inefficient operations. The database is a common resource shared by multiple
services: pipeline jobs, operation services, data transfer procedures and queries
by external users. For this reason its availability and overall efficiency must be
guaranteed, and inefficient operations must be avoided.
The solution proposed by the database administrators and agreed by the developers was the integration of an intermediate layer to avoid the direct use of
SQL in the pipelines code. This intermediate layer comes as an object relational
mapper (ORM) component. ORM is a technique to mask all operations that interact with a database. The ORM component offers the developers a set of objects,
methods and attributes that resemble the data model structure and an Application
Programming Interface (API) to work with those objects. The ORM component
is then responsible for translating the API calls to SQL language, and viceversa,
as explained in figure 2. SQLAlchemy[20] has been chosen as the ORM implementation because the pipelines are written in the same language (Python[21]),
and also for its robustness, completeness and excellent technical support from its
developers.
3.4

Detailed design of indexes and feedback through data challenges

Using the ORM technique in the pipelines avoids the need of the SQL language
to operate with the database, replacing it with the use of classes and attributes.
Nevertheless, the risk of errors and inappropriate implementation in the pipelines
with abusive queries is not completely excluded. The main problem comes from
the queries to tables with a huge number of registers. To ensure the best efficiency
of those queries, indexes have to be defined on most (if not all) fields on top of
which the filtering is instructed. Users must then restrict their query criteria to
those indexed fields, or their query may take a long time to execute and block other
operations. A constant collaboration between developers is essential to coordinate
the changes to the model to fit the real scientific needs, to give technical support
and to check the correct usage of the API.
A key tool to check the implementation performance is the execution of data
challenges that simulate a situation similar to the production environment. With
each data challenge, the stress on the storage, computing and database subsystems
is increased, and the software execution profile of the different pipelines is analyzed
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Fig. 2. On the lower part, the RDBMS communicates with the ORM component
(SQLAlchemy) using SQL language. SQLAlchemy defines a low level interface, composed
of a set of classes and attributes to map the database tables and columns. This interface
can be used directly in the pipelines code. However, the developers of the pipelines need
some higher level tools to manage structured data, like images, mosaics and catalogs of
galaxies. For this reason, we have developed a high-level API, based on the low-level one,
to implement the required additional functionality.

to spot inefficient parts of the code in execution. In the latest data challenge at
the time of this writing, the system performed within expectations with up to 300
concurrent jobs, jointly reading up to 300 GB of data, writing up to 1500 GB of
data, and doing more than 700,000 database queries in less than 20 hours.
3.5

Transactions, isolation and coherency

A mechanism to handle errors must be foreseen when jobs run in a large data processing cluster. There are several reasons for a job to fail: data access denegation,
programming errors or hardware failures. All jobs constantly access the database
during their execution, and it is necessary that jobs that terminate unexpectedly
do not leave inconsistent information in the database.
All metadata operations in a job are carried out using transactions. A database
transaction is a set of operations that are executed atomically and isolated from
other transactions. If the job finishes successfully, the transaction is confirmed
(committed) and its results will be available. On the other hand, if the job finishes
with an error, or fails to finish, the transaction will be aborted (rollback) and all
the partial changes from that job will have no effect. This follows the important
principle that, in a database, it is worse to have bad data than not having data at
all.
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3.6

Test databases, replicas and privileges

During the first stages of development, the code is thoroughly tested in a preproduction environment to ensure the correct operation of all the components, including the database. Each developer works on his or her own branch of the code,
and each data challenge works with a different input data set. The main issue
of this approach is that metadata produced by different developers, by each data
challenge and by the actual production runs must coexist in the same RDBMS,
but must be kept isolated. The solution we have implemented is the definition of
several logical databases inside the same RDBMS: one for each developer, one for
each data challenge and one for the actual production. Each developer has full
privileges on his or her own database. On the other databases, each developer has
got privileges limited to the kind of pipeline he or she runs.
The privileges on the production and data challenges databases are restricted
to the minimum necessary to run specific pipelines, with permission to insert and
query tables, but not to change format or delete metadata. On the other hand, in
a pre-production phase, developers need to test the model and eventually change
it, insert and delete fake metadata. All those tests can be carried out using their
own test database, without risks of interference with the work of other developers.
Some pipelines with specific characteristics need to interact a lot with the
database in a way that can strongly affect other users during normal operation. In
particular, the analysis pipeline executes huge queries to the database to validate
the results stored in it. At the same time, the same results must be publicly available in form of catalogs. The main characteristics of these analysis and publication
processes are on one hand the high load for the RDBMS, and on the other hand the
fact that those high load activities are limited to a read-only access. The solution
is to install a second RDBMS with a replica of data and operations of the first one,
synchronized with the original database every few seconds, and whose access can
be in read-only mode. The pipelines requiring heavy read-only database queries
will work exclusively on this second database, reducing the load to the database
where data are inserted and limiting the risk of interference with the activity of
other users running other pipelines.

4

Conclusions

The integration of a high-performance database into the processing pipelines of an
astronomical project is an innovative approach to metadata handling, processing,
storage and operation.
Compared to a traditional file-based metadata storage system, an RDBMSbased implementation offers several advantages. It enables easier and faster access
to the information and offers a friendlier interface for scientific developers to integrate metadata access within its pipelines. The information is better organized
and it is flexible enough to fit the evolving requirements of the project. This flexibility not only refers to the metadata structure, but also to the ability to optimize
heavily used patterns. The database also operates as a central coordination point
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for several different services, from data transfer, job management and metadata
storage to the publishing of results.
The integration of the database into the pipelines requires the commitment
and collaboration of teams with different skills. Communication and coordination
has been a constant requirement during all stages of development, and will surely
continue until the end of the project.
The results of this work are encouraging. The scientists rapidly embraced the
database approach and have been very helpful in defining the details of the implementation. The preliminary version used during the data challenges has responded
well within expectations. At this time, the database has become one of the key
points for the success of the PAU survey collaboration.
This work is still in progress as not all the pipelines have been implemented.
Unexpected requirements may show up, but with the experience gained in the
first stages of the development and the potential of the system there is strong
confidence that the project goals will be achieved.
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Abstract. This work focuses on simulating models of commercial clinical
Positron Emission Tomography (PET) Systems. These simulations performed using the Geant4-based toolkit GATE are very time consuming.
For this work, and in order to reduce the simulation time, GATE has been
ported on the Grid, and two methods of splitting a PET simulation task
into several Grid jobs and merging the outputs are detailed. The gain factor
in computing time is also discussed. Finally, preliminary results concerning
the validation of the studied models of few PET scanners are presented and
compared to experimental data.

1

Introduction

Medical Physics is one of the important research domains being developed at the
University of Mohammed V-Agdal in Rabat-Morocco and the Instituto de Fı́sica
Corpuscular (IFIC) in Valencia - Spain. A collaboration between both Institutions
in the framework of a common project pushed forward the development of modeling and simulating Positron Emission Tomography (PET) systems for research
purposes as well as for improving the operations of existent clinical scanners.
The physics of PET systems is based on the detection in coincidence of the
two 511 keV γ-rays, produced by an electron-positron annihilation, and emitted
in opposite directions, as dictated by the conservation of energy and momentum
physics laws. The radioactive nuclei used as sources of emission of positrons for
PET systems are mainly 11 C, 13 N , 15 O, and 18 F , which are produced in cyclotrons and decay with half-lives of 20.3 min, 9.97 min, 124 sec, and 110 min,
respectively. These radio-nuclides can be incorporated in a wide variety of radiopharmaceuticals that are inhaled or injected, leading to a medical diagnosis based
on images obtained from a PET system. The PET scanners consists mainly of
a large number of detector crystals arranged in a ring, encircling the positron
emission source. In a coincidence detection, two fired detectors will produce two
simultaneous electronic signals and the line joining these two identified detectors
!!!
†

present adress: Instituto de Fı́sica Corpuscular - Valencia - Spain
e-mail of corresponding author: kaci@ific.uv.es

()+'''''''!"#$%$!&
is defined as the line of response (LOR). All defined LORs during an acquisition
are used for the final image reconstruction of the source distribution.
Monte-Carlo simulations are widely used in modeling PET systems, particularly in research, for detector design optimization, and development, and image
quality improvement. GATE [1] is a simulation platform designed specifically for
emission tomography. Geant4 toolkit [2] is used as the basis layer for Monte-Carlo
simulations of nuclear medicine acquisition systems in GATE. GATE allows the
user to realistically model experiments using accurate physics models and time
synchronization for detector movement through a script language contained in a
macro file. Various systems have been simulated with GATE, from small animalPET to clinical PET systems. However, the Monte Carlo simulations using GATE
are limited by long execution times, and then alternative solutions have been studied [3].
In this work, the installation, configuration and tests of the platform GATE on
Grid infrastructures is presented, then its use for clinical PET systems simulations
is described, and, finally, preliminary results of applying GATE to validate models
of clinical PET scanners are presented.

2

Simulation of PET systems using GATE on the Grid

In this work, models of few known clinical PET scanners are simulated and their
preliminary validation is performed through few performance parameters that are
compared with experimental published results. The PET systems considered here
are the Allegro scanner of Philips Medical Systems, the Siemens PET BiographTM
64 scanner, and the Ecat Exact HR+ of Siemens-CTI. Their main specifications,
taken from [4–6], and used in their modeling are reported in Table 1.

Allegro Bioghraph64
HR+
Detector material
GSO
LSO
BGO
Crystal dimensions [mm3 ] 4.0x6.0x20 4.0x4.0x20 4.05x4.39x30
Crystals per detector block
638
169
64
Number of detector blocks
28
144
288
Detector ring diameter [mm]
864
842
824
Number of detector rings
28
39
72
Total number of detectors
17864
24336
18432
Table 1. Main specifications of the clinical PET scanners simulated in this work. GSO:
Gadolinium Oxyorthosilicate, LSO: Lutetium Oxyorthosilicate, BGO: Bismuth Germanium Oxide
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2.1

Simulation of performance parameters and NEMA protocols

Performance tests for PET instrumentation have been standardized by the National Electrical Manufacturers Association (NEMA) [7]. The performance parameters, like the Scatter Fraction (SF), the Sensitivity, the Spatial Resolution,
and other count rates, are measured in experiments with PET systems following
the NEMA protocols, that can vary slightly depending of the type of system. The
simulation of our models of clinical PET scanners are also based on the NEMA recommendations, in order to be able to compare with existing results from published
experiments.
According to the NEMA protocols, a specific well defined phantom is used
for each given designed test performance. The phantom used to measure the SF
performance parameter consists in a line source filled with 18 F , placed at a 4.5
mm radial offset from the center of a solid polyethylene cylinder of 20 cm diameter
and 70 cm length. This phantom is equivalent in term of attenuation and scatter
properties to a uniform, water-filled cylinder of similar size. The SF parameter is
defined as:
S
SF =
T +S
Where S and T are the number of scattered and true coincidences respectively [7].
The SF is measured using a low activity source to ensure that random coincidences,
dead-time effects and pileup are negligible.
The same phantom is also used for the counting rates performance in the
whole-body scanner. The Noise Equivalent Counts (NEC) performance parameter
is defined as:
T2
N EC =
T +S+R
Where T is the true, S the scatter, and R the random counting rates [7].
The Sensitivity performance parameter is measured using a phantom which
consists in a 70 mm long line source and five concentric aluminum tubes placed
around it. The phantom is placed at the center of the scanner, increasing progressively the attenuation through the use of increasing number of metal sleeves
around the source. The Sensitivity expresses the rate in count per seconds (cps) at
which true coincidence events are detected for a given source strength. It is defined
as:
T
Sen =
A
Where T is the count rate of the true coincidences and A the activity of the source.
2.2

Porting GATE to the Grid

As GATE is basically using Geant4 toolkit for Monte-Carlo simulations of PET
systems, it handles mainly calculations related to particle transport, and leads
then to very CPU-intensive computations. Such simulations last very often several
days to complete on a single modern computer. Fig. 1 gives indications about the
duration of standard PET simulations, run on a single computer, as a function of
the activity and of the acquisition time.
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It is observed that even using low activity, like 0.1 MBq, around 9 hours of
computing time is needed to simulate an experiment which lasts 15 min of a real
acquisition time, for a standard PET scanner (in this case the Ecat HR+ scanner
is used). On the other hand, simulating an experiment of 0.5 second acquisition
time using higher activities, around 120 MBq, lasts more than 6 hours. Hence,
it is expected that simulations with an initial activity of 100 MBq along with an
acquisition time equals to 90 sec will last around 900 hours.
In real experiments, the activities used range between 0.5 and 700 MBq depending of the objective of the measurement, and the data acquisition lasts around
15 - 30 minutes each run. In general, low activities (0.5 - 1.0 MBq) are used to
measure performance parameters like the scatter fraction and the sensitivity, while
higher activities are used to study the image resolution and quality. Simulating
part of a real experiment with PET requires more than a powerful state-of-the-art
single CPU-computer. Hence, cluster computing is often used [8] and few cases
using Grid computing have been studied [9].

Fig. 1. Duration of the simulations using GATE, as a function of acquisition time for 0.1
MBq activity (left), and activity for fixed acquisition time to 0.5 seconds (right).

The GATE platform was already operational on the GRID-CSIC e-science
infrastructure located at the IFIC-Valencia institute when this work started. In
the framework of the collaboration between the University of Valencia and the
University of Mohammed V-Agdal, the toolkit GATE had also to be installed at
the National Center for Scientific and Technical Research (CNRST-Rabat), which
hosts the Moroccan Grid (MaGrid) e-science infrastructure [10] in Rabat-Morocco.
GATE has been successfully ported on MaGrid. A tar file holding all the GATE
required components has been prepared on a suitable virtual environment before
porting it to the Grid production environment. After setting correctly the environment, two benchmarks provided by the openGATE collaboration [11], namely
benchmarkPET and benchmarkSPECT were used to validate the software. Several
test jobs submissions were carried out and aimed primarily to check the validity
of the software everywhere. Once validated, the package was tagged on the MaGrid sites. The GATE platform is presently fully operational on MaGrid e-science
infrastructure and available for the Moroccan medical physicists community, and
widely used in this work.
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2.3

Running PET simulations on the Grid with GATE

In order to reduce the computing time of a simulation task using PET systems,
two approaches, based on the splitting of this task into several jobs are studied
in this work. During the PET scanner data acquisition, the activity of the source
goes decreasing according to the half-life of the radio-nuclide used. This has to
be taken into account when splitting the simulation task into several jobs. Each
job should provide to GATE the right activity and acquisition time for the given
sub-simulation, in such a way that after merging the outputs of the whole jobs, the
correct results are retrieved by the task. In addition, the splitting method should
not alter physical properties such as single rates, random coincidence events, and
dead-time system.
In the first approach, called time-decomposition method (TDM), a decomposition of the total acquisition time of the experiment to simulate is simply divided
into equal intervals. For each interval, the corresponding initial source activity is
calculated and a job is defined. In the second approach, called event-decomposition
method (EDM), the total acquisition time of the experiment to simulate is divided
into intervals that ensure a production of a constant number of simulated events.
In this case, for each job of the task, both the initial activity and the acquisition
time parameters have to be determined. In other words, in the TDM the acquisition time is forced to be constant, while in the EDM, it is the number of produced
simulated events that is forced to be constant. For both the methods, the corresponding algorithms have been developed in order to calculate automatically the
right activity and acquisition time to be provided to GATE, depending on the
initial source activity and the number of jobs to be run for the simulation task
to be performed. It is also worth mentioning that the TDM can be used only if
the decay half-life is quite high compared to the acquisition time. In this work,
both the methods have been used as the acquisition times used are lower enough
compared to the half-lives of the radio-nuclides used, 15 O (124 sec) and 18 F (110
min).
In the following, both the EDM and TDM are tested and validated using a task
that simulates an experiment where the Ecat Exact HR+ scanner is modeled. The
SF phantom, as described in section 2.1, is used with a line source of 15 O of 10
MBq activity is used and the acquisition time is taken to be 30 seconds (almost
the fourth part of the 15 O half-life). In the following, the splitting of this task into
50 independent jobs that run GATE on the Grid is discussed.
The first step consists in calculating, for each job, and for both the EDM and
TDM, the initial activity and the acquisition time to provide to GATE for the
simulation. For both EDM and TDM, the calculated initial activities decrease
quite linearly from 10 MBq for job-1 to 8.5 MBq for job-50. However, while the
acquisition time is constant, 0.6 sec, for all of the 50 jobs in the TDM, it increases
quite linearly from 0.55 sec for job-1 to 0.65 sec for job-50 in the EDM. In a second
step, the defined jobs are submitted to the Grid and the simulations are performed.
In this work, both Grid infrastructures, GRID-CSIC and MaGrid, were used.
The MaGrid infrastructure runs gLite middleware and embeds x86-64 computers
equipped with Intel-Xeon processor family and running Scientific Linux. RAMs
vary between 2 and 8 Gigabytes. In term of resources, MaGrid is a set of 82
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cores and about 8 TB of storage. The GRID-CSIC infrastructure also runs gLite
middleware, and consists of 1230 cores of 2xQuad Core Xeon E5420, 2.50 GHz with
16 GB RAM running Scientific Linux 5. However, only 848 cores are dedicated to
sequential jobs and used by several Virtual Organizations managed by IFIC. The
infrastructure provides also 184 TB disk storage capacity managed by the Lustre
distributed file system. For the GATE simulation jobs around 130 free cores have
been used.
Each simulation job produces either an ascii or a ROOT file with size varying
from 150 MB up to 3.5 GB, depending on the scanner modeled and the parameters
of the simulation. These files are uploaded by the jobs to the storage element
when the simulation terminates. The analysis of these outputs can be done in two
ways. If the output files are of reasonable size they are downloaded to the User
Interface computer and merged before their analysis. When dealing with big size
files analysis Grid jobs are defined, each job executing the analysis program and
extracting the required information in much smaller files that can be downloaded
and merged locally.
Fig. 2 shows the number of prompt and random coincidences obtained from
each job in both the EDM and TDM.

Fig. 2. Prompt (left) and Random (rights) coincidences, simulated with the eventdecomposition (open circle) and time-decomposition (filled circle) methods.

As observed, the number of produced prompt coincidences simulated with the
EDM is quite constant for all jobs. This was expected for this method as the
number of prompts is proportional to the total number of events. For the TDM,
the number of prompt coincidences decreases, in correlation with the decrease of
the source activity as the acquisition time remains constant for all jobs. On the
other hand, the number of random coincidences is known to be correlated to the
source activity. As in both the EDM and TDM the activity is decreasing as a
function of the job number, this explains the slopes observed for the number of
random coincidences in both the methods.
The counting rates for prompt, true, scattered, random, and delayed coincidences, obtained, in one part, from the simulation of this task without splitting,
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and, in other part, after splitting this task into several jobs and merging their
outputs, give the same results within 0.1% precision, validating the methods.
In order to evaluate the gain in computing time when splitting a simulation
task into several jobs, the above described simulation task has also been performed
with splitting it into 10, 20, 30, 40, and 60 jobs. The execution times of the task
with and without splitting are then compared and a gain factor is determined. The
gain factor is defined as the ratio of the computing time measured to run the task
without splitting over the computing time measured to run the task with splitting
into several jobs. The computing time of a task is defined here as the time the task
takes to complete successfully (all jobs successfully done). It does not take into
account the merging of the outputs as this is considered to be part of the outputs
analysis. For these measurements only successful tasks are considered (100% job
efficiency). However, it is worth mentioning that, as the used Grid infrastructures
are running smoothly, most of the time the simulation tasks complete successfully
leading to a very low failure rates.
The above described tasks have been run on the GRID-CSIC e-science infrastructure and repeated between 3 and 5 times in order to have some statistical
information about the measurement of the gain factor. Fig. 3 shows the measured
gain factors obtained. A gain factor of up to 45 is reached when splitting the task
into 50 jobs.

Fig. 3. Gain factor in computing time when splitting a simulated experiment task, with
of 10 MBq activity and 30 sec. acquisition time, into several jobs.

3

Application to the simulation of PET systems

In this work, preliminary results related to simulating models of clinical PET
scanners are presented. The performance parameters defined in section 2.1 are
extracted from simulating the scanners of Table 1, which shows their composition
(nature of the crystals) as well as their geometrical specifications. To perform the
simulations, more parameters related to the physics processes, the definition of
some cuts, and the digitization of the output signals, are needed. For each PET
scanner considered a set of such parameters is defined, as reported in Table 2.

(*1'''''''!"#$%$!&
Process

Allegro Bioghraph64
HR+
Rayleigh
inactive low energy low energy
Physics
Photoelectric standard standard low energy
Compton
standard standard low energy
Electron (cm)
30
30
0.2
Cuts
X-ray (keV)
106
106
10
Delta-ray (keV)
106
106
10
Resolution Blurring at 511 keV
0.15
0.12-0.18
0.2-0.3
Dead-time
Singles
210
900
5000
(ns)
Coincidences
500
Time resolution (ns)
3
Coinc. Time Window (ns)
7.5
4.5
12
Energy Window (keV)
410-650
425-650
300-650
Table 2. Sets of parameters used in simulating models of the considered PET scanners.

In GATE the Digitizer is a chain of signal processing functions designed to
simulate the conversion of photon interactions into digital counts in an attempt to
model the detector and electronic responses of a real scanner. One of the digitizer
modules that have been used is the Crystal-Blurring, which assumes an energy resolution for each crystal of the block randomly drawn from a uniform distribution
for each scanner. Furthermore we applied a paralysable approximate dead-time
model in order to simulate the dead time at the singles level (module geometry
level) of the signal processor chain of the scanner [4–6]. A coincidence time resolution was additionally applied for the Philips scanner. As a result we estimated
those values by choosing the ones that produced count rates and sensitivity that
matched the measured values as close as possible.
Only the singles whose energy ranges within a defined energy window will be
stored. In accordance with the specifications of the manufacturers we applied a
2t coincidence time window. In this system, the takeWinnerOfGoods coincidence
policy has been adopted, i.e. in a multiple coincidence event, only the two hits with
the higher energy are considered (For a full description of the digitizer features
available within GATE see the GATE Users Guide [11]).
The simulations are performed at MaGrid (Rabat) and at the GRID-CSIC
(Valencia) e-science Grid infrastructures using either the TDM or EDM for splitting simulation tasks into several jobs when high activities are used. The presented
results are obtained from simulations using a 18 F (110 min) source.

4

Results and discussion

The SF, Sensitivity, and NEC performance parameters, as well as the count rates,
obtained from the above described simulations are presented in this section. Comparison with experimental data extracted from published works [4–6, 12–14] for
these types of scanners are discussed.
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Table 3 shows a comparison of the obtained SF and Sensitivity performance
parameters with the measured ones. Concerning the SF parameter, the agreement
observed between the simulation and the experiments 1 and 2 represents 5% and
1%, respectively for the Allegro PET scanner. For the HR+ scanner, the agreement is 5% and 8%, respectively, and 7% is obtained for the Biograph64. These
deviations are mainly due to the difficulties to model a precise geometry of the
scanners, in addition to the fact that the scanning bed is not taken into account
in the simulation. The increasing in the SF values from one scanner to the other
(Biograph64, Allegro, and HR+, respectively) is related to the composition of their
detector crystals, the light output response decreasing from 75 to 20, and to 15,
for the LSO, GSO, and BGO crystals, respectively [15].

Scatter Experiment 1
Fraction Experiment 2
Simulation
Experiment
Sensitivity (cps/MBq)
Simulation
(cps/MBq)

R=0 cm
R=10 cm
R=0 cm
R=10 cm

Allegro Bioghraph64 HR+
40%
33.44%
46.9%
42%
48%
42.2%
35.84%
44.3%
4360
4400
6650
4650
7180
4790
4624
6877
4850
4311
7235

Table 3. Sensitivity and SF parameters for the considered PET scanners.

The comparison of the simulated Sensitivities with the experimental ones published in [4, 6, 12], shows an agreement within 10%, 5%, and 4%, for the Allegro,
Biograph64, and HR+ scanners, respectively. These deviations may be explained
by the absence of the light shielding modeling within GATE for both within and
between the detector blocks, the inherent limitations of the resolution of the photomultiplier tubes (PMT) and the light scatter within the crystals, as well. The
underestimation of the simulated resolution can be accounted for and modeled
by introducing an analytical Gaussian blurring function with a specific FWHM).
Also the application of a varied QE factor (scanner efficiency) might provide better
agreement.
The sensitivity values simulated at two positions of the phantom, 0 cm and
10 cm from the center of the scanner, are slightly different. While the sensitivity
increases from 0 cm to 10 cm for the Allegro and HR+ PET scanners, it decreases
for the Biograph64, in agreement with what is observed in [13].
Fig. 4 shows the true count rates and NEC parameters obtained from the
simulation using the models of both the clinical PET scanners Philips Allegro and
Ecat Exact HR+, as a function of the source activity concentration. On the same
figure are also reported, for comparison, the measured parameters extracted from
[4, 13, 14]. An agreement, within 6% deviation, is observed between the simulations
and the experiments for the Allegro scanner. This could be due to the coincidence
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dead-time which is not taken into account in the simulation. Concerning the HR+
scanner, the agreement between the simulation and the measured true count rate
is 5% up to the activity value of 9 MBq/ml. For higher activities a discrepancy
of up to 22% is observed, which recommends further investigations on the HR+
scanner model.

Fig. 4. True count rates (top) and NEC (bottom) for the clinical PET scanners Philips
Allegro (left) and Ecat Exact HR+ (right), as a function of the source activity. Simulation
in this work (line), experimental data (filled circle).

Concerning the NEC values, Table 4 shows the maximum of the NEC for both
the scanners. Measured values of the maximum of the NEC are also reported in
Table 4 for comparison. It is measured a deviation of 4% between the simulations
and the experimental values of the true count rates at the maximum of NEC
values. The maximum values of NEC are obtained by the simulations at values
11% and 32% lower than the experimental ones for the Allegro and HR+ scanners,
respectively.

Allegro
HR+
Experiment 30000 cps at 9.25 kBq/ml 37000 cps at 10 kBq/ml
Simulation 31300 cps at 8.2 kBq/ml 35620 cps at 6.8 kBq/ml
Table 4. NEC peak count rate at corresponding concentration activity.
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5

Conclusion

The determination of the performance parameters, SF, Sensitivity, NEC, and also
count rates from the simulations performed with the designed models of the clinical PET scanners, namely Philips Allegro, Siemens Boigraph64, and Ecat Exact
HR+, using the platform GATE, shows a general good agreement (less than 20%)
with the published experimental data for these type of scanners. More performance
parameters, such as the spatial resolution and image quality are planned to complete these studies in order to completely validate our models. Additional changes
in the geometry of the scanner models can also be introduced to take into account
more elements, as the inter-crystal reflector for example. Once validated, these
models will be used in the future works for further simulations using more realistic (voxelised) phantoms, and real patient data, in order to include corrections
of scatter and patient motion in image reconstruction algorithms, thus improving
quantification in clinical PET studies.
This will probably increases the needs to distributed computing as the simulations would tend to be more computing resources demanding. Thanks to the
distributed computing, a high gain factor in computing time can be reached, which
avoid delays in the output analysis and increases the efficiency of the work, that
would have not been achieved without the Grid.
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Data Management and Data Processing within a
Grid Computing Model for AGATA
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Abstract. In this work a designed Grid Computing Model for the AGATA
project is presented. In the framework of this model, the deployment and
test of a Grid catalogue to manage the experimental data within the
AGATA virtual organization using ACLs is described, and, the migration/adaptation to the Grid of the AGATA off-line data reprocessing software is discussed. Particularly, a comparison is made between two ways
of data access: the remote access (with GFAL or using Lustre file system)
and the local access (data copied previously to the worker node).

1

Introduction

Nuclear physicists have developed during the two last decades a number of highresolution γ-ray detector arrays, improving both sensitivity and efficiency, in order
to investigate more and more exotic phenomena related to the structure and properties of the atomic nucleus, by means of nuclear spectroscopy techniques. The aim
of the Advanced GAmma Tracking Array (AGATA) project [1] is to develop, build
and employ a new generation of γ-ray detector array for γ-ray spectroscopy, based
on the novel concepts of Pulse Shape Analysis (PSA) (analyzing the line-shape of
the electronic true and mirror signals) and γ-ray tracking with highly segmented
Germanium (Ge) semiconductor detectors.
AGATA is a European project which involves 44 institutions from 12 countries.
Around 500 people are participating to this effort in various fields. In phase-1 of
the project, the AGATA collaboration has constructed and run the Demonstrator
at the INFN-LNL laboratory (Legnaro Italy), a small part of AGATA which
consists in 15 high purity Ge crystal detectors, each one of around 9 cm long by 8
cm in diameter and 36-fold electrically segmented. Presently, the AGATA phase-2,
with up to 60 Ge, is being developed at GSI-Germany for near future use in a new
campaign of experiments.
The amount of data collected on-line during the run of phase-1 (March 2009 to
September 2011), from the commissioning and the first experiments reached about
150 TB, with an average value of 8 TB of raw data collected per experiment. To face
the data storage issue, the AGATA collaboration has adopted the Grid computing
technologies, and created very early (since 2007) its own Virtual Organization
!!!
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(VO), namely vo.agata.org, and stored the raw data in the tape storage system
at the Tier1 CNAF-Bologna (Italy) site. Later, an agreement with a second Tier1
site, CC-IN2P3-Lyon (France), is allowing an additional tape storage of the raw
data obtained from the experiments. On the other hand, it has been experienced
that the off-line reprocessing of the raw data is very time consuming, even with
using multi-threads on a multi-core single computer. Thus, the feasibility of using
Grid computing for data reprocessing has been studied [2].
In order to fully exploit the Grid within the AGATA collaboration, and organize
the data management and the data reprocessing, a Grid Computing Model has
been designed [3]. It takes into account the specific needs of the AGATA project
in terms of computational resources and services, as well as the user needs for
data analysis. This work describes briefly this AGATA Grid Computing Model,
and then focuses on the specific developments and implementations made in the
data management and data reprocessing activities in its framework.

2

The AGATA Grid Computing Model

The structure of the Grid computing model for AGATA gets inspiration from
the LHC computing model [4] and is based on the already existing Tier1 and
Tier2 Grid infrastructures. Fig. 1 shows a sketch of the proposed AGATA Grid
Computing Model.

Fig. 1. The AGATA Grid Computing Structure.
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Data taking is done at the data production site, where the AGATA experiments
take place. The produced raw data are temporarily stored at the data acquisition
(DAQ) cluster disk storage, then transferred to the data tape storages at the
Tier1 sites. The DAQ disk storage is then cleaned for the following experiments.
The raw data stored at the Tier1 sites are not used directly for analysis. The
PSA and the γ-ray tracking reprocessing are performed using replicas of these raw
data, distributed over the different AGATA Grid sites which provide disk storage
and computing power (presently only Tier2 sites do). There, reduced data are
produced, validated, and stored on disk being then available to users for analysis.
So, the raw data can be deleted from disk to retrieve storage space.

Fig. 2. Data movement and placement according to the computing model.

The data movement and reprocessing are represented by the flow of Fig. 2,
where the TxDy nomenclature indicates the persistency of data on Tape/Disk. In
this model, and for each experiment, two persistent copies of the raw data are
stored on tape at the Tier1 sites, reducing the risk of loss of data, and at least one
persistent copy of the reduced data is stored on disk (presently at the Tier2 sites
only), in addition to the volatile raw data replicas copied on disk for reprocessing
purposes. However, multiple replicas of the reduced data, used for the analysis,
may be available on demand from the users (pull demand policy), depending on
the data analysis requirements. Note that a backup system with tape off-line for
archival is strongly recommended for the raw data.

3

The AGATA Grid Architecture

The AGATA project belongs to a European VO that was approved in the EGEE
[5] framework, which continue presently with the EGI-InSPIRE project [6]. Then,
any regional Grid infrastructure integrated in the EGI/NGI is nowadays providing some services to the AGATA VO. Such infrastructures, based on the gLite
[7] middleware, are installed and running at all of the countries involved in the
AGATA project and most of them are located at or near the institutions collaborating in AGATA. The AGATA collaboration may then use these infrastructures
by contributing with computing resources or through agreements with these sites.
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Fig. 3 shows a sketch of the AGATA Grid architecture needed in the frame
of the designed computing model. The fabric layer of the AGATA Grid architecture consists in the AGATA DAQ, which is the data producer, and the Grid
sites used for data storage and data processing. These sites provide computing
power (CPU-nodes), different storage media (Tape and Disk storages), and other
hardware resources, like computer machines to deploy the User Interfaces (UI) to
give the users access to the Grid. The other parts of the fabric layer are all the
remote networks available in the EGI/NGI context, which connect the Grid sites.
Presently, these Grid resources, available for the AGATA VO, are provided by
the CNAF (Italy), IN2P3 (France), and CSIC (Spain) institutions. The two Tier1
sites of AGATA, CNAF-Bologna and CC-IN2P3-Lyon, only provide tape storage
systems and are exclusively used for the raw data storage. The data reprocessing is
fully operated at the Tier2 sites, IPNL-Lyon, IPHC-Strasbourg, and IPNO-Orsay
in France, and, IFIC-Valencia in Spain, which provide the necessary disk space
storage and CPU computing power.

Fig. 3. The AGATA Grid Architecture. In gray colour, the Grid components that have
to be adapted specifically for the AGATA project.

Over the fabric layer there are three other layers: The middleware core services,
the middleware LCG tools, APIs, Libraries and High Level Services, and finally the
AGATA Grid Applications layer, that uses all the Grid middleware infrastructure.
The communication layer consists in transversal services that join the three
other layers, without the classical software architecture, which communicate one
layer with the neighbours. Thus, the application layer can access directly to a core
service without the mediation of High Level Services layer.

!"#$%$!&'''''''(*0
Basically, two classes of components for the AGATA Grid are contemplated.
The first class concerns the General EGI/NGI Components. They are the generic
components provided to various EGI/NGI VOs (not only for the AGATA VO).
For example, the existing WMS [8] will provide job management to the AGATA
VO just like to the rest of EGI VOs and does not need a special configuration or
administration to support the AGATA VO. Such general EGI/NGI Grid components can be used without further deployment of new services. In few cases, the
services require a little configuration to support the AGATA requirements.
The architecture components of the second class, the Adapted Components,
are those that have to be specifically adapted to the AGATA project and require
new services deployment or major configuration work. This is particularly the case
for the VOMS [9] service and the catalogue deployment and configuration for the
AGATA data management needs, as well as for the specific end-user oriented Grid
applications, including the migration of the AGATA software to the Grid.
In the next sections, and in the framework of the AGATA Grid Computing
Model, the deployment of a Grid Catalogue for the specific needs of AGATA,
and the migration of the AGATA data reprocessing software to the Grid will be
discussed.

4

The AGATA Data Management and the LFC Catalogue

The AGATA collaboration will deal with two types of official data: the Raw Data
(which contain the complete information about the line-shape of the output detector signals) obtained directly from the production site, and, the Physics Data
(which are the reduced data produced for analysis), obtained after the PSA and
γ-ray tracking reprocessing of raw data. These official data must be organized by
experiment and type, clearly identified within the Grid storage space, and easily
localized by the users.
During its operation, a campaign of several and different experiments will be
performed using the AGATA γ-spectrometer. Each experiment is prepared and
performed by a group of members of the AGATA collaboration. Following the
AGATA policy, the access to the data produced by this experiment (group) is
only granted to its members (during a time period necessary for their analysis,
then the data become open to the whole collaboration). A member of the AGATA
collaboration can be involved in various experiments and then he should have access to the data of the experiment(s) in which he is involved. To take this into
account, the AGATA data management model must provide solutions to manage
the rights and permissions to access the data. The rights and permissions of the
directories and file access of groups and users are managed by both the VOMS
authorization service and the File Catalogue. The catalogue service for the gLite
middleware, namely the LHC File Catalogue (LFC) [10], is exploited and deployed
for AGATA in order to organize and manage all of the official AGATA data on
the Grid and maintain their coherence and consistency. This catalogue will also
handle the Access Control List (ACL) permissions in order to organize the access to the data. From the deployment point of view, this is affordable with the
available EGI/NGI resources, just transferring the group and role membership to
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the VOMS server and the ACL map to the LFC server. In the following is discussed the configuration and the tests of the LFC catalogue service deployed and
tested at IFIC-Valencia, as well as its adaptation to handle the specific data access
requirements for the AGATA VO.
4.1

The VOMS authentication and authorization server

Any AGATA VO member using Grid has a certificate that authenticates its identity. In addition, the VOMS server has an FQAN (Group and Role attributes) for
each Grid user certificate, and these Group and Role attributes are attached to the
user certificate in a temporal proxy. This proxy would be used for authentication
and authorization of any Grid service, and particularly, the LFC service integrated
in the Grid file system.
The VOMS server used for the AGATA VO, namely cclcgvomsli01.in2p3.fr,
is hosted at the CC-IN2P3-Lyon Grid site, in France. The VOMS admin URL
is: https://cclcgvomsli01.in2p3.fr:8443/voms/vo.agata.org/. A VOMS Group has
been defined for each experiment of AGATA following the nomenclature: GROUP
= <year week>, for example ”GROUP=2009 week12”, where <year week> identify an experiment by its year and week when it took place. Future experiments
should have their own corresponding Group defined in the VOMS server. The
VOMS Groups follow a hierarchical directory-like structure in the catalogue.
In addition to the Group attribute, VOMS Roles have also been defined for the
AGATA members of a given Group. The following corresponding VOMS Roles for
the AGATA data management model have been defined:
– ROLE=”datamaster”, is the Role for the contact person and administrator of
the AGATA Grid data management
– ROLE=”qualified”, is the Role for the users who run raw-data reprocessing
and data analysis
– ROLE=”common”, is the Role for the users who run only data analysis
The VO-Admin Role is also defined for the administrators of the VOMS server.
Then the members of the AGATA VO belonging to a given experiment have
to request to the ”datamaster” the inclusion of its username (CN) with the proper
Group(s) and Role(s) in the VOMS server. They can then access their experimental data by creating the temporal proxy with AC corresponding to the Group and
Role which it wants to be used, as follows for example:
$> voms-proxy-init -voms vo.agata.org:/vo.agata.org/2010 week12/Role=qualified
Such FQAN of the users voms proxy are used in the mapping between the Grid
user authorization in a specific moment, and the local user of the Grid service, in
our case LFC, that realizes the corresponding rights and permissions. The mapping
is performed with an ACL of the LFC service. The ACL defines the user categories
that must be accepted by the LFC service provided by a site. It indicates for each
category to which kind of local accounts the user should be mapped.
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4.2

The LFC Catalogue Server

Once the VOMS Group(s) and Role(s) attributes are defined, the LFC catalogue
server is deployed for AGATA and permissions and rights are configured. The rights
are the user ownership of the directory or file, and also the group ownership. The
permissions are very much like those of a UNIX file system: read (r), write (w) and
execute (x). In the LFC, users and groups are internally identified as numerical
virtual uids and gids (they exist only in the LFC namespace), they correspond
to the local users of the server in which the LFC is deployed. Such scheme is
used in Grid services to do the mapping between the FQAN of a Grid user and
the corresponding local user with the proper rights and permissions for the given
FQAN. In addition, as in unix-like file system, a LFC directory inherits the rights
and permissions from the parent directory, and they can be changed by the owner
of the directory.
The LFC catalogue server deployed is lf c02.if ic.uv.es, hosted at the GRIDCSIC e-science infrastructure [11,12]. To test this catalogue all the ongoing AGATA
experiments of years 2009 and 2010 have been migrated to the catalogue structure.
In order to use the catalogue, the AGATA members have to request to the
datamaster the inclusion of the username (CN) with the proper Group(s) and
Role(s) in the catalogue server match making, initialize the environment variables
(LF C HOST = lf c02.if ic.uv.es and LF C HOM E = /grid/vo.agata.org), and
use the commands lcg − utils and lf c − commands (ensuring secured access).
Administration scripts have been written to migrate and create new experiments (groups) and raw data information upload into the storage systems using
the catalogue.
Finally, an additional important issue on data access concerns the storage rights
and permissions. A replica can be accessed not only using the lcg − xx like commands, which integrate the catalogue, and thus the rights and permissions defined
for the LFC, but also using the srm−xx commands. Thus, the SRM of the AGATA
sites should be configured to use VOMS for the authorization, with the same mapping that was defined for the LFC. This is a compromise solution to support the
AGATA data policy with the current software tools of the EMI in the context of
EGI. For a complete secure access an alternative solution is the protection of the
data by encrypting the files with a key before distributing them on the Grid. This
task is responsibility of the AGATA data manager, who share the encryption key
with the group leader. At the end of the time period of private use of the data for
a given experiment (group), the AGATA data manager would decrypt the file to
allow access to the whole members of the collaboration.

5

Software migration and Data Reprocessing on the Grid

The data reprocessing in AGATA consists in replaying off-line the raw data and
process them with the PSA and γ-ray tracking algorithms in order to produce the
reduced data to be analysed by the users. The AGATA software can perform both
the reprocessing operations at once or separately but sequentially. In its current
version the software is optimized to run on standalone multi-core machines using
threads.
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5.1

Migration of the AGATA software to the Grid

In order to adapt the AGATA software to the Grid a good knowledge of its different
components is needed as well as their operations during its execution. On the
basis of this information, the structure of the directories of the software have
been reorganized in order to separate the executable part, which would remain
unchanged for all the reprocessing types, from the configuration part that would
be managed for each Grid job. In addition, the needed libskstream library (not
included in gLite) is added in the software directory and the makefile changed to
point there. Moreover, to optimize the adaptation of the AGATA software to the
Grid, the two types of data reprocessing have been separated as shown in Fig. 4.

Fig. 4. Strategy of AGATA raw data reprocessing on the Grid. ”adf” stands for AGATA
Data Format and ”RD” for Reduced Data.

In a first step, the PSA algorithm is run on the raw data files, analyzing the
sampled electrical signals delivered by each segment of the Ge, and extracting from
them the number of hits (interactions of the incident γ-ray inside the segment),
their 3D coordinates, and the energy deposited in each hit. The information about
the hits is then recorded in the intermediate reduced data (IRD) files. The size
of the IRD files is reduced by a factor of around 20, compared to the initial raw
data, which can reach up to 5 Gigabytes. The PSA reprocessing is the most time
consuming part of the data processing but it has the advantage to be run on
individual raw data files, as each of these files corresponds to the signals delivered
by a single segmented Ge crystal. Consequently, for each raw data file a job can
be defined for PSA reprocessing, and then, several of such independent jobs can
be submitted simultaneously to the Grid.
In a second step, the γ-ray tracking algorithm, which is more input/output
consuming, uses the IRD files obtained previously from PSA in order to reconstruct the trajectory of a γ-ray inside the spectrometer array (tracking). For that,
it is not only necessary to have the 3D positions of the hits inside the Ge detectors
(from PSA) but also to order them correctly. In addition, the γ-ray tracking re-
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processing needs the information about all of the hits occurred in a given interval
of time in all the fired Ge crystals of the array. In other words, the γ-ray tracking
reprocessing needs accessing simultaneously all the IRD files corresponding to the
same run-number defined during the data-taking. Moreover, if several IRD files
are associated to the same Ge crystal the γ-ray tracking reprocessing should be
able to read them in a right order. Consequently, a single job of γ-ray tracking has
to be defined for each run-number and all of the corresponding ordered IRD files
should be accessible to the algorithm at runtime.
5.2

Data reprocessing on the Grid and file access

When the AGATA software is executing on the Grid (PSA or γ-ray tracking), it
needs accessing the data files at runtime. Two options are possible.
The first option, called local-access option, consists in downloading previously
the needed data files from the Storage Element (SE) to the Worker Node (WN)
where the software is running, so the data are accessed locally. This option avoid
any intervention inside the software code to run on the Grid.
The second option, called remote-access option, consists in accessing the data
files directly on the SE using a specific protocol, avoiding then the data files transfer
from the SE to the WN. In this option, the software code has to be modified to
include the necessary functions from the Grid File Access Library (GFAL) in
order to interact with the Grid SRMs, through the appropriate protocols. GFAL
provides common posix operations (open, stat, read, etc) to the distributed files
on the Grid. It is worth noting that the remote access to data works wherever the
job is running. Particularly, the job can be submitted to a Computing Element
(CE) located at the same Grid site than the SE hosting the needed data files.
In the framework of the designed Grid computing model for AGATA, tests with
the remote-access option have been performed. In this case, the libgf al library is
added for the compilation, and the source code has been modified to support the
access to big file sizes ( > 2GB, 64 bits addressing).
The tests with GFAL concerned particularly the AGATA Grid sites in France
as they are using the Disk Pool Manager (DPM). DPM is a lightweight solution
for disk storage management developed at CERN, which offers the required SRM
interface. In the AGATA Grid site in Spain, the Lustre file system [13] deployed
at the IFIC/GRID-CSIC e-science infrastructure [14] does not need the GFAL
components to deal with data access as it includes yet a POSIX data access.
Various tests have been designed in order to determine the best way the
AGATA software has to deal with data access on the Grid. They are described in
the following sub-sections.
5.2.1

Testing the direct file access using GFAL on DPM

The following tests of remote data access using GFAL have been performed using
an older version of the AGATA software, since the current version was not released
at the moment of the tests.
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The designed test jobs consist in running the AGATA software on the raw data
obtained from 6 Ge crystal detectors. Each data file, of 5 GB size, corresponds to
the data output collected from one single Ge crystal. 30 Gigabytes data is processed
in each job. The job performs both the PSA and γ-ray tracking reprocessing at
once and is submitted to a single WN. In these tests the execution time of the jobs
submitted to Grid is measured.
For the first couple of tests (task-1), the input raw data are located at the CCIN2P3-Lyon Grid SE and the jobs are run at the CE located at the IFIC/GRIDCSIC e-science infrastructure. In the first test the local-access option is used. The
raw data are previously copied to the WN before processing the data. The software
is then accessing the data locally. In this case the time of data transfer is counted
within the measured execution time of the job. In the second test, the remoteaccess option is used. The data are remotely accessed from the job using GFAL
and the connexion between the two sites is taken into account. Note that in this
last test the CE where the software is running and the SE where the data are
located are geographically distant.
For the second couple of tests (task-2), the data (SE) and the jobs (CE) are
located at the same Grid site, in this case at the IFIC/GRID-CSIC e-science
infrastructure. Then, two similar tests as those described above (with local-access
option and remote-access option, respectively) are repeated.
Each individual test was repeated 3 times except the Task-1 test with distant
SE using GFAL which has been done 2 times. The average execution time measured
for each test job are reported in Table 1.

Local-Access Remote-Access (GFAL)
Task-1 56 ± 5 min
Task-2 24 ± 4 min

292 ± 32 min
28 ± 7 min

Table 1. Measured execution time of the test jobs including the standard deviation.

The measured execution times indicate that the use of remote file access using
the GFAL libraries is highly discouraged when the sites hosting both of the SE
and the CE are geographically distant, because it is very time consuming. These
results show that a better execution time is obtained when the data (SE) is located
at the same Grid site as the CE where the job is running, independently of the
use of the local-access option (without GFAL) or the remote-access option (with
GFAL).
It is planned, in the near future, to repeat the above described tests using the
current version of the software (modified to include the use of GFAL), on all of
the Grid sites in France, in order to investigate deeply the best way to deal with
the data access and reprocessing within the collaboration.
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5.2.2

Testing the direct file access with Lustre

To perform these tests, data obtained from a recent experiment have been used
with the current version of the AGATA software. The data consists in 30 files
obtained from an experiment with 15 Ge crystals. Each file, of around 2-3 Gigabytes of size, corresponds to the data collected from a single crystal. The total
size of the data processed is around 93 Gigabytes. For these tests, only the PSA
reprocessing is performed, as described in section 5.1. These tests have been run at
the IFIC/GRID-CSIC e-science infrastructure, where the distributed file system
Lustre is installed [14].
A task of 30 jobs have been defined and submitted to the Grid. Each job performs the PSA reprocessing, accessing a single data file stored on the SE managed
by Lustre. In the first option, the local-access option, the file is previously downloaded to the local disk of the WN where the job will be running, and is then access
locally. In the second option, the remote-access option, the software accesses directly the SE where the file is and read data from there. In this operation no access
protocol is used as Lustre itself provide the POSIX interface for the direct access
to data. Both the tests have been run 3 times.
The average execution time of the task (all 30 jobs done) is 63±4 minutes when
the local-access option is used (this includes the transfer time) and 52±4 minutes
when the remote-access option is used. This indicates an improvement of roughly
15% - 20% in the execution time when using direct access with Lustre.
Similar tests done using a whole data obtained in a quite small experiment (25
runs during data-taking containing 373 raw data files), using both the PSA and
γ-ray tracking reprocessing, has produced the results shown in Table 2.

Local-Access Remote-Access (Lustre)
PSA
90 ± 9 min
γ-ray tracking 56 ± 5 min

73 ± 7 min
38 ± 4 min

Table 2. Measured execution time of the test jobs including the standard deviation.

For the PSA reprocessing 373 jobs have been run, each job processing one
single raw data file and producing the corresponding reduced IRD data files. For
the γ-ray tracking reprocessing 25 jobs have been run, each job needs accessing
up to around 15 IRD files at runtime. These files, of around 250 Megabytes each,
had to be downloaded to the WN when using the local-access option.
These results show an improvement of around 20% in the execution time of the
PSA reprocessing when using direct access with Lustre, and more than 30% for
γ-ray tracking time reprocessing. This could be due to the aggressive caching used
on the client side, probably pre-fetching ahead parts of the file currently opened,
while the local method needs first the full file copied locally.
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Summary

This work focuses on the components of the AGATA Grid Architecture that needed
a specific adaptation/deployment/development for AGATA in the framework of
the designed Grid Computing Model for AGATA. From the data management
point of view, an LFC catalogue that handles the Access Control List permissions
in order to organize the access to the data by experiment-members has been deployed at IFIC-Valencia and tested with the data of the experiments performed in
2009-2010. From the point of view of the data reprocessing, the AGATA software
has been migrated/adapted to run on the Grid by reorganizing its structure as well
as deploying a strategy in two steps adapted to the needs of AGATA. The first step
running a single big size file (up to 5 Gigabytes) per job with the CPU and time
consuming PSA reprocessing, producing IRD files, and the second step running
all the IRD files corresponding to the same run-number in one job with the γ-ray
tracking reprocessing, which is most input/output consuming. On the other hand,
the tests performed with regard to data access show that, in all cases, it is recommended that the reprocessing Grid jobs run at the same sites where the data
are stored. In this case both the methods, local-access and remote-access using
GFAL, can be used. However, in the sites where the Lustre distributed file-system
is installed the use of the remote-access method is highly recommended.
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Abstract. Computational scientific research is faced with critical
challenges such as the rigorous post-processing of the data, which requires
an increased role for high-performance computing. Experience has shown
that it would be very useful for researchers to follow a specific methodology
and use a framework to make the development of their scientific codes and
applications easier. Otherwise, they have to deal with exploit aspects of
clusters and supercomputers. Nowadays, one of the biggest problems in
the development of high-performance scientific applications is the need
for programming environments that allow source code development in an
efficient way. There is a clear lack of approaches with specific methodologies
or optimal working environments.
An aspect-oriented and component-based approach is proposed for the
development of complex pattern-based scientific applications from existing
and new functional components.
Key words: high-performance computing, methodology, framework,
reuse, HPC, AOP, CBSE

1

Introduction

Computational scientific research is faced with critical challenges such as
the rigorous post-processing of the data, which requires an increased role
for high-performance computing (HPC). Because the development of HPC
applications for computational biology problems is much more complex than
the corresponding sequential applications, existing traditional programming
techniques have demonstrated their inadequacy. The development of HPC
applications for scientific problems can be greatly improved by adopting suitable
programming techniques and tools [1].
Software Engineering (SE) has improved methods and tools in order to develop
increasingly complex systems, which are required in less time and with minimum
quality requirements. The reuse and development of systems by already developed
and tested components, and streamlining development tasks, is one of the SE
trends to meet these requirements. This premise can be extended to paradigms
with specific features, in which the development of new components or applications
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carries a high complexity and debugging degree. In this case, HPC, which is a big
challenge for SE nowadays, is setting a good example by creating high-performance
software with high security and scalability.
The main objective is to be able to solve problems using more than one
computer or a single supercomputer with high processing capacity. However, nonfunctional requirements of Quality of Service (such as load balancing, resource
efficiency or fault tolerance), make these developments complicated, as the code
required to fulfil requirements just mingles with the functional code [2].
An important part of scientific and mathematical applications needs HPC,
however, traditional mechanisms of parallel execution control do not provide an
easy and simple separation of concerns, so tangled-code1 and scattered-code2
problems appear in a lot of implementations of parallel algorithms, with consequent
difficulties of maintenance and development. In fact, one of the most important
problems in the development of scientific applications is the need of programming
environments, which make possible the development of code in an efficient way
and avoid intermingling of the application modules. Otherwise, the system could
become difficult to modify or even maintain [3].
Component-Based Programming (CBP) is getting to be increasingly more
close to the HPC. However, despite its advantages, standard components and
implementations such as OMG CCM, DCOM or Sun/Enterprise Java Beans, still
share known deficiencies in the development of parallel scientific applications, due
to a lack of the necessary abstraction and a poor performance. They also present
difficulties in the encapsulation mechanisms for components of existing scientific
applications [4].
In recent years it has been demonstrated that the Aspect-Oriented
Programming (AOP), where cross-cutting concerns are modularized as aspects
that are not divided into functional units, can make a substantial difference in
distributed systems and HPC. This is especially useful when solving problems in
a better and more efficient way, spending less time and effort. The improvements
of the use of aspects for supercomputing are obvious, searches, benchmarks or
execution traces are simple examples where aspects help to properly combine
communications and computing capacities to achieve improvements in the parallel
execution time.

2

Motivations

Our researches have been focused on different supercomputing and software
development approaches, especially on those based on Aspect-Oriented
Development and Component-Based Development, taking into account features
in common and particular aspects of both positions, as well as their application
through web services.
1

2

A single module implements multiple behaviours or aspects of the system
simultaneously.
There are code lines to define the logic of a certain property or behaviour of the system
which are distributed all over or most of the application.
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One of the most important motivations was to obtain both the definition and
the development of a new methodology that would allow the integral development
of high-performance software systems, to run on high-performance computers
under the principles of Component-Based Software Development (CBSD) and
Aspect-Oriented Software Development (AOSD). This would mean the defining
of a new set of steps and stages for the development of parallel supercomputing
algorithms, promoting the reuse of already developed components, and focusing
efforts on the definition of dependencies between components in order to achieve
the desired behaviour of the system [5].
Our methodology would improve the production of high quality software (as
the components, reused or previously developed, would have been tested and would
be reliable enough), saving time, effort, and cost of development. The methodology
would also promote the future reuse when a new component has to be developed.
Finally, these dependencies could be expressed in a transparent way for the
related components, so these aspects, which determine specific dependencies
between system components, could also be reused. The dependencies will also
be developed focusing on reuse.

3

Related work

No approach has been found for defining a specific methodology for the
development of specific software systems for HPC. Moreover, although there are
several frameworks based on AOP and CBP for supercomputing, these are focused
on the design and implementation phases, while none is based on the reuse of
components from the earliest stages of the development, which are defined in the
Requirements Engineering.
Although parallel programming techniques have evolved greatly in recent years,
the modern paradigms of SE are rarely applied to HPC [6]. Proposals using aspects
for concerns modularization are usually based on AspectJ, an aspect-oriented
extension created for the Java programming language. Although the amount of
works in this area is relatively limited, important works can be found in [7–9].
Aspect-oriented modelling techniques have been explored in several researches.
In [10] authors apply AOP techniques to Enterprise Jave Beans (EJB) components
model. However, this approach is limited to improve the control over the calls.
Other component-based approaches and HPC-oriented approaches are CCA [11],
ASSIST [12] and PaCO [13].
Among other approaches found, the following works are noteworthy: In [2],
the programmer develop the functionality of the components and describe nonfunctional aspects in a declarative way, while the framework implements the
requirements; In [6] a way to extend SBASCO is described. SBASCO is a
component model focused on developing scientific software, with the aim of
defining new concepts and abstractions for handling crosscutting functionalities
through AOP. An efficient implementation of high-level mechanisms is also
introduced, based on MPI and focused on distributed memory parallel systems;
A quantitative research about the benefits of using AOP in component-based
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applications is proposed in [14]; A model is shown in [3] where the proposedcomponents metadata are the core of the approach, dividing the details of the
different aspects that make up each application, and allowing the development of
code with a minimum set of generic methods; In [4] a framework for solving highperformance numerical problems is introduced, allowing to obtain reusable code
easier to develop and maintain, and improving efficiency through runtime dynamic
changes in the aspects. Finally, in [15] StGermain is proposed, a framework that
greatly simplifies the development of HPC models, breaking up parallel scientific
applications in hierarchical architectures and supporting applications that have
been developed in a collective way.

4

Main objectives

This paper proposes the definition of a methodology for the development of parallel
applications for high-performance computers through functional components and
the definition of the dependencies between them, according to the business rules
set by users through a web service. The methodology will be focused on the
development of pattern-based scientific applications.
The second main objective is to propose a set of tools that provides particular
mechanisms for modelling and composing a repository of components and
dependencies, and makes the search of suitable elements easier.
4.1

Composition Methodology Definition

Several techniques have been proposed in order to build systems for high
performance computers, by the composition of already tested components, which
speed up development tasks. However these techniques are mainly focused on
the design and implementation phases. This main objective is defined by the
development of a specific methodology that allows to develop systems through
the reuse of components from the earliest stages of the development and also
promotes the future reuse of new components.
The proposed methodology aims to provide the foundations to enable and
make the system requirements trace easier, identifying all software components
that allow the development of each requirement during the different stages of the
life cycle. Trace mechanisms allow carrying out a monitoring of the configuration
elements of the system from the base-line of each of the initial requirements, so
any change in these conditions can be controlled without side effects in other
components of the development.
Similarly, it has been considered to allow the validation of the system behaviour
in its different stages.
The mechanisms to follow when the rules (which represent the dependencies
between the different components of the system) change, the system extends,
new facilities are added or existing functional components are taken into account,
modified, or even replaced.
The use of this methodology will allow the development of software systems
with greater reliance on their functionality and will achieve a reduction of time,
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effort and cost in the processes of development and maintenance of supercomputing
oriented software systems.
4.2

Framework for the Composition of Components and
Dependencies

The aim of this objective is to make the development of systems easier, following
the methodology proposed as first goal. The environment that we are developing
will have functions allowing: to define system requirements, to identify and reuse
components to build the system, to define new components to be incorporated into
the system and a repository of reusable components.
The framework will make the system trace mechanisms easier and will provide
the necessary tools for system validation by behaviour simulation. Finally, the
development of this environment will also test the proposed methodology, because
it will be developed using the steps specified therein.

5

Composition Methodology

The proposed methodology determines the activities to be performed at each stage
of the development, covering the following phases:
– Choice of mechanisms to collect and specify the requirements.
– Functionality and dependencies based on the requirements.
– Selection into the repository of functional components and dependencies which
can be reused.
– Identification and determination of the specification and development of new
components and dependencies that will be incorporated into the repository
once the project is finished.
– Description in each stage of objectives, elements and system configurations
together with the necessary information.
– Determination of information flows between consecutive stages.
– Definition of validation mechanisms for each stage of the development.
– Identification of technique tools needed to perform each specific activity.
With the aim of being able to reuse each component in the future, it is
necessary to clearly define the needed information from the repository for each
functional component and dependence. This information is structured according
to the different stages of the development, in such a way that specific information
about components can be obtained later, in requirement definition, architectural
design, detailed design and implementation.
Based on the information contained in the repository of the project, processes
will be defined to track the evolution of the software configuration elements from
their liaison and their requirements baseline. Identifying affected configuration
items, when a requirement changes, will be allowed as a result of this.
Although component-based software engineering has become very popular
during the past few years, searching and reusing suitable software components
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remains a difficult task, especially when it is faced with a large collection of
components and a limited documentation about how they can and should be used.
To make the above task easier, the methodology includes the use of several
techniques to perform the repository of components, such as: automatic indexation
(based on previously obtained information about the component, to ensure the
consistency); the use of a high-level characterization of their capabilities (instead
of taking into account names, formal specifications, comments, etc.); the use in
the recovery tool of the context in which the component is reused (to guide
query formulation); automatic management of functions to configure and validate
components (to ensure the components are initialized and validated correctly for
the context in which they are reused).
Thus, our representation model aims to integrate components coming from
different models and domains. To make this task easier, each type of aspect will
have a series of properties with specified and limited values, describing detailed
information in a way that each aspect can be retrieved later for reuse with other
components. In this way, high-level information is stored about several kinds of
component capacities, and can also be used by end users in component-based
applications. Information will be used not only to know the aspects which are
required and provided by each component but also to obtain rules to validate
their configuration.
In addition, it is considered that the aspects of each component stored into the
repository have a number of additional details, in order to accurately describe the
characteristics of the aspect-related component.
Each detail will have additional information to indicate their functional and
non-functional features, so it could be used to describe the aspects and the links
between them in a more formal way. Thus, each component will present its most
outstanding features. In this way, components, aspects, details about provided or
received aspects and detailed properties with values or restrictions, will be defined
in the repository.

6

Framework for the Composition of Components and
Dependencies

To support the proposed methodology, a composition framework is proposed to
make the development of software systems easier in high-performance computers.
This environment aims to have functions in order to:
– Obtain and introduce components and dependencies into the repository
together with the associated information for each stage of the methodology.
– Define and specify the requirements.
– Identify functional components and dependencies.
– Compose the system from identified components and dependencies.
– Generate configuration elements and update them into the repository.
– Perform the trace of system requirements and manage project settings.
– Generate documentation, diagrams and specifications associated with each
stage of the methodology.
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– Validate system specifications by behaviour simulation.
– Generate the executable system.
In addition, trace mechanisms will be facilitated by providing tools for system
validation by the simulation of its behaviour.
It has begun to develop a prototype of the framework, where parallel
programming will be developed whit MPI message passing library using
LUSITANIA supercomputer. Functional parameters of each component and
dependencies between them will be described mainly with XML-based files.
Several tools have been considered for the implementation of the framework,
in Fig. 1 the general scheme of the proposed framework is shown.

Fig. 1. General scheme of the proposed framework.

6.1

Project and Components & Dependencies repositories

The outlined framework of Fig. 1 has two repositories, one for the project and
the other for components and dependencies, both of them are generated from
the information defined in the methodology, which is structured according to the
stages of the development, in order to obtain all the necessary information about
each component. For this purpose, the information of the involved configuration
elements is taken into account, determining the elements that have to be
constituted in each stage, as well as the representation of the relationships between
the different elements and the base-lines of each of the initial requirements.
While the repository with project data has restricted access, the repository of
the components and dependencies has open access. Fig. 2 shows the framework
for the composition of the required components and dependencies.

(,+'''''''!"#$%$!&

Fig. 2. Framework for the Composition of Components and Dependencies.

6.2

Development Tool Based on Component and Dependencies
Composition

Following the proposed methodology, the following main features are considered:
–
–
–
–
–
–
6.3

Definition and specification of system requirements.
Identification and selection of components and dependencies.
Definition of new components and dependencies.
Generation of the architectural structure of the system.
Generation of detailed specification of new components and dependencies.
Generation of executable code.
Validation and Simulation Behaviour Tool

The framework offers a tool for the validation of initial specifications and
architectural design based on system requirements, which is incorporated into the
aforementioned tool for the composition of components and dependencies. Among
the particular features of this tool the following points can be highlighted:
– Needed pluggins to work with simulation environments added to the
development tool.
– Use of validation tools in specific stages of the development.
– Inclusion of mechanisms to visualize results.
– Mechanisms to compare expected results.
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6.4

Trace Tool

Finally, the proposed development framework adds a tool to define the mechanisms
and processes to perform the trace and monitor the requirements of each project
from the stored and updated information of its corresponding repository. This tool
allows to track the trace of system configuration elements, to access and to update
project configuration elements, and also to generate reports and notices in order
to involve developers when changes in system requirements occur.
As shown in Fig. 2, the end user accesses to the system through a web service
that connects to the framework, the framework is also connected to the repository
and uses a tool to monitor the evolution of the components. It will finally validate
and simulate the behaviour using the HPC architecture.

7

Use of the Framework by Researchers

As it has been mentioned above, one of our main objectives is to propose a
set of tools that provides particular mechanisms for modelling and composing
a repository of components and dependencies, and makes the search of suitable
elements easier. The aim of this objective is to help researchers in the development
of high-performance scientific applications.
When dealing with supercomputers or clusters it is very important to
accurately choose the programming model and architecture that best fits on them.
There are a wide range of hardware configurations that go from mini-clusters to
large constellations with large SMP nodes, so sometimes it is not a trivial task
for scientists to decide which programming model is better or faster, i.e.: MPI,
OpenMP, Hybrid MPI+OpenMP, etc.
Nowadays, researchers have to perform their own benchmarks to figure out the
topology features of the underlying supercomputer hardware configuration and
they may not have the background or skills to do so. New standard frameworks
and abstraction layers should help scientists with these computer architecture
problems.
There are motivations to help researchers find the proper programming
techniques, most of them are related to an optimal parallel scaling:
– Problem size: the size of the problem will determine some of the parameters
that have to be taken into account when designing a parallel application.
– Minimizing communications: reducing the number of messages between nodes
makes the code easier to read, maintain and profile.
– Minimizing memory consumption: using MPI for large SMP nodes can cause
data replications in the memory.
– Minimizing computation overhead: it is common that scientists and researchers
duplicate calculations in MPI processes which could be done only once using
the appropriate scheme or design.
A lot of scientists don’t want to deal with architecture related issues,
they just want to compile their programming codes and run them as soon
as possible, that is not always good in terms of efficiency because they may
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have to wait longer for the final result due to a wrong programming model
or even a wrong software architecture. With the proposed framework all these
motivations can be addressed thus improving the maintenance of the code and
helping researchers of a wide variety of disciplines to reuse the existing code.
This framework will be developed and validated in CénitS, the Extremadura
Supercomputing, Technological Innovation an Research Center aimed to promote
and disseminate HPC services and advanced communications to the research
communities of Extremadura, or that company or institution that request them
and thus contribute through technological improvement and innovation, improving
the competitiveness of enterprises. CénitS manages LUSITANIA Supercomputer,
a SMP-ccNUMA system with 2 HP SuperDomes SX2000 nodes. CénitS provides
the infrastructure, resources and technical support to carry out scientific, technical
and business projects.
Supercomputer simulations help researchers understand experimental or realworld effects such as climate changes and exposure to radiation. CénitS is
helping LUSITANIA users in obtaining simulation results very quickly, leading
to innovative solutions to social, environmental, and scientific challenges. Since
becoming fully operational in March 2009, the Itanium-based Superdome has
already been applied to a wide spectrum of researches, many of them are patternbased, such as: biology and medical studies of cancer, genomes, disease prediction;
biodiversity of environmental impact forecasts for chemical, refinery, irrigation,
and other industries; or climate prediction including global warming and local
atmospheric effects. In addition, it is noteworthy how the new massively parallel
DNA sequencing techniques allow sequencing a person’s genome increasingly fast,
thanks to supercomputers such as LUSITANIA, which process the amount of
data required, allow simulating complex genetic traits and study the information
contained in DNA, subatomic structures and the amino acid’s three dimensional
structure.
To carry out their works in LUSITANIA, researchers have to learn how to
exploit aspects of the Superdome such as workload balancing, data locality,
memory footprint and rapid communications. They have to use large sharedmemory nodes, and know how to maximize performance by combining OpenMP for
loop and thread parallelization, and MPI for internode process communications.
In some cases they have to use Hyper-Threading technology to further accelerate
processing of applications using the MPI library or applications that contain
threads or processes that frequently communicate with each other.
The researches in LUSITANIA are multidisciplinary and heterogeneous, with
a lot of researchers running their own codes every day. Experience has shown that
to follow a specific methodology and to have a framework, with several tools to
make the creation and development of their scientific applications easier, would be
very useful for them. In this way, they could devote more effort to their main task
which, in most cases, is to research, not to develop software.

!"#$%$!&'''''''(,.
8

Conclusions

Experience has shown that it would be very useful for researchers to follow
a specific methodology and use a framework to make the development of
their scientific codes and applications easier. An important part of scientific
applications needs HPC, however, problems appear in a lot of implementations of
parallel algorithms, with consequent difficulties of maintenance and development.
Nowadays, one of the biggest problems in the development of high-performance
scientific applications is the need for programming environments that allow source
code development in an efficient way.
This paper proposes the definition of a methodology for the development
of parallel applications for high-performance computers through functional
components and the definition of the dependencies between them, according to the
business rules set by users. The methodology is also focused on the development
of pattern-based scientific applications.
The main objective of our approach is the definition of a specific methodology
that allows researchers to develop systems through the reuse of components from
the earliest stages of the development. The future reuse of new components will
be also promoted.
It aims to allow the development of software systems with greater reliance on
their functionality and achieve a reduction of time, effort and cost in the processes
of development and maintenance of high-performance-oriented software systems
(such as supercomputers, clusters or grids) in a transparent way for the developer.
The exposed framework aims to make the development of systems easier,
following the proposed methodology as first goal. The environment that we are
developing will have functions allowing: to define system requirements, to identify
and to reuse components to build the system, to define new components to be
incorporated into the system, and a repository of reusable components.
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16. Gómez-Martı́n, C., González-Sánchez, J.L., Corral-Garcı́a, J., Bejarano-Borrega, A.,
Lázaro-Jareño, J.. 2010. “Performance Study of Hyper-Threading Technology on the
LUSITANIA Supercomputer”. Ibergrid 2010. ISBN 978-84-9745-549-7. 12 páginas.
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Hadoop Cloud SaaS access via WS-PGRADE
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Abstract. From PireGrid to SCI-BUS project , there has been an evolution in the aim of showing the possibilities offered by the distributed technologies to SMEs. Once BIFI has identified some of the needs of the SMEs
during the PireGrid project, the work has now evolved in the adaptation
of Scientific gateways to simplify the access and usage of these distributed
technologies. Specifically, this paper presents the first year development
carried out in the framework of the SCI-BUS project in which, using WSPGRADE as the base gateway framework, its generic components have
been developed and modified to adapt them to our specific Hadoop Cloud
solution.

1

Introduction to the problem: Access for SMEs and
Hadoop as SaaS

Recently, within the context of the PireGrid project one of the goals was to introduce SMEs to distributed infrastructures such as Grid. During the development of
this project, various SMEs[1] showed their interest in improving the performance
of their business applications. In order to achieve it, adaptations of these specific
applications were carried out.
These infrastructures are usually difficult to use for non-experienced users because it should be taken into account the use of the terminal, the management
of advanced computing concepts (storage, performance, networking, ...), and the
installation of additional software is also required. A public demo of one of the
adaptations carried out attracted the attention of several companies. Cloud also
became more popular because besides the benefits of distributed computing, it
was more flexible than Grid. Due to this, the creation of a gateway user interface
which combined both an easy access for the final users and the flexibility of a cloud
infrastructure would be a desirable outcome.
Furthermore, some SMEs were using the map-reduce paradigm to solve their
problems taking advantage of the Hadoop infrastructure over Amazon. Some companies were satisfied with the Amazon service but they complained about some
§
¶
!
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aspects of it, such as the price, the non-availability for a development mode, the
absence of some useful customization options, the complexity for non-experienced
users, and so on. All these reasons led to the creation of a gateway that had all the
demanded functionalities, and the SCI-BUS project context was perfect to develop
it.

2

SCI-BUS project

SCI-BUS[2] is an FPVII project whose target is to create a generic-purpose gateway technology as a toolset to provide seamless access to major computing, data
and networking infrastructures and services in Europe including clusters, supercomputers, grids, desktop grids, academic and commercial clouds.
The SCI-BUS project aims to ease the work of e-Scientists by creating a new science gateway customization methodology based on the generic-purpose gUSE/WSPGRADE portal family. The customized science gateways will enable scientists to
focus on their work and make the most of those resources of main Distributed
Computing Infrastructures (DCIs) without the need to deal with the underlying
infrastructure’s details. The project will provide gateway services for various types
of user communities and for several NGI user communities. The gateway services
will allow unified access and seamless integration of the underlying networking,
computing and data infrastructures; and services for all the major DCI infrastructures used in Europe. The SCI-BUS project will provide a portlet repository
to the user community and an application repository for the underlying custom
applications. This technology will be used by the SCI-BUS project itself to create several customized (or domain-specific) scientific gateways for different user
communities. It counts with 15 partners and also 6 subcontractors from different
scientific and business areas, like molecular simulations, astrophysics, seismology,
citizen science, SMEs cloud simulations, etc...

3

Analysis of used technologies

There were two main options for the development of the desired gateway. The first
one was to develop everything from the scratch. Despite having experience in designing ad-hoc web pages for specific applications, it implied a lot of work. These
adaptations have some advantages, i.e., the user only requires basic knowledge,
the developer has full control over the application (input, output, visualizations,
...), the wished technologies may be used. But it also has some important drawbacks because each application has an independent development so a lot of time
is required to mantain them.
The other option was to use an already existing development that had all the
common functionalities that were needed and later on to extend them with extra
features. At that point, Liferay[3] and WS-PGRADE/gUSE went into action. Once
this point is reached, oneself could ask why to use Liferay and not to choose another
one that has similar features.The answer would be WS-PGRADE/gUSE (grid User
Support Environment). It is a grid virtualization environment providing a scalable
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set of high-level Grid services by which interoperation between Grids and user
communities can be achieved. So WS-PGRADE/gUSE supposed the perfect base
to develop a custom gateway and to take advantage of its native functionalities in
order to manage all our different infrastructures.
3.1

Liferay

As it was said before, Liferay is a free and open source enterprise portal written
in Java and distributed under the GNU Lesser General Public License and proprietary licenses. It is widely used and allows users to set up features that are common to websites. It is basically made up of functional units called portlets. It also
supports plugins developed into multiple programming languages, including PHP
and Ruby. Liferay is sometimes described as a content management framework
or a web application framework. Although it offers a sophisticated programming
interface for developers, no programming skills are required for basic website installation and administration. The portal runs on any computing platform capable
of running the Java Runtime Environment and an application server.
The way to extend the functionalities and features of a Liferay-based gateway
is the creation of new portlets. Portlets are pluggable user interface software components that are managed and displayed in a web portal. They produce fragments
of markup code that are aggregated into a portal.

Fig. 1. Permissions schema of Liferay

3.2

WS-PGRADE/gUSE

gUSE[4] (grid User Support Environment) is a DCI virtualization environment developed by the Laboratory of Parallel and Distributed Systems (LPDS) at MTA
SZTAKI[5] providing a scalable set of high-level services by which interoperation
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between DCIs and user communities can be achieved. The WS-PGRADE Portal is a Liferay based web portal of the gUSE and it is the second generation
P-GRADE[6] portal that supports development and submission of distributed applications executed on the computational resources of various distributed computing infrastructures (DCIs) including clusters, service grids (ARC, gLite, Globus,
UNICORE), BOINC desktop grids and Google App Engine cloud.
In technical terms, WS-PGRADE[7] is an extra functionality layer over Liferay.
It has a set of portlets that allow users to control and monitor the infrastructures.
The Liferay database has also been extended to save and retrieve all the data
these portlets need. It also has an intermediate layer that communicates with all
these elements with the real infrastructures. The architecture can be viewed in
this schema:

Fig. 2. gUSE architecture

4

Development: Portlets, database adaptation and cloud
communication

As it was mentioned in the introduction, the final goal of this project was the
creation of an application accessible from everywhere that transparently allowed
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the users to use our distributed computing infrastructures. Therefore, this application should be like a black box and the user would not be able to see beyond
its interface. The gateway itself is an extension of WS-PGRADE/gUSE, so at first
the development of multiple portlets and the extension of the database as needed
was made. Finally all the functionalities are included in a single portlet in order
to make it easier to use. A new table was created in the database joint with the
portlet that deploys at the same time the portlet is installed. An auxiliary library
that had all the infrastructure control functionalities to make it modular, and to
facilitate the testing of the different modules independently was also created. The
following figure shows the architecture designed for its development.

Fig. 3. Achitecture of the developed application

4.1

The interface

One of the most important goals of this project was to facilitate the execution of
Hadoop[8] jobs over BIFI’s virtual infrastructure. For this purpose, the design of a
simple and intuitive interface was crucial. The main tools used for the development
of the interface were HTML, Javascript and CSS. Liferay natively integrates some
libraries such as Alloy UI that provides a lot of tools for interface creation with
simple commands such as dialogs, tabs, calendars, etc. But it was preferred to use
jQuery and its extension jQuery UI because it is more extended, well documented,
and better looking. The interface was divided into two tabs. The first one allows
to create Hadoop jobs thanks to a simple form that makes the pertinent checks
before being uploaded. It has some required fields that need to be filled, and it has
some explanations about how to fill them. The second one is the status bar from
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where the status of current running jobs and already finished ones can be checked.
They are chronologically ordered, and it allows downloading the input and output
files of each one (if it has successfully finished). It also enables to view a log of the
execution to analyze possible errors. AJAX technology is used for refreshing the
different elements of the interface and update them with server data. The format
used to interchange data is JSON. This prevents the user to reload the whole page
each time he wants to see if the job status has changed.

Fig. 4. Screenshot of the job creation tab

4.2

OpenStack cloud infrastructure

The cloud infrastructure deployed at BIFI to act as a testbed at the beginning,
and as a production platform later on, is based on OpenStack[9] cloud distribution.
OpenStack is a cloud operating system that controls large pools of computing,
storage, and networking resources throughout a datacenter, all managed through
a dashboard that gives administrators control while empowering their users to
provision resources through a web interface.
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Fig. 5. Screenshot of the job status tab

The main reason for the selection of OpenStack was the modularity of its
different components and the simplicity of modifying and adding new resources
to the infrastructure in a transparent way. The current OpenStack infrastructure
is based on the 2012 Essex Release. The existing arquitecture is based on a head
node, which is in charge of modules related to scheduling, networking, volume
managing , etc while the worker nodes are in charge of computing , where the
virtual machine instances are deployed. The operating system is Ubuntu 12.04
and the hypervisor used to manage virtual machines is KVM. The OpenStack
infrastructure is composed by one head node and 28 working nodes, shared by
different projects.
One of the most important configurations is the VLAN Networking configuration, which provides a private network segment for each project’s instances that
can be accessed via a dedicated VPN connection from the Internet. Thus, each
project gets its own VLAN, Linux networking bridge, and subnet. The subnets are
specified by the network administrator, and are assigned dynamically to a project
when required. A DHCP Server is started for each VLAN to pass out IP addresses
to VM instances from the subnet assigned to the project. All instances belonging to one project are bridged into the same VLAN for that project. OpenStack
Compute creates the Linux networking bridges and VLANs when required.
This is the most important and versatile characteristic which allows to have a
number of different projects in the same infrastructure using their own broadcast
domain without interfering with the rest of them.
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4.3

Java connection with the OpenStack cloud infrastructure,
deployment of the Hadoop infrastructure and workflows

This part of the project aims to create the on-demand images in the OpenStack
cloud where our Hadoop infrastructure is going to be deployed, to connect the
portlet with these resources and to execute and control the user Hadoop application.
The key of this phase was to find out the best way to connect to the OpenStack
cloud infrastructure using Java (the portlet is developed using this language).
After studying and analyzing different technologies like Amazon API, deltacloud,
libcloud, hybridcloud... the OpenStack Java SDK1 [10] was finally chosen because
it is the only technology that allows to access all the funtionalities offered by
OpenStack. Other options like Amazon API were studied trying to take advantage
of using an EC2 compliant API, but some of the features like the authentication
using user and password, tenants, snapshots and some other powerful tools would
not be taken in advantage if was used. The communication between a client and
the OpenStack resources is based on JSON calls.
The next step was to create an image that included all Apache Hadoop files
needed to launch every type of Hadoop application. This image is currently based
on OpenSuse 12.1, but it could be any type of Operating System that supported
the Hadoop implementation. Most of the Hadoop configuration files are already
included in the image, but other ones need to be created in run time because they
have to be customized with some parameters such as the IPs of the master and
slaves, and this has to be done before starting the Hadoop services.
Once the method to interact with the cloud testbed and the image were ready
to be deployed, a Java library was created with the objective of managing the
OpenStack resources, creating the on-demand images, copying the configuration
scripts and job data to the Hadoop master image, and executing the job over these
resources. At this point everything was ready to launch Hadoop applications.
Once the job has started, the user will have to wait until the job completion.
This may take a while depending on the number of images selected. When the job
is finished, the output is copied to the Web Server and at that moment the user
will be able to download the results of its program.
After a brief description of the workflow, a deep analysis of each stage of the
project is going to be explained:
1. Preliminary Steps
– Creation of the Hadoop Image
First of all an image running Linux Operating System had to be created.
OpenSUSE 12.1 was chosen but it could be any flavour supporting Apache
Hadoop execution. Once a basic image was running, Apache Hadoop had
to be installed and configured inside the image. Some configuration files
like core-site.xml, mapred-site.xml and slaves require the server and clients
IPs so these files were left unconfigured at the beginning. This image will
work as master and slave due to the only difference between them is the
configuration files that will be created in the execution phase.
1

http://wiki.openstack.org/LanguageBindings
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Fig. 6. WS-PGRADE and Openstack Trace Diagram

– Keystone Access
After creating the master image, the credentials are needed to be able to
access to the OpenStack Identity Service (Keystone) which implements the
OpenStack Identity API. For this purpose, the OpenStack cloud administrator has to be contacted to get these credentials. Thanks to these credentials it is possible to connect to the cloud through this identity service
which is running in the following URL http://<server_ip>:5000/v2.0.
Once these credentials are ready, a user will be able to launch instances,
create new images, allocate IPs, create user keypairs...
– Register Hadoop Image in OpenStack
The next step is to launch the image in OpenStack. Firstly the image has to
be uploaded to the cloud. There are several packages for this purpose like
cloud-utils or euca2ools and the best method depends on the Operating
System from which the user wants to upload the image. Besides, the image
has usually to be prepared before uploading it to the cloud. OpenStack uses
a customized way to launch an instance and the image filesystem just needs
the root partition. If there are more partitions the image won’t boot.
– Create Keypair in OpenStack
Another requirement in the infrastructure is to have access using ssh to
our instances. The solution OpenStack gives us is to upload the public ssh
key (the one corresponding to the user in the server to access the instance)
to be able to access to any instance running in our cloud with public ip.
This feature is mandatory in our Hadoop infrastructure because we have
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to access to the master instance using ssh to copy the input files and get
the results from there.
Connection to OpenStack Infrastructure
This is the first action of the main Java Class implemented to resolve the issue
of accessing to the OpenStack infrastructure. This method is the responsible of
the connection to the cloud using the credentials created in the previous phase
and the parameters needed are the endpoint of the cloud, the user name, the
password and the tenant (project). All this information was created by the
cloud administrator.
Create Master instance of Hadoop
Once a connection to the cloud has been stablished, the first instance has to
be launched and it will work as the master of the hadoop infrastructure. For
this purpose, the image reference generated by OpenStack and the name of
the keypair created to access the instance are needed. At this stage, the image
flavour (tiny, small, big...) to be deployed is also specified.
Create Slaves instances of Hadoop
The real computation of the Hadoop infrastructure is executed in the slaves.
So the next step is to run the number of instances selected by the user in the
SCI-BUS WS-PGRADE interface into the cloud. These instances are launched
in the same way as the master but the configuration script executed in a future
step is different.
Wait until all images are deployed
Depending on the load and the cached images of the server, the flavour selected
for the instances (tiny, small...) and the number of images to deploy this stage
could take longer, and it cannot go on until all images are running and a
private IP is assigned.
Assign public IP to the master instances
At this moment all instances are running but there is no communication with
them from the server, so a public IP needs to be assigned to the master.
There is no need to assign public IPs to the slaves because the master is the
responsible to access and configure the slaves using the private network created
by OpenStack.
Assign Private IPs to the slaves instance
As it was previously mentioned, slaves just need to communicate with the
master, so they need private IPs but they don’t need public IPs, and they are
assigned by the OpenStack services. This is transparent to the user and when
the status of the images is running they all have a private IP working. Both
type of IPs, public and private, will be passed to the master instance from this
Java class.
Connect with ssh to the master instances
Connection with the server is made by ssh, specifically we used JSCH[11].
This is a Java implementation of the ssh protocol. Before trying to connect,
the ssh private key that corresponds with the public key in the keystone has
to be configured. Therefore it will be possible to connect to the master image
without using password.
Copy necessary files to configure and execute Hadoop
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Once there is connection to the master all needed data to run hadoop has to be
copied. These are the server and slaves configuration scripts, the job executable
and the input files. The executable and the input data were submitted by the
user through the web interface, and now they are copied from the web server
to the master image.
10. Configuration and Execution of the applications
Also using ssh, the server script is executed inside the master image getting
as an argument the private IPs of all slaves instances. This script creates the
missing configuration files in the master and slaves and afterwards to start
Hadoop in all resources, the start-all.sh script that comes with the hadoop
installation has just to be executed. This script starts all daemons needed in
the master and slaves.
11. Getting back the results to the Server
If everything works fine, the results will be available at the end of the execution
in the HDFS. The server script is configured to extract the results from this
filesystem and modify its status in a file inside the image that is monitored
by the liferay server. So when the status changes to finished, the web server
copies back the results and updates the web interface to notify the user that
he can download the results.
12. Delete all instances
To clean up all resources the Java class destroys all instances and releases the
IPs used in the execution and the thread responsible of all this work ends.

5

Conclusions

This project represents a new big effort to introduce distributed computing infrastructures to companies, specially SMEs, because they usually have not enough
resources to access them. There are sometimes monetary barriers, there could
be also knowledge problems, and it could be possible to help in both of them.
Sometimes SMEs do not know how powerful these tools are and the competitive
advantages that they can bring to their business, but one of the main goals is to
show and teach them. In some occasions SMEs are not able to afford the usage of
this kind of infrastructures, but one of them may be lent with test and adaptation
purposes. They do not often have the necessary knowledge to use them, and that
is the reason why this portal was created. Some regional companies have already
shown interest in using it, and even, one of them has already tested it.
In the near future, the two main objectives are to improve the portal features
and to continue the dissemination of the advantages of distributed infrastructures
among the SMEs. The improvement of the portal will be focused on adding new
characteristic such as supporting new storage options, giving more control over the
virtual infrastructure, making it more stable and reliable, adding more power in
order to support more simultaneous users, etc. The second one is to reach as many
companies as possible, in order to show them the power of distributed computing
infrastructures and the improvements in access and usability that can be reached
thanks to gateways like WS-PGRADE and its adaptations to specific areas and
applications.
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Abstract. The use of cloud offerings for scientific progress is becoming
an opportunity to tackle moderate computing and large data problems.
This work focuses on analysing requirements from 11 different scientific
communities, ending up with a set of specific requirements to construct
programming models supporting them. This analysis is compared with respect to other requirement analysis such as the Magellan Study, the DMTF
Cloud Reference Architecture and Life Cycle Model, the Cloud Computing
use cases of NIST-ITL, the Cloud Computing Use Case Discussion Group CCUCDG and the FOKUS study on Cloud use cases for the public sector,
focused on specific disciplines or with different objectives. This analysis
reveals the importance of supporting traditional task oriented models and
data-flow oriented models. Finally, the article outlines some successes and
pitfalls which can be of interest for infrastructure such as IBERCloud.

1

Introduction

Cloud infrastructures are becoming widely adopted in business due to its new provisioning models. Reduced burden in resource maintenance and high availabiltiy
attracts especially SMEs when requiring exposing on-line services. Many successful
stories are available [1]. On the other side, it is clearly revealed that cloud infrastructures also imply an opportunity for Big Data problems. Unstructured scalable
data objects, elasticity and reliable queues are interesting assets to exploit for
tackling the problems in many disciplines.
Therefore, the analysis of the requirements of scientific applications and its
matching with the cloud infrastructure services offered, has been an important
point of research to guide the development of new middleware, components and
infrastructures. In this context, VENUS-C [2] project setup an infrastructure and
a set of software components supporting a wide user community of 27 applications
from 11 scientific disciplines, made an analysis of the requirements for this community of 27 applications. However, the most important result from VENUS-C has
been the real evaluation of components that address such requirements. By this
analysis, the feasibility, weaknesses and strengths of state-of-the-art technology
!!
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have been evaluated more in detail. The results are of relevance for guiding the
development of new components and services on top of the cloud infrastructures.
This article is structured as follows. The second section presents a summary of
the conclusions of other several studies dealing with the analysis of requirements
of different user communities, including the scientific community, for cloud infrastructures. Section 3 presents the user community and the requirement analysis
performed in the scope of VENUS-C [2]. Section 4 describes the results of the validation and section 5 presents the conclusions. Sections 6 and 7 include references
and acknowledgements.

2
2.1

Requirements from scientific applications
Cloud Computing Use Case Discussion Group - CCUCDG

This group has produced a white paper [3] on Cloud Computing Use Cases, which
has been periodically updated including new functionalities and concepts. The use
cases presented in this report are defined at a very high-level and considering the
actors (end user, enterprise, cloud provider) and their interactions. From this analysis, seven use cases have been defined: End User to Cloud, Enterprise to Cloud to
End User, Enterprise to Cloud, Enterprise to Cloud to Enterprise, Private Cloud,
Changing Cloud Vendors, and Hybrid Cloud. For each use case, requirements are
defined at a very high abstraction level. Some of the use cases are applicable to
scientific research, although a deeper analysis is needed. The main conclusion of
the white paper is the need for a user-centric approach and the adoption and
development of standards.
Another interesting study from this group [4] analyses the feasibility of moving
to the cloud, defining a three-step approach: 1) Classify Your Information Assets;
2) Determine Your Risks and Requirements; and 3) Calculate Your Return of
Investment.
2.2

Cloud Computing use cases of NIST-ITL

The Information Technology Laboratory from the National Institute of Science and
Technology in the US has developed an study on use cases for cloud computing.
This analysis is part of a general study on cloud computing [5]. The use cases
analysed in this study refer to basic technical functional requirements, specially
focused on public clouds, defining the main actors in public clouds and use cases
in three areas:
– Cloud Management Use Cases, defined at four main levels: Account management, data transfer and management, VM control and information system.
– Cloud Interoperability Use Cases, focusing on data interoperability, dynamic
operation and cloud bursting, application migration and VM migration.
– Cloud Security Use Cases, covering identity management, security monitoring
and data sharing.

!"#$%$!&'''''''(.,
The study concludes with future candidates for use cases, dealing with advanced
functionality such as cloud meta-brokering, data ownership transference among
providers or inter-provider fault tolerance. The study is mainly focused on fine
grain low level details addressing functional requirements that are key for infrastructure provision. However, there are several interesting details for scientific users:
– Interoperability. Two main levels of interoperability are being considered. One
is at the level of data, considering the capability of efficiently moving data
from one provider to another and a second is at the level of migration of VMs.
– Data sharing. Data should be accessible, provided that the proper authorisation is granted by different users duly authenticated in the system.
– Migration of queues of applications based on task. Redirecting jobs of tasks
queues from one IaaS provider to another as a strategy for workload interoperability.
– Cloud-bursting. To redirect local workload from local data centres to the cloud.
2.3

Fokus Fraunhofer study on cloud requirements

The Fraunhofer-Institute for Open Communication Systems FOKUS [6] produced
a report on use cases for the public sector in Germany, mainly focused on eGovernment. It proposes a scenario-driven methodology to consolidate information about
gaps, challenges and opportunities of the adoption of cloud in the public sector.
The scenarios covered are:
– Scenario 1 focussing on analysing the separation of personal and non-personal
data to tackle data privacy issues.
– Scenario 2 aiming at providing seamless interaction between administrations,
enterprises, and citizens, optimizing citizen interaction with the public administration.
– Scenario 3 dealing with using the cloud to provide a business incubator for
SMEs.
This study followed an approach based on both a questionnaire and interviews
with potential users, and a review of the literature. One of the outcomes is the
proposal of demonstrators to be implemented for the scenarios. As conclusion,
special importance for the German public sector are interoperability and security
related use cases considering data protection and access related issues.
2.4

DMTF Cloud Reference Architecture and Life Cycle Model

The Distributed Management Task Force (DMTF) has developed a White Paper
[7] focused on the life cycle of Cloud Services. This report provides a comprehensive set of related use cases in combination with detailed formal specifications of
provider interfaces. The main use cases defined in this report are classified into
four categories:
– Identify. Actors (consumer, service developer and service provider) should be
properly identified.
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– Administer. Cloud should provide capabilities to browse, get and update metadata describing the resources available.
– Deploy and Update. Resources should be provisioned, potentially after a negotiation process and the status should be retrieved. Finally resources must
be terminated.
– Steady state. Push and pull methods should be provided to interact with the
status of resources.
The study has a general focus, although many of their conclusions are extensible
to scientific use cases.
2.5

Magellan Study

Magellan [8] is a project funded by the U.S. Department of Energy Office of Advanced Scientific Computing Research, investigating the potential role of cloud
computing in addressing the computing needs of midrange computing and future
data-intensive computing workloads. This study is based on the experience on a
distributed testbed infrastructure where several representative scientific applications have been selected. The study concluded several finding, among them we
outline:
– Scientific applications have special requirements that require solutions that
are tailored to these needs. Scientific applications often rely on access to large
legacy data sets and pre-tuned application software libraries.
– Scientific applications with minimal communication and I/O are best suited
for clouds, considering current service levels of cloud providers.
– Clouds require significant programming and system administration support.
– Significant gaps and challenges exist in current open-source virtualized cloud
software stacks for production science use.
– MapReduce shows promise in addressing scientific needs, but current implementations have gaps and challenges.
– Public clouds can be more expensive than in-house large systems.
– Cloud is a business model and can be applied at supercomputing centres.

3

Analysis of Requirements

The conclusions of the studies reflect a gap between the needs of scientific applications and the functionality covered by cloud infrastructure providers. Therefore,
we proceed with a requirement analysis along the user community we were planning to serve in the VENUS-C project. This section describes the procedure and
the results of the analysis.
3.1

Scientific User Communities in the Cloud

VENUS-C covered a total of 27 pilot applications, targeting 11 scientific disciplines
and 10 European countries. Figure 1 shows the distribution among communities,
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where the highest represented community is Molecular, Cellular and Genetic Biology. The different pilots are adapting and showcasing the use of widely used tools
in the scientific community in the cloud: BLAST, Jorca, R, Matlab, Energy+,
Autodock, MetaPiga, QSAR, SPM, gCube, GAP and twitter among others. These
traditional versions of these tools used by an existing user community above 5.000
users. The work done in the scope of VENUS-C is supporting experiments relevant
for other European and national projects like PERSEUS, D4Science, HPC-GAP,
SCIEnce, DES, PAU, EDGI, Prosim, eIMRT or microRNA. The results work over
public scientific databases from Life-Sciences, Computational Chemistry, Earth
Sciences, Meteorology, Biodiversity and social data.

Fig. 1. Distribution of applications per discipline.

Considering the countries of the participating institutions, UK, Spain and
Greece are the most represented. Most of the institutions come from Academia,
although an important 30% are research centres and SMEs.
3.2

Approach

The identification of requirements started with the analysis of the scientific scenarios proposed by the users. Technical details such as software architecture, performance, bottlenecks, data flows, programming languages and dependencies, etc.
were requested. This information was aggregated and circulated within the community, who then refined and consolidated their views. After this process, a set
of high-level requirements was identified by the technology experts and presented
to the community, who added more detailed information and updated the list of
requirements. The objective was to be comprehensive and complete. Once a list of
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common high-level requirements was identified, application developers prioritised
the requirements by classifying them as ”mandatory” (compulsory requirements
for the development of the scenario), ”recommendable” (requirements that will
improve the scenario development, although scenario can be implemented without
them) and ”desirable” (requirements that will be interesting to have, but the impact on the scenario is low). Each label had a different weight and each user had
a limited amount of ”virtual credits” to spend in the prioritization, making users
to concentrate in their real needs.

3.3

Outcome of the analysis

A final set of requirements was derived by the application community meeting
the objectives mentioned above. These requirements were analysed again from a
design and technology perspective and prioritised to guide the development of the
VENUS-C execution framework. Table 1 shows the requirements identified, the
results of the elicitation (classifying them as ”mandatory”, ”recommendable” or
”desirable” and identifying the ones that appear during the development process
as not identified), and the actual adoption of the features that implement such
requirements. The actual adoption reflects the share of applications that have
adopted each one of the requirements.
The combination of the perceived relevance for each requirement and the actual
adoption gives a good appraisal of the real relevance of each requirement for the
scientific community involved in the project. Since the community is wide and
diverse, as described in section 1, this information should be a good basis for
further for extrapolation. It can be seen that basic job life cycle management
is confirmed as important, complemented with the advantages of managing data
staging, the elasticity and the support of data flows, are the basic requirements,
along with security and accounting, that were requested and finally adopted. Other
mandatory requirements, such as the support for workflows, the management of
files and queues, the notification, job grouping or capability to access to external
data references were developed in the VENUS-C subsystems but not adopted due
to different reasons.

4
4.1

Validation of the Analysis of Requirements
Approach

For the validation of the requirements, a questionnaire was sent to all the application developers asking about their assesment on the level of fulfilment of the
requirements. This questionnaire presented individual features of the components
developed that address the different requirements, and asked the application developers for an evaluation mark from a Linkert scale (from 1-poor to 5-excellent),
as well as some additional input to understand the reasons supporting each mark.
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Requirement
Secured access
Workflow support
Elasticity Scale-down
Elasticity Scale-up
File data management
Deployment of working instances
Queue data management
Cancellation of a job
Execution of a job
Get status of a job
Notification plug-in
Accounting
Secured access
Grouping of jobs
Executable staging
External storage references
Data staging in/out
Data flow synchronization
Encryption in storage
Execution of Multithreaded binaries
Platform interoperability
Customized VMs support
Local job submission
Metadata management

Classification Actual Adoption
Mandatory
78%
Mandatory
28%
Mandatory
63%
Mandatory
63%
Mandatory
36%
Mandatory
55%
Mandatory
7%
Mandatory
73%
Mandatory
100%
Mandatory
100%
Mandatory
24%
Mandatory
55%
Mandatory
80%
Mandatory
21%
Recommended
95%
Recommended
29%
Recommended
95%
Recommended
43%
Desirable
7%
Desirable
28%
Not identified
39%
Not identified
27%
Not identified
30%
Not identified
29%

Table 1. Identification and evaluation of requirements
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4.2

Results

The results of the evaluation of the different requirements identified in the elicitation process are described in this section. Results on the execution components are
described in table 1 and results on the data access and accounting are described
in table 2. This table shows the features implemented, the mark given in the evaluation and the percentage of use of each feature among the applications. Table
shows features related to execution, data and security.
Feature
Evaluation [1-5] % of usage
Execution of a job
4,53
100%
Executable staging
4,46
95%
Cancellation of a job
4,30
73%
Status of a job
3,83
100%
Grouping of Jobs
4,25
21%
Data flow synchronization
4,22
43%
Data flow staging in/out
4,01
95%
File data management
4,00
36%
Metadata management
3,67
29%
External storage references
4,67
29%
Secured Access
4,50
78%
Encryption in storage
4,00
7%
Execution of Multithreaded binaries 4,50
28%
Elasticity Scale-up
4,11
63%
Elasticity Scale-down
3,90
63%
Workflow support
3,50
28%
Local job submission
3,63
30%
BES interoperability
3,81
39%
Secured Access
4,38
78%
Bill manager
4,00
17%
Accounting portal
4,10
100%
Accounting security
4,00
100%
Usage Tracker
3,75
55%
Table 2. Analysis of the functional features

The result obtained was above the good threshold (4,1) and none of them
received a mark below 3,5. Some features were only adopted by a sub-group of the
applications, so evaluation could be more biased, but 11 of the requirements were
evaluated by more than the half of the users.
The comments and explanations revealed several interesting conclusions:
– Learning curve. Cloud services require training. The largest share of the difficulties in the adaptation of applications happened until the first deployment.
Problem-based learning through representative examples was highly well evaluated, as well as the simplicity of the execution model. Tutoring through the
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setting up of bilateral audio meetings with technical people at developer and
infrastructure sides was highly appreciated.
– Programming models. The support of data flows and task-oriented execution
models was highly appreciated, reaching a good level of satisfaction (above 4) in
all the operations related with job execution, staging, status management and
cancellation. This programming model is very familiar to users, who managed
to adapt legacy applications quick, obtaining reasonable performance results.
Data flow synchronization is even better appreciated. Workflow environment
requires more development to reach a good level of service.
– Interoperability is revealed as a feature highly appreciated by users. The support of standards such as CDMI and BES/JSDL enabled the development
of platform-agnostic client applications that avoid dealing with the particular
API of different storage vendors or deployments, and the support of BES/JSDL
reduced the adaptation process when switching between platforms.
– Elasticity has been the most demanded feature, along with the basic task
life-cycle management. Scale-up is more effective than scale-down, at least in
PaaS.

5

Conclusions

This article shows the results of the requirement analysis and evaluation of 27
scientific applications that were deployed both to a public and private cloud infrastructure. The requirements specified by the users are applicable to other distributed infrastructures, with special emphasis in this case to the elastic provision
of resources
The analysis of requirements takes into account different user communities
and different usage models. Therefore, the identification of requirements can be
considered representative for the scientific community. The analysis of the user
satisfaction of the fulfilment of such requirements in the cloud is affected by the
proper implementation of services and components, considering the results as a
lower bound. Since the result obtained is quite positive (4,1 over 5 of user satisfaction), the conclusion is that those requirements for scientific applications are
feasible to implement and be addressed in cloud infrastructures.
Among the individual requirements, job-based execution models and their associated life-cycle, data staging, secured access and elasticity where the most important requirements considering user perception and real adoption. Among the
features, data flows, support of multicore resources and elasticity are the ones
obtaining the highest value.
From a deeper analysis, users appreciate a low learning curve (the adoption of
classical programming models helps on this point), the provision of data flow programming models dealing with data staging and synchronization and the interoperability through the use of standards such as BES/JSDL, CDMI, WS-SECURITY,
OCCI, etc.
Future development should concentrate on the efficient support of workflows
and programming models specially tailored to efficiently managing data, such as
the generalisation of Map-Reduce like programming models.
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Abstract. The EGI Federated Cloud Task Force started its activity in
September 2011. The mandate of this new Task Force lasts eighteen months
and it was drafted to leverage the flexibility provided by virtualisation
within a EGI federated environment. CESGA is actively collaborating as
a middleware developer and resource provider (RP) within this new task
force. This paper summarizes the experience of CESGA as a FedCloud
resource provider and the results achieved over last year.

Introduction
The EGI grid sites are starting to provide cloud services in order to improve their
service quality. Many EGI user communities would like to benefit from the flexibility
provided by on-demand virtualisation across the infrastructure through a cloud like
environment. Federating these individual virtualised resources is a major priority
in the EGI strategy to enlarge its user base. The FedCloud task force was created
to achieve several objectives:
– Draft a blueprint document [1] to define procedures and requirements for EGI
RPs that wish to share their virtualised resources as part of the EGI production
infrastructure.
– Deploy a federated cloud testbed to evaluate the integration of virtualised
resources within the existing EGI production infrastructure.
– Deploy monitoring, accounting and information services sapated to this new
testbed.
– Research and categorise user community requirements to deploy new services
running on virtualised resources.
– Provide feedback to relevant technology providers on their implementations
and any changes needed for deployment into the production infrastructure.
– Work with user communities willing to be early adopters of the testbed infrastructure to get directions for its future development.
– Identify issues that need to be addressed by other areas of EGI.
To accomplish these objectives the task force activities were split into 9 working
groups [2] each one with its own work group leader. FedCloud work groups are
focused on one or more capabilities. Since the FedCloud testbed deployment is still
in progress, new capabilities must be investigated and addressed. As a consequence,
new work groups could be added in the future when required.
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The CESGA team participate in three of the EGI FedCloud working groups and
also provides resources for the FedCloud testbed. This paper describes the current
EGI FedCloud status on each area. It is organised in the following sections. First,
Section 1 describes the EGI FedCloud testbed, which sites support it and how it
was implemented. Section 2 will present the EGI VM MarketPlace, a VM image
management service based on the StratusLab tool. Section 3 is focused on the
FedCloud monitoring tools. Section 4 explains how the FedCloud accounting gathers
usage records, and Section 5 describes how the FedCloud client tool instantiates
images among heterogeneous frameworks, like OpenNebula or OpenStack. Finally
Section 6 will present the conclusions and future work.

1

EGI FedCloud testbed

The EGI FedCloud testbed is cloud framework technology agnostic, and it does not
force resource providers to use a concrete Virtual Machine Management (VMM)
cloud framework. This flexibility allows to include different cloud frameworks
within a heterogeneous testbed similar to the existing EGI production grid. At this
moment there are nine resource providers available sharing different resources (see
Table 1).

Provider

VMM

Authentication
Capacity
x.509 and
33 octo-core servers
CESGA OpenNebula 3.2
user/pass
(264 CPUs)
x.509 and
10x (24 cores, 100GB RAM)
CESNET OpenNebula 3.4
user/pass
+ 44TB shared storage
x.509 and
10 servers
GRIF
StratusLab
user/pass
(240 cores)
Shibboleth,
25 servers (200 cores,
GRNET
OpenStack
invitation
48 GB RAM each),
tokens
22 TB storage
x.509
4 servers, Dual-Proc AMD
GWDG OpenNebula 3.2
and
Quad-core 2,4 GHz,
user/pass
16 GB Ram, 250 GB HD
x.509 and
16 x (24 cores, 96GB RAM,
CC-IN2P3 Openstack Diablo
user/pass
2TB local disk) = 384 cores
x.509 and
2 Servers Total 4 cores
KTH
OpenNebula 3.2
user/pass
16 GB RAM and 1TB storage
x.509 and
609 cores,
SARA
OpenNebula 3.2
user/pass
4,75 TB RAM
x.509 and
5 x dual quad core
TCD
StratusLab
user/pass
with 16GB RAM
Table 1. EGI FedCloud resource providers.
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OpenNebula and OpenStack are the cloud frameworks used by most EGI
FedCloud RPs. To integrate all these resources, and in long term to provide a robust
federated AAI, the Task Force decided to use the Open Cloud Computing Interface
(OCCI) [3] for API-based VM Management. OCCI is a management RESTful
API for IaaS model based Services designed by Open Grid Forum (OGF) [4]
community. OCCI is not a de facto standard yet but its popularity has increased
significantly and the most popular cloud frameworks (OpenNebula and CloudStack)
have already an OCCI implementation. The CESGA site configured and installed
the latest OCCI 1.1 server to include its cloud resources into FedCloud testbed.
The new OCCI 1.1 OpenNebula implementation server is started as a daemon (see
Figure 1) but after being tested within FedCloud environment RPs have faced
serious constraints.

Fig. 1. OCCI 1.1 server and x509 auth for OpenNebula.

The OCCI 1.1 server (currently available as an update to OpenNebula’s built-in
one) needs an external reverse proxy (nginx or apache) to check x.509 authentication
because it is not able to check user certificates by its own.
Unfortunately due to an OCCI 1.1 OpenNebula design restriction all x.509
certificates are currently mapped to a single OpenNebula account. OCCI should
be configured modifying etc/occi-server.conf file, as example:
BACKEND=opennebula
LOG_LEVEL=debug
# important, server needs to end with a /
SERVER=https://meghacloud.cesga.es/
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#
PORT=<OCCI_HTTPS_PORT>
# OpenNebula RPC2 port (only available from localhost)
ONE_XMLRPC=http://localhost:2633/RPC2
TEMPLATE_LOCATION=etc/occi_one_templates/
##ALL x.509 certificates are mapped to a single user account
ONE_USER=<OpenNebula_USER>
ONE_PASSWORD=<PASSWD>
ONE_IMAGE_TMP_DIR=/tmp
VNC_PROXY_BASE_PORT=0
NOVNC_PATH=public/novnc
# set webinterface to enabled/disabled
WEBINTERFACE=enabled
And it is started using a standalone ruby passenger to listen in a local port:
#ruby1.8 /var/lib/gems/1.8/bin/passenger start -p 3201 -a 127.0.0.1
The Apache reverse proxy forwards all https connections to this local OCCI
port but all user certificates request are mapped to a single ONE USER account.
To solve this issue OpenNebula RPs will migrate their OCCI servers to rOCCI [5].
The new rOCCI API for OpenNebula it’s a Ruby OCCI Framework based on
Phusion Passenger (also known as mod rails and mod rack) module for the Apache
Server, in this case RPs don’t need to run a new standalone service.
Apache webserver loads the Passenger module and takes its control to authorise
and parse OCCI messages (see figure 2). This new implementation is able to identify
user certificates and map them to different cloud accounts. At this moment the
CESGA site has configured a new rOCCI endpoint for testing reasons and probably
more FedCloud RPs will implement rOCCI in a near future. This user mapping
issue is not present in OpenStack, since the OCCI OpenStack implementation
uses the keystone identify API. It is compliant with the set of OCCI specifications
(GFD.183, GFD.184 and GFD.185) and implements all mandatory features. EGI
FedCloud members are working to integrate both implementations (see Section 5).
Another important testbed feature is the discovery of new resources. FedCloud
RPs are publishing their cloud capabilities through an LDAP service (similar to
the BDII service used in Grid). CESGA has deployed an LDAP server to store
RPs capabilities, the new service is a dummy VM (test03.egi.cesga.es) executing a
topBDII [6] service. Only RPs site names and their cloud endpoints are published at
this moment, but there are plans to include more information about RP resources
(bandwidth, storage capabilities, etc.).
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Fig. 2. rOCCI 0.5 framework for OpenNebula.

2

EGI VM Marketplace

The use of IaaS requires dealing with disk images and virtual machines. Stratuslab [7] provides a tool to simplify the distribution of these images, the StratusLab
Marketplace. It is a registry for shared images. The Marketplace is at the center of
the image handling mechanisms in the StratusLab distribution, but the FedCloud
Task Force has gone one step further. Its EGI Marketplace [8] provides a common
place where user communities can share, reuse, distribute or search specific VM
images. This new marketplace is a webservice to be used by cloud user communities
and RPs to store and show available VM images. The primary requirement of the
Marketplace is to allow all users to search the range of available images for ones
which satisfy their requirements, thus avoiding the effort to create a customised
image.
The marketplace does not store the VM images into a common repository but it
shows which RPs have the VM image available at their endpoint. Cloud users should
upload VM images to the RP frontend and then register them. At this moment
there is not an automated way to perform this step. When a new VM image is
stored and registered into the RP local repository it can be also published through
EGI Marketplace. For security reasons all VM images metadata are signed using
user certificates. The process to store and include a new metadata is quite simple,
the EGI Marketplace stores only metadata which points to the image and provides
basic information and integrity verification. To help users, the StratusLab team has
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developed different tools to upload this information, stratus-build-metadata is
a useful command available from stratuslab web to generate a new template:
$ stratus-build-metadata --author=’<VM_author_name>’ --type=base \
--os=Ubuntu --os-version=11.04 --os-arch=x86_64 --image-version=1.0 \
--hypervisor=xen --format=raw \
--comment=’VM testing image at <SITE_NAME>’ \
--compression=none \
--location=’https://occi.host:port/storage/<occi_image_id>’ <image_file>
This command will create a new XML file (Ubuntu-11.04-x86 64-base-1.0.xml)
with a skeleton of the image metadata. The new skeleton already contains the
image identifier based on the image’s SHA-1 checksum. These are used to verify
the correspondance between the metadata description and the actual machine or
disk image file. Any additions or modifications to the file must be done before the
metadata entry is signed by the user. Since the FedCloud Task Force will be using
OCCI for VM management, the VM metadata must provide a location of the image
that is OCCI-compatible. As example for old OCCI 1.1 endpoint XML file should
include the lines which specifies the OCCI endpoints to be used to instantiate the
new VM:
<slterms:location>
https://occi.host:port/storage/<OCCI_ID>
</slterms:location>
<dcterms:requires>
https://occi.host:port/network/<OCCI_ID>
</dcterms:requires>
This configuration will change in the future due to new rOCCI and OpenStack
APIs are based on VM templates instead of endpoints, defined as:
<dcterms:requires>
https://rocci.host:port
</dcterms:requires>
After these changes the new metadata file can be signed and uploaded to the
EGI marketplace executing the following commands:
$stratus-sign-metadata --p12-cert=<user_cert.p12> <metadata>.xml
$stratus-upload-metadata --marketplace-endpoint=marketplace.egi.eu
<signed_metadata>.xml
Once the new metadata is uploaded to market place it will be listed at
http://marketplace.egi.eu, ready to be used and instantiated by any cloud user (see
figure 3).
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Fig. 3. VM metadata available from EGI Marketplace.

3

Monitoring

The cloud resources provided by FedCloud sites should be monitored to check its
status. The FedCloud monitoring system is similar to those demanded on the Grid
infrastructure, where site services are monitored by Nagios [9] to show availability
and reliability statistics. The FedCloud testing consists in an ”external” monitoring,
so no data will be collected from inside the VMs, and will only work if dummy
VMs are instantiated correctly (see figure 4). Besides the FedCloud monitoring
system does not show how many resources are available, this task is assigned to
the FedCloud information system.
Due to the experience accumulated with the Nagios system within the EMI and
EGI projects the FedCloud monitoring system is also based on Nagios framework.
FedCloud members have developed new probes to check the most common cloud
capabilities. The FedCloud monitoring system is still in deployment but is able
to run at least one test on each FedCloud Resource Provider and capability. This
approach has also the advantage to ease the integration of the FedCloud monitoring
framework in the SAM monitoring sytem used by the EGI project to monitor the
production infrastructure.
Some of the current cloud probes implemented at Nagios box are:
– OCCI 1.1 probes with x509 and user/pass auth method. Developed by GWDG
team these probes are able to check OCCI endpoints using Nagios host certificate. This test tries to instantiate a dummy VM and then it is removed.
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Fig. 4. EGI FedCloud Nagios box running cloud probes.

– BDII. Nagios checks FedCloud RP LDAP services if they are up and running.
This test was developed by EGI members. This test only checks if LDAP is
listening at port 2170, it does not check information system sanity.
– Accounting Freshness. Nagios connects to the FedCloud accounting repository
to know if RP accouting records were updated in the last 7 days. If the
accounting records are not updated nagios box returns a critical error (read
next section for further information on the FedCloud Accounting system).
– Cloud Data Management Interface (CDMI) [10] proxy. Nagios detects if the
CDMI proxy is up an running in a specific port. CDMI it is used to create,
retrieve, update and delete data elements from the cloud from different RPs.
– The Marketplace test. This test was designed and developed by The CESGA
team. A Nagios box connects to the EGI markeplace and it creates dummy
VM metadata with a short lifetime. If the new metadata is uploaded correctly
the Marketplace passes the Nagios test.
The status history of all the probes is available trough the Nagios web interface.
Only FedCloud members have access to the FedCloud Nagios box through their
x509 certificate. EGI FedCloud monitoring system does not gather Availability/Reliability statistics based on Nagios probes results but probably it will be implemented
in the future.

4

Accounting

Know how RP resources are being used by user communities is more important
than mere system consistency checks (for the sustainability point of view). This
point is crucial for a future federated cloud infrastructure, and billing requires ID
and timestamp information. The EGI FedCloud accounting is based on the gLite
APEL [11] accounting tool. STFC and FedCloud members have designed a generic
cloud Usage Records [12] to be used by different cloud frameworks like OpenStack
or OpenNebula. The new cloud usage records includes important key fields to
store CPU consumption (CpuDuration CPU time consumed by VM in seconds) or
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network usage (NetworkInbound, NetworkOutbound to store GB received and sent)
among other important fields as such cloud user certificates and RP site name. The
FedCloud team has developed different plugins (for OpenNebula and OpenStack
at the moment) to gather these values from internal cloud databases (see figure 5).
For OpenNebula case, accounting records could be stored into an internal MySQL
database that is processed by APEL plugin periodically.

Fig. 5. EGI FedCloud future accounting system.

This information is transported from different cloud providers to a central APEL
repository hosted in the UK. EGI FedCloud accounting is using a message-oriented
middleware to do this transports. The message broker software currently used in
production is based on ActiveMQ via SSL (SSM). The client runs on the sites
cloud framework box, connecting to the APEL ActiveMQ broker service at STFC.
The accounting client will act as a producer, publishing accounting records as
ActiveMQ messages to a topic on the broker. Finally all cloud accounting records
from EGI FedCloud RPs are stored into a central database.
For security reasons the APEL broker is configured to use certificate based
authentication. The broker will only accept a connection if the client certificate is
trusted by one of the CAs in the trust store. This means all resource providers should
install a valid host certificate issued by a valid CA belonging to the International
Grid Trust Federation (IGTF).
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CESGA and APEL teams are working together to deploy a complete FedCloud
accounting system within EGI JRA1.4 task. In the future those accounting statistics
will available from the EGI Accounting Portal [13].

5

FedCloud client tools

The new FedCloud testbed needs a client tool to check its features and quirks.
FedCloud members have written a blueprint based on a collection of common cloud
usage scenarios. Based on these use cases the new FedCloud client should include
these capabilities.
– The FedCloud client should detect cloud resources by querying FedCloud
information system.
– VM Management. FedCloud users should be able to start/stop/remove a
existing VM image on a remote cloud.
– It should integrate multiple resource providers in a transparent way
– Client users should be able to instantiate or remove VMs in batch from different
RPs.
The CESGA team has developed the first FedCloud client to satisfy these
requirements. The new FedCloud client is now available from github [14] and it
can be used and tested by any FedCloud user. To simplify the installation as much
as possible the client script was written in python an it only requires a few extra
packages. Basically the client tool connects to the EGI MarketPlace endpoint to
see how many VM images are available (the MarketPlace endpoint displays a XML
list, see figure 6).

Fig. 6. FedCloud client tool.
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The client is able to find which VM images are available and where they can be
instantiated (the FedCloud information system is able to display resource usage).
Based on this information the tool displays some important characteristics about
available VMs such as OS, architecture, file size, resource provider, image creator,
etc. The Python script, after VM selection, connects to the RP OCCI endpoint
(for OpenNebula or OpenStack) and instantiates the VM template by a RESTFUL
command. A valid user certificate is required to authorise this command. When a
new VM is instantiated the users can check its status. An important feature (and
FedCloud requirement) is that all VM instantiated within FedCloud testbed have
a public IP. The client can also displays VNC endpoints if available (depends on
RP cloud framework configuration).
The FedCloud client is still on development and some features are not implemented yet. The VM images available from EGI MarketPlace should be included
locally in each RP image repository. A VM image instantiated in certain RP cannot
be uploaded to another RP automatically and vice versa. This is an open task to
be solved by FedCloud team in the next months.

6

Conclusions and Future Work

The FedCloud Task Force is still in a early stage, but in the last months it has
laid the groundwork to create a future European Federated Cloud. An European
federated Grid has been working since long time ago, and it was successfully used by
WLCG and heavy user communities in the last years. As a result of the experience
acquired during these years and the new available virtualisation technologies EGI
members were able to go one step further. National Grid Infrastructures (NGIs)
are now offering privately run cloud services to their national researchers. Many of
these researchers want to share this capability within their international research
collaborations. This model is similar to the way the grid emerged (over a decade
ago) through the federation of institutional batch computing clusters. The new
Federated Cloud Task Force will facilitate the setup of a pan-European federated
cloud based on the resources of these NGIs. This is not a trivial task, and probably
more complex than Grid infrastructure, many issues are still open and sould be
solved the next months. The main issue is to use a cloud de facto standard. The
EGI FedCloud Task Force has choosen OCCI for VM management, but is still under
development. Fortunately it is maintained by a wide community and supported by
the Open Grid Forum. OCCI provides several implementations for the most common
Cloud frameworks and this number increase each day. FedCloud work depends
on the OCCI group and also the cloud frameworks developments. Fortunately,
cloud tools and virtualisation technologies are in continous improvement and this
progress will help to reach FedCloud objetives.
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Laboratório de Instrumentação e Fı́sica Experimental de Partı́culas, Lisboa, Portugal
4
Instituto de Instrumentación para Imagen Molecular (I3M). Centro mixto CSIC –
Universitat Politècnica de València – CIEMAT, Valencia, Spain

2
3

Abstract. The IberCloud initiative was started to study the possibilities
of cloud technologies for scientific computing. A group of four centers has
deployed a federated testbed that will allow researchers of the IBERGRID
community to access an Infrastructure as a Service (IaaS) platform. This
paper summarizes the experience of the initiative in setting up this testbed
that provides access to the resources with a single identity across different
cloud orchestrators.

1

Introduction

Scientific computing spans a broad spectrum of applications, from compute intensive and tightly coupled applications that typically run in HPC (High Performance
Computing) systems, to asynchronous loosely coupled computations that may run
in desktops or small clusters. HTC (High Throughput Computing) infrastructures,
such as Grid infrastructures and mid sized clusters, empower scientists to perform
analysis of the ever-increasing data from their experiments and simulations.
The cloud computing model has been a major trend in the enterprise applications for the last years. There is also a increasing interest in the evaluation of
cloud computing for scientific needs, but there are still open issues that need to
be addressed [1]. IberCloud is a new initiative within the IBERGRID collaboration [2], leaded by four of the main centers of IBERGRID: Instituto de Fı́sica
de Cantabria (IFCA), Laboratório de Instrumentação e Fı́sica Experimental de
Partı́culas (LIP), Fundación Centro de Supercomputación de Galicia (CESGA)
and the Grid y Computación de Altas Prestaciones group (GRyCAP) at Universidad Politécnica de Valencia, was formed to study the possibilities of cloud like
access to the available resources for scientific research.
IberCloud tries to find the requirements that scientific users may have for using
cloud technologies by deploying a federated testbed where both users and resource
providers can experiment and find out which are the needed changes to the current
!!
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cloud frameworks to support science, and if the scientific workloads are suitable
to take advantage of a cloud-like access to computing resources.
The objective for the initial testbed of IberCloud is to offer an Infrastructure
as a Service cloud platform, where users can start their virtual machine instances.
This testbed is integrated by the several cloud back-ends already installed at the
sites that have been modified to support a single federated identity. In this work we
describe the experience in setting up this testbed, our view in the current issues,
potential solutions, and future work.

2

Previous Experience

Cloud computing is largely enabled by virtualization techniques, which is a a key
technology for managing modern data centers. The use of virtualization allows
the abstraction of the physical hardware, multiplexing it into different isolated
and encapsulated virtual machines (VMs) that run their own operating system
and applications. The isolation of VMs prevents influences from misbehaving VMs
to impact on other running VMs, while encapsulation of VMs gives the means to
provide load balancing and high-availability techniques. Virtualization also enables
the consolidation of services by providing support for a wider range of services with
the same physical hardware, that leads to a more efficient usage of the infrastructure and a reduction of maintenance costs.
Scientific data centers are also increasing their use of virtualization for the
management of their resources. Along with the resources supporting the execution
of the scientific applications, there is a growing number of additional services that
support all users and projects in which researchers are involved. High-availability is
required for some of these additional services, since any malfunction may cause the
interruption of the infrastructure usage, not just limited to a single data center, but
even preventing the usage of national or international infrastructures in the case
of Grids. Virtualization has allowed the consolidation of servers and the provision
of high availability [3] for those services hosted at the scientific data centers.
All centers participating in the IberCloud initiative have large experience on
running these kind of virtualized services. However, the virtualization techniques
are rarely used for the hosts that execute the final users applications, due to
perception of the negative impact of virtualization on CPU and I/O performance.
Nevertheless, IFCA runs a complete virtualized grid infrastructure with minimal
impact on the performance due to the use of PCI pass-through [4] techniques that
provide almost native performance on I/O devices.
The IberCloud centers have also been active in the cloud area. CESGA has been
involved in various cloud related projects like Nuba5 , Bonfire6 or FormigaCloud7 .
GRyCAP has participated in projects like VENUS-C8 , or EuBrazil OpenBio9 . The
5
6
7
8
9

Nuba project: http://nuba.morfeo-project.org/
BonFire project: http://www.bonfire-project.eu/
FormigaCloud: http://formigacloud.cesga.es
VENUS-C project: http://www.venus-c.eu
EuBrazil OpenBio: http://www.eubrazilopenbio.eu
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GRyCAP team has also developed several cloud tools like VMRC [5] for indexing
and storing virtual machine images together with the appropriate metadata that
describes their hardware and software features, or CloudComPaas10 for establishing QoS agreements between users and resource providers.
All sites have experience in deploying cloud middleware, with OpenNebula [6]
or OpenStack [7] installations already existing at the centers for testing or production use.

3

IberCloud Overview

IberCloud consists of a set of sites that provide an Infrastructure as a Service
(IaaS) cloud platform that can be used in a federated way. Figure 1 shows the
initial architecture of the initiative. Each resource center runs a cloud middleware
stack that provides users with the capability to provision virtual machine instances
where they can run and deploy arbitrary software through the use of a Cloud API.
A Federated Identity mechanism enables the use of a single identity across the
different resource providers. The cloud middleware may require modifications for
supporting the federated authentication.

 

  





 

 

 
 

 
 









 









Fig. 1. IberCloud general architecture

Users access the resources through a user friendly interface, ideally web based,
that supports the different Cloud APIs and the federated identity mechanisms.
Direct access to the APIs is not restricted and advanced users might construct
their own tools on top of these APIs.
10

CloudComPaas: http://www.grycap.upv.es/compaas
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In the next sections we describe the level of realization of this initial architecture
and the future steps to complete it.
3.1

Initial Testbed

All sites participating in the initiative have committed resources for the IberCloud
testbed. Each of the sites provides a fixed number of virtual machine types, defined
by the number of CPU cores, and the amount of memory and storage. Table 1
summarizes the current offerings. External access to the machines may be granted
through public IPs or through VPNs. No specific cloud middleware is imposed to
join IberCloud, each site can install their preferred software. Our current solutions,
as described in the next sections, are focused in OpenNebula and OpenStack since
they are the ones deployed at the sites. However other middleware may be also
considered in the future.
The images available to run at each site is not mandated by IberCloud, each
middleware might provide different methods for obtaining the list of available
images.

4

User Management

The IberCloud initiative seeks the provision of a federated testbed where users
are able to access the distributed resources using a single identity. The following
requirements for the authentication mechanism were established:
– The authentication mechanism should be based on well-known and reliable
technology. It must work across all the cloud implementations in the resource
centers with minimal modifications if any.
– It should be easily deployable within a limited time-frame, since the objective
is to have a working platform for users as soon as possible.
– It should be easy to integrate with site authentication systems and be flexible
enough he support different models of federation (e.g. at country level or at
site level).
Grid infrastructures base the authentication and authorization of users on personal X.509 certificates and their proxy derivatives. While a broad community of
users from IBERGRID are already familiarized with these authentication mechanisms, they are considered to be one of the main barriers for new users and
communities. Moreover, support for X.509 authentication is not currently available at all the cloud middleware implementations deployed at the resource centers.
Similarly, federated identity authentication mechanism, based in SAML [8] (like
Shibboleth [9]) or OpenID [10], lack proper support in the current implementations, hence they where discarded for the initial setup of the testbed.
Besides authentication backed by a database, both OpenStack and OpenNebula provide LDAP [11] backed authentication. LDAP is a well-known solution for
authentication widely used within the centers participating in the initiative. The
experience running and managing this kind of services, the out-of-the-box support
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CESGA Instance Types
Cloud middleware
OpenNebula
Name
small medium
large
small-kvm small-occi
Number of cores
1
4
8
1
1
Memory (MB)
1024
4096
8192
1024
1024
Disk (GB)
40
60
80
40
40
Interconnection network
10G Ethernet
Outbound connectivity
Pool of 254 public IPs
IFCA Instance Types
Cloud middleware
OpenStack
Name
m1.tiny m1.small m1.medium m1.large m1.xlarge
Number of cores
1
1
2
4
8
Memory (MB)
512
2048
4096
8192
16384
Disk (GB)
0
60
80
40
40
Interconnection network
Gb Ethernet
Outbound connectivity
VPN, pool of public IPs
LIP Instance Types
Cloud middleware
OpenNebula & OpenStack
Name
small medium
large
Number of cores
1
2
4
Memory (MB)
512
1024
4096
Disk (GB)
10
40
100
Interconnection network
Gb Ethernet
Outbound connectivity
VPN, no public IPs
GRyCAP Instance Types
Cloud middleware
OpenNebula
Name
tiny
small
medium
large
Number of cores
1
1
2
4
Memory (MB)
512
1024
2048
4096
Disk (GB)
20
40
80
80
Interconnection network
Gb Ethernet
Outbound connectivity
Pool of 32 public IPs
Table 1. Site Capabilities
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in the cloud middleware, and the possibility of creating hierarchical trees for federating at the site or country level made LDAP the best solution for authentication
in IberCloud.
Access to the resources is granted to scientists within the IBERGRID community after registration in a user portal developed from scratch for this purpose and
described below.
4.1

LDAP Architecture

The LDAP architecture for the federated testbed consists of a central LDAP
server managed by LIP against which the cloud middleware authenticates the
users. Fig. 2 shows the different namespaces in the server. Under a common
dc=ibergrid,dc=eu DN there are two main tree branches, one for each of the
countries: c=pt for Portugal, and c=es for Spain. These branches can be further
subdivided in sites. This allows to delegate the management of branches to each
country or to each site. This kind of division also permits the integration of the
site specific authentication databases in the system. At later stages the trees can
also be split in different servers when the system needs to scale. Users which do
not belong to any of the sites, are located in the general branch available per
country. Additionally, there is a set of roles defined in the ou=roles branch that
are used to access the LDAP server, e.g. read-only role for the cloud middleware,
or administrators roles for branch managers.

cn=readonly ou=roles
cn=
general PT users

ou=users

LIP users

ou=lip

general ES users

ou=users

CESGA users

ou=cesga

IFCA users

ou=ifca

UPV users

ou=upv

c=pt

dc=ibergrid, dc=eu
o=cloud

c=es

Fig. 2. LDAP namespaces and branches.

There are additionally constraints to be considered for the organization of the
LDAP server. Users should be identified by an e-mail address, instead of the full
DN. The e-mail should be easy to find without having to guess the full suffix
(country, site) for the user. Furthermore, LDAP authentication implementation
in OpenNebula requires a common unique DN suffix for all users. In order to
overcome those limitations, a special setup is performed within the ldap server: all
users are remapped to o=cloud,dc=ibergrid,dc=eu, regardless of their location
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in the different branches, and e-mail addresses are considered valid DNs. With this
setup we get the advantages of a hierarchical namespace with the simplicity of a
flat namespace.
Each user entry is based in the posixAccount class, which is used in most sites
for user identification. All passwords are stored encrypted. An extra field, called
userCloudKey, is also added to the user entries to support APIs that require a
shared secret key between the user and the server (like Amazon EC2 API [12]).
The following access policies are in place in the server:
–
–
–
–

Server can only be accessed over SSL.
User credentials are checked by authenticating against the server.
Users can only read their own LDAP record and can only change the passwords.
Any other operation requires a special role which are password protected and
can only access the server from a restricted set of IP addresses:
• Cloud middleware use read only access which can only perform partial
reads and list users.
• Each site branch has a role with full administrative rights on its branch.

The use of the LDAP authentication with the deployed server architecture was
not straightforward for the cloud middleware available in the sites. In the case
of OpenNebula, different authentication modules can be plugged to the system,
including one supporting LDAP. This LDAP module does not support accessing
the server over SSL, so it was necessary to introduce minor changes in the module
to allow it. With this change implemented the users can use the native OpenNebula
API with their IBERCLOUD credentials, however any other APIs supported by
OpenNebula implement their own authentication methods and do not include
support for LDAP. This limits the utility of the LDAP authentication in our
environment. We are in contact with the middleware developers in order to find a
solution for this problem.
In OpenStack, authentication is performed centrally by a service named Keystone. It also provides pluggable authentication modules, including one with LDAP
support. This LDAP module forces a particular schema on the server that did not
fit our deployment. We have extended this module to support arbitrary schemas,
hence being able to use our server for authentication. The advantage of the centralized authentication service in OpenStack is that every supported API can use
the same methods without further modifications.
4.2

User Portal

Users of the cloud pilot are managed through a web portal 11 that provides a way
for new users to register and do basic managing of their accounts. The registration
process is similar to the one of the VOMS [13] service:
1. Users request for an account in the registration portal by filling basic information about affiliation and intended use of the resources. Fig. 3 shows this
registration form. If the user already has a valid IBERGRID certificate, this
information is not required.
11

IberCloud web portal: http://cloud.ibergrid.eu
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2. A verification e-mail is sent to the user with a URL for confirmation of the
request.
3. Once the request is confirmed, the user will appear in the administration interface of the portal, where the cloud administrators can accept or reject the
request. If the user is accepted, then a new entry will be created in the LDAP
server with the user credentials.
4. The user is notified via e-mail of the acceptance of the account and can start
using the resources.

Fig. 3. Registration form in the IberCloud portal

The portal also provides information on the available resources and how to
access them.

5

Access to the resources

One of the objectives of this initiative is to provide a user-friendly interface for the
resources by leveraging from existing efforts in the area. Although a single identity
can be used across the two supported cloud middlewares, there is no single API or
user interface that can access both middlewares with this single identity. As shown
in Fig. 4, OpenStack supports the native OpenStack API as well as Amazon EC2
API. With the KeyStone modifications, both APIs can authenticate against the
IberCloud LDAP server. In the case of OpenNebula, three different APIs can be
used: native XML-RPC API, Amazon EC2 API and OCCI[14]. Since each of them
implement authentication independently, only the native XML-RPC API is able
to use the LDAP authentication.
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sunstone

hybridfox

horizon

Web
Interfaces

Compatibility
Layer

Cloud
Middleware

deltacloud

XML-RPC
OpenNebula

OCCI

libcloud

EC2

EC2

OpenStack

Fig. 4. Cloud APIs and tools. In the top layer, web interfaces. In the middle later,
compatibility tools that are able to interface more than one API. In the bottom layer,
the cloud middleware and the supported APIs.

There are tools that provide a compatibility layer on top of some of these
APIs, like Apache libcloud12 . libcloud can access all the provided APIs, but to our
knowledge there are no user-friendly tools built on it. Other tools like deltacloud13 ,
also from Apache, support interfacing several APIs but the lack of support to the
native OpenNebula API, limits its usage in our case. The HybridFox14 plugin that
is able to interface resources using the EC2 API is in a similar situation.

6

Next Steps

The IberCloud iniative has deployed a initial testbed for researchers within the
IBERGRID community. Initially, these resources are available to selected users
that have registered in the web portal. These users will collaborate in defining
use cases and establish a set of requirements for effective use of the resources for
scientific computing. Although this use case analysis phase is not yet started, we
have already started working on improving the authentication and image contextualization.
6.1

Authentication

One of the main reasons for the LDAP authentication was the possibility of having
a fast deployment of services with minor modifications to the current middleware
12
13
14

Apache libcloud: http://libcloud.apache.org/
Apache deltacloud: http://deltacloud.apache.org/
HybridFox: http://code.google.com/p/hybridfox/
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installations available at the sites. However, a better support for LDAP in all the
APIs is needed, now users are restricted to incompatible APIs that difficult the
usage of resources in a federated way. We are in contact with OpenNebula and
OpenStack developers for solutions to this problem. Furthermore, alternative authentication methods are being investigated, in particular VOMS-based authentication and SAML-based. VOMS-based authentication would allow using user
certificates with the VOMS extensions to authenticate and to take authorization
decisions based on the VOMS attributes, as is done right now in the Grid. SAMLbased authentication would allow the usage of federated identity infrastructures
that already exists in several institutions.
6.2

Contextualization

In an IaaS cloud, users become the administrators of their infrastructure. They
no longer control jobs like in current grid infrastructures but virtual machines.
On top of those virtual machines they execute their real workload, but no extra
management is provided by the resource provider. For some applications this kind
of service may be enough since they can be executed directly on the virtual machine, but for more complex workloads most users need assistance in installing and
configuring the software needed to run their scientific applications.
We have started to develop tools for virtual machine contextualization that
would provide users with ready to use environment in the instances started. This
tool is able to install and configure a set of predefined and commonly used software
that the user can request by defining some meta-data at the time of instantiation.
Once the user logins into the machine, all the requested software will be ready to
use.
A higher level abstraction like in PaaS (Platform as a Service) or SaaS (Software
as a Service) cloud models may be needed for even more complex scientific that
imply the coordination of several virtual machine instances. The evaluation of
the use cases will allow us to determine the need for such service models in our
infrastructure.

7

Conclusions

IberCloud has deployed a federated Infrastructure as a Service (IaaS) testbed
distributed across four institutions that share a LDAP-based identity provider
for integrating resources managed by different cloud middlewares into a common
platform. This testbed will allow researchers to use the resources after being registered in a newly developed web portal that manages the user accounts in the
LDAP server. Access to the testbed is performed through independent APIs or
web interfaces offered by each site.
A centralized web portal allows the easy registration of new users of the infrastructure and the management of those users by the testbed administrators. The
initial set of users will collaborate in defining a collection of use cases that will
allow us to evaluate the use of cloud-like access to resources for scientific usage
within the IBERGRID community. Although the collection of use cases has not
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started, we have already identified several areas that will require further developments like: improvements in the authentication, provision of compatible APIs
across the cloud middleware, virtual image management and contextualization,
or user friendly interfaces. The use cases will further determine which additional
requirements to the available frameworks are needed to support the researchers.
IberCloud is open to users and centers to join the initiative. We are in contact
with the EGI Federated Clouds Task Force15 , that is also evaluating the cloud-like
access to the resources available in the EGI infrastructure.
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Abstract. This paper summarizes the works towards a Service Oriented
Architecture to abstract the execution of scientific applications under different programming models, with a special focus on High Throughput
Computing. The platform features SLA-aware capabilities based on WSAgreements and the ability to deploy customized virtual infrastructures
with support for different IaaS Cloud providers. The proposed architecture
features both horizontal (scale in/scale out) and vertical (scale up/scale
down) elasticity capabilities in order to automatically fit the virtual infrastructure to the dynamic computing requirements of scientific applications.
An overview of the platform is described, together with the current implementation state and issues to be considered.

1

Introduction

In the last years, many computing and data management infrastructures and technologies have been developed with the aim of providing resources in a scalable,
transparent and reliable way, as any other utility. E-Infrastructures such as Grids
have played an important role on integrating, sharing and exploiting distributed
environments, and large experience has been acquired in many research groups.
However, this model of IT resources as utility has not been really available until
the development of Clouds. There is a great opportunity in both science and industry to use more efficiently computing infrastructures, reducing costs, production
cycles, risk and environment impact. However, it still takes considerable effort to
adapt current applications to Cloud environments.
Cloud infrastructures offer resources for computing and storage in the form of
services, providing the flexibility, scalability and high availability needed by many
scientific applications. The execution of applications in this kind of infrastructures
is made by means of Virtual Appliances (VA), consisting of a Virtual Machine
(VM) that includes the application and the entire environment required for its
execution (numerical libraries, databases, runtime environments, etc.).
It is important to ease the development and deployment of applications in
Cloud environments. In order to achieve this, suitable services and models have
!!
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to be provided so that the effort required to successfully adapt applications to
Cloud environments can be drastically reduced. Services will ease the management,
contextualization and execution of the resources and applications, and models will
enable applications to exploit the functionalities exposed. This means that many
existing applications will benefit from the resources offered by cloud environments,
while researchers will not need to spend time learning how to run their applications
in a Cloud.
To that end, this paper outlines an architecture that aims at abstracting the
execution details of scientific applications under different programming models on
Cloud infrastructures with support to Service Level Agreements (SLA) features in
order to guarantee the level of quality of service delivered to the application. The
architecture aims at managing both horizontal and vertical elasticity in order to
fit the underlying virtual infrastructure to the requirements of the application.
The remainder of the paper is structured as follows. First, section 2 outlines
the general architecture proposed. Next, section 3 introduces the management of
SLAs in order to guarantee the proper allocation of resources and the continuous
fulfillment of the agreement during the execution of the application. Then, section 4
covers the approaches considered to manage elasticity both horizontally (increasing
and decreasing the number of resources) and vertically (increasing and decreasing
the capacities of resources). Finally, section 6 summarizes the paper and points to
future works.

2

General Architecture to Abstract Execution

Figure 1 summarizes the main architecture employed to abstract the execution of
scientific jobs on a Cloud under different programming models. Support for different programming models has been considered to be included in the platform
(in particular MapReduce, Workflow, Master/Slave and MPI). In particular, this
paper focuses on Master/Slave in the shape of the High Throughput Computing (HTC) paradigm implemented by means of PBS/Torque or by other related
approaches such as Condor.
According to the figure, first of all the user has to describe the jobs to be
executed and the requirements of the virtual infrastructure required to support
the execution of the jobs (step 1). The jobs are described via a domain specific
declarative language based on XML that declares the main properties of a job
(executable file, input files, output files, computational requirements, elasticity
rules, etc.). Most properties are common to different programming models but for
High Throughput Computing (HTC) the scheme of independent jobs is commonly
assumed. The infrastructure is defined by means of the Resource Application Description Language (RADL) language, a declarative language that specifies the
desired capabilities of the virtual infrastructure, which has been employed in previous works [1]. The RADL aims at describing at a higher level the VM infrastructure that a user needs for a specific task. Concerning the description of the
jobs, in case local files are referenced, these are copied to a Cloud Storage that
supports the Cloud Data Management Interface (CDMI) standard (step 2). The
usage of CDMI provides a uniform interface to store and access files regardless of

!"#$%$!&''''''')10

ůŝĞŶƚ^ŝĚĞ

!
!"#$
(#)*#$+,#-."
%&'" / 0-1$2".$*3.*$#

KH(9'-<)+
L#-3

"#$%"&#'$("&)%*+(,)-./.0

%&'"

sDZ

MH(9%+(C.#6./<<)*6(
<#$%&(N;5O(
.%J').%<%*+3

IH(7%2)*%(.%J').%<%*+3H

"#$%"&#'$(
9%.:)4%

450

(#)*#$+,#-."

450

450

WH(9%/.4X(Y51
PH(7%C&#0(;5(5/3+%.

1*2./3+.'4+'.%(
5/*/6%.

GH(9+#.%(&#4/&(2)&%3

IKH(V%+(.%3'&+3

BC%*D%-'&/
QH(7%C&#0(
5/3+%.(
)*3+/*4%

IGH(9+#.%(
#'+C'+(2)&%3

E</?#*(9K( @)*$#U3(E?'.%(
,#4/&(9+#./6% -/4A%*$
9+#./6%(
-/4A%*$

E</?#*(F"G

SH(7%C&#0(
@#.A%.(
)*3+/*4%3

RH(7%C&#0(
@#.A%.(
)*3+/*4%3

"7518-/3%$("&#'$(
9+#./6%

BC%*9+/4A
!""#
$%&'(

"#*+%>+'/&)?/+)#*
9%.:)4%
;.#6./<<)*6(
5#$%&(=(5/3+%.

ITH(9#2+U/.%()*3+/&&/+)#*

"#*+%>+'/&)?/+)#*(
E6%*+
IIH(9'-<)+(L#-3(
/44#.$)*6(+#(;5

;5(=(
@#.A%.

;5(=(
;5(=(
@#.A%.
;5(=(
@#.A%.
@#.A%.

Fig. 1. General Architecture for Programming Model Management on the Cloud. The
figure focuses on the master/slave programming model (based on PBS/Torque).

the actual back-end employed (for example Windows Azure Storage or Amazon’s
Simple Storage Service (S3)). This way, the input files for the jobs will be retrieved
from the Cloud storage prior to executing the jobs at destination.
The jobs, that include the description of the desired virtual infrastructure are
submitted to the CodeCloud Service (CCS) (step 3). This service is in charge of
mediating between the users and a Cloud and orchestrates the rest of the components of the platform. The CodeCloud Service analyzes the programming model
specified by the user for the execution of the jobs and it determines the set of
additional requirements for the master VM of the underlying virtual infrastructure to support the execution of the jobs under a specific programming model
(step 4). In the figure, the focus is set on the Master/Slave programming model
by means of PBS/Torque. Therefore, in this particular case the underlying virtual
infrastructure should comply with both the requirements imposed by the user (in
terms of capabilities of computational resources, and software installed) and the
deployment of both PBS/Torque to support the specific programming model.
To manage the deployment of the specific virtual infrastructure employed to
support the execution of the jobs, the CodeCloud Service delegates on the Infrastructure Manager (IM) (step 5). The IM, deeply covered in [1], provides the
CCS with a set of functions to enable the effective deployment of a computing
infrastructure on a Cloud, as well as operations to modify it on demand. The IM
takes as input a RADL document that describes the desired virtual infrastructure
(in terms of virtual machine’s features) and proper credentials to access a Cloud
and it performs the deployment of a virtual infrastructure. It currently supports
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both public Cloud providers such as Amazon Elastic Compute Cloud (EC2) and
private Clouds based on OpenNebula and OpenStack.
For that end, the Infrastructure Manager can contact the Virtual Machine image Repository and Catalog (VMRC) service [2], which is a software that enables
users to register Virtual Machine Images (VMIs) together with their metadata
(hypervisor, OS, applications installed, etc.). This way, the IM can use the specifications issued in the RADL document in order to query the VMRC for the most
appropriate VMIs that satisfy a given set of requirements (step 6). For example,
a user might specify that a certain job requires a specific GNU/Linux distribution with a particular version of the Java Development Kit. This query can be
translated into the VMRC.
Back to the workflow in Figure 1, the Infrastructure Manager deploys an instance which assumes the master role, in the case of the Master/Slave programming model (step 7). The idea is to deploy a self-managed master that manages
the life cycle of the execution tasks. That instance is instrumented with a contextualization service that will be later employed to install the dependencies on both
the Master the Worker instances. These Worker instances are again launched by
the IM, as requested by the Master instance with the additional set of requirements that these nodes require to properly execute the jobs (steps 8 and 9). The
Worker instances have a contextualization agent that contacts the contextualization service in order to automatically deploy the required software (for example,
the PBS/Torque client together with the dependencies specified by the user) (step
10).
Once the virtual infrastructure is up and running, it is time for the Master
instance to submit the jobs to be executed on the Worker instances and monitor
their execution (step 11). Notice that the virtual infrastructure is created ad hoc
for the job execution request, and it is not shared by other users. The generated
output data is stored on the CDMI-based Cloud Storage so that the results can
later be retrieved by the client (steps 12 and 13).

3

SLA-aware Platform

The execution of scientific applications in Cloud infrastructures is a process driven
by the user’s requirements and expectations, and therefore the assurance of the
Quality of Service (QoS) levels becomes a relevant topic. In the context of Cloud
Computing, QoS is defined as the measure of the compliance of certain user requirement in the delivery of a Cloud resource. In the scenario of execution of
scientific jobs, some QoS requirements may be the total time to execute the jobs
or the budget used to deploy the resources. In order to provide guarantees in the
delivery of the expected QoS level to users, several approaches have been explored.
In [3], the authors propose Service Level Agreements (SLAs) as the vehicle for the
definition of QoS guarantees, and the provision and management of resources. An
SLA is a formal contract between providers and consumers, which defines the resources, the quality of service, the obligations and the guarantees in the delivery
of a specific good.
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Using this approach, the execution of a Master/Slave scenario may be modeled
in a SLA document together with some elasticity rules. An SLA-aware Cloud
platform should be able to deploy the master and slaves nodes, executing the jobs
and scaling the virtual infrastructure according to the elasticity rules specified
by the user in the job definition. That way increasing the number or capacity
of running nodes would reduce the execution time of the application when the
number of jobs is high, and decreasing the number or capacity of running nodes
would reduce the cost of the infrastructure when the number of jobs is low.
To achieve that goal, we introduce Cloud ComPaaS. Cloud ComPaaS is a
software platform for the deployment of an SLA-driven layer on top of existing
deployments. This platform has been developed as a testbed tool for diverse SLAaware Cloud resource management techniques inside our research group, although
there are plans for releasing it as an open source development.
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Fig. 2. Architecture for SLA Management.

The architecture of Cloud ComPaaS is designed to produce a set of loosely
coupled components that interact among them. The decentralized and distributed
nature of its design improves the platform flexibility and resilience, and the loosely
coupled interfaces between components improve adaptability and extensibility. Figure 2 introduces the architecture for SLA management. The following sections
summarize the main functionality of Cloud ComPaaS by detailing its main components.
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3.1

Components

The SLA Manager is the entry point to the Cloud ComPaaS platform. The SLAdriven nature of the platform implies that every interaction between components
is performed by means of SLAs (in particular, the WS-Agreement specification is
used to describe agreements). The SLA Manager can build agreement documents,
check an agreement offer for correctness and register a new SLA. The four basic
operations supported by this component are search, create, query and delete.
The Orchestrator is the central component of the platform and acts as a global
coordinator with an overall view of the state of the other components.
When a new SLA is accepted by the SLA Manager, a deployment request
is sent to the Orchestrator. This component keeps a view of all the available
Cloud backends, and performs the scheduling of the resource allocation based on
the SLA requirements and the available resources. The Orchestrator manages the
deployment process by delegating the allocation operations to an Infrastructure
Connector. Hence, this component selects the Cloud backend that will deploy the
resources, depending on the user’s requirements.
The Orchestrator performs a sequential process for the allocation of resources.
This way when a user requests a Virtual Service, the Orchestrator deploys a set
of Virtual Machines, retrieve their endpoint references and stores, installs and run
the selected software on them.
The Infrastructure Connector is the component in charge of translating the
infrastructure SLA (WS-Agreements) into the RADL language in order to properly
delegate the deployment of the virtual infrastructure to the aforementioned IM.
This way, it is possible to take advantage of the already deployed IM, which enables
access to the VMRC catalog, support for multiple IaaS Cloud providers, etc. This
connector enables to link ComPaaS with the rest of the system architecture.
3.2

SLA-driven lifecycle assessment in Cloud ComPaaS.

In Cloud ComPaaS the SLAs dictate the lifecycle of Cloud resources. This section
describe the lifecycle of resources in a typical usage scenario and details the role
fulfiled by each component.
The SLA Manager component provides the entry point and user interface to
the operations related to the management of agreements, in the system. Users can
search the system for available SLA templates by querying the SLA Manager.
The user can modify the values on this document to generate an agreement
offer. The create operation presents the SLA Manager with an agreement offer.
The component checks that the offer complies with the agreement template. If this
operation fails, the offer is rejected. If the offer is well defined, the SLA Manager
sends it to the Orchestrator to schedule its deployment. If this operation fails, for
instance because no free resources are available, the offer is rejected.
After an agreement has been accepted and its resources have been allocated,
the SLA Manager registers the agreement. Users can hence query the state of
agreements that they have sent to the platform (including the rejected ones) and
delete an active agreement. Accepted agreements are sent to the Orchestrator,
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which deploys the resources required by the SLA. If the deployment process completed and the SLA is not rejected during the process, the SLA Manager proceeds
to the monitoring of the agreement terms and guarantees states.
The monitoring process consists on the monitoring of service and guarantee
terms. Service term monitoring implies gathering monitoring information from the
Cloud, which serves to determine the state of each different resource (for instance,
the amount of free CPU or memory for a Virtual Machine). The guarantee term
monitoring uses the information retrieved from the Cloud to determine the status
of the guarantee term (for instance, if the amount of CPU that is free on the Virtual
Machine is under a given threshold, then the guarantee is fulfilled). After each
monitoring cycle, the SLA Manager performs several additional actions, related
with the agreement assessment, such as accounting and billing, or it executes
corrective actions, in the case that guarantee terms are violated.
This monitoring continues until one of the following conditions becomes true.
– The SLA is completed. This condition can be met if the SLA is defined for a
certain period of time, or when it is defined on the basis of particular objectives
(e.g. associated to an individual experiment or execution), which must be
completed.
– The SLA is terminated by the consumer (e.g. to avoid consuming resources
when the results obtained are sufficient to understand an experiment).
– The SLA is rejected by the provider. Accepted SLA can be rejected by the
platform at any time, although this form of termination may involve penalties
to the service provider.
These are the three terminal states of an SLA. When the agreement reaches
one of these states, the SLA Manager request the undeployment of resources,
which is forwarded by the Orchestrator to the corresponding backend. Once the
deallocation of resources is performed, the SLA Manager stops the monitoring
process and the SLA is eliminated from the system.

4

Elasticity Management

Managing the inherent elasticity that arises from the usage of Cloud infrastructures
is of paramount importance in order to accommodate the virtual infrastructure to
the dynamic execution requirements of the applications.
Two elasticity modes are currently being considered, as shown in Figure 3. On
the one hand, horizontal elasticity enables a set of VMs to dynamically grow/shrink
by provisioning/releasing new VMs. On the other hand, vertical elasticity enables
a single VM to dynamically increase/decrease its computational capacity (in terms
of CPU and memory) depending on the dynamic requirements.
To understand the benefits of horizontal elasticity consider the following scenario. A parameter sweep application (HTC) that dynamically generates jobs to be
executed is submitted to the platform. This allocates a certain number of virtual
computational resources to allocate the execution of jobs. If the job submission
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scale out
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Horizontal Elasticity

Vertical Elasticity
Fig. 3. Elasticity modes considered. Vertical elasticity dynamically increases/reduces the
capabilities of a VM. Horizontal elasticity dynamically increases/decreases the number
of VMs.

rate starts increasing and the related SLA provides room for increasing the underlying virtual infrastructure, then the virtual platform scales out by provisioning
new virtual machines to accommodate the execution of a large number of simultaneous jobs. Whenever the job rate is reduced, so is the virtual infrastructure by
scaling in accordingly reducing the allocated VMs.
Concerning vertical elasticity, the scenario proceeds as follows. If the scientific
application running on the virtual machine requests a larger amount of memory
than initially expected (either because the user underprovisioned the VM or the
application memory consumption depends on the evolution of a simulation), then
the VM is requested to scale up. This operation increases the amount of memory
of the VM without interrupting the execution of the application. Whenever the
application frees some memory, the actual allocation of RAM to the VM can also
be reduced. This approach would enable to better fit the VM memory allocation
to what the application dynamically consumes. In an scenario in which a single
physical machine shares the execution of different VMs, this scenario represents
a fair approach for resource consumption. Notice that vertical elasticity might
involve the migration of the VM to another more powerful computational resource
in which the scale up can be performed. This live migration would enable to swap
the underlying physical infrastructure prior to scaling up without ever stopping
the application.
Vertical elasticity must be supported both by the underlying hypervisors and
the OS of the running VM. In the case of the KVM hypervisor employed to run
GNU/Linux-based VMs, which is our scenario, memory ballooning is fully supported since kernel 2.6.27. This enables to dynamically change the allocated RAM
to a running VM without any noticeably downtime of the VM. In the case of CPU
hot plugging, which enables to dynamically add new virtual CPUs (vCPUs) to a
running VM, according to KVM documentation there is currently limited support
to it.
Horizontal scalability can be managed from the SLA manager, in order to expand a group of VMs in case of reaching some threshold metric conditions. In
the case of vertical scalability, the elasticity limits can be defined within an SLA
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that specifies that VMs should be deployed into an instrumented host. The idea
is to deploy an agent running on the physical machine with access to libvirt/virsh
and monitoring information about the VMs. Monitoring information can be gathered from the VMs with already existing monitoring software such as Ganglia.
Therefore, the agent in the physical machine becomes responsible to manage the
vertical elasticity of the VMs running on them, according to the predefined capabilities limits specified for each VM and the capacities of the physical machine
itself.

5

Related Work

Currently there are some projects working on creating Platform as a Service (PaaS)
environments to enable the users to access Cloud technologies. There are some wellknown commercial solutions such as Google App Engine (GAE) or Microsoft Azure
that provides PaaS solutions over their own commercial Cloud infrastructures.
Other commercial alternative is Aneka [4] provided by Manjrasoft, which is a
software platform for deploying Clouds and developing applications on top of it. It
provides a runtime environment and a set of APIs that allow developers to build
.NET applications that leverage their computation on either public or private
clouds.
Nimbus [5] is an open source IaaS system that allows a client to lease remote
resources by deploying VMs onto those resources. It also enables to automate
the configuration and deployment of different software packages using the Nimbus
Context Broker, enabling to deploy Clusters of PCs. These kind of solutions enable
to create and contextualize virtual infrastructures but does not support any type
of programming model.
Simple API for Grid Applications (SAGA) [6] is a programming system that
provides a high level API for users to use C++, Python, or Java languages to
interact with distributed computing resources. It was designed to be used in grid
environments but recently this project has added support for cloud infrastructure
interaction. A MapReduce implementation using SAGA has been created, enabling
users to launch MapReduce applications in all the environments supported by
SAGA.
Sector and Sphere [7] is a cloud framework specifically designed for writing
applications able to utilize the stream processing paradigm (similar approach to
MapReduce). Sector is a distributed file system that manages data across physical
compute nodes at the file level, and provides the infrastructure to manipulate data.
Sphere, on the other hand, provides the framework to utilize the stream processing
paradigm for processing the data residing on Sector. The Sphere system is composed of Sphere Processing Engines (SPEs) running on the same physical nodes as
the Sector file system. These two projects provide support for programming models, but only one type is supported (MapReduce and stream processing), moreover
it does not enable to personalize the VMs using user requirements. AppScale is an
open source implementation of the Google App Engine (GAE) PaaS cloud technology. As a new development over AppScale, Neptune is a domain specific language
that automates configuration and deployment of existing HPC software via cloud
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computing platforms. It is an extension of the Ruby programming language that
enables to launch scientific applications with the MPI and MapReduce programming models. In this case two programming models are supported, and also enable
to extend the language, but similar to the previous projects it does not enable to
personalize the VMs with user requirements.
In our proposed architecture, SLAs are employed to deliver QoS. Concerning
the usage of SLAs, the study of QoS in Cloud Computing focuses on providing
Cloud platforms and deployments with mechanisms to the enforcement of the requirements of Cloud users. These studies have been made on two major models of
Cloud delivery, Cloud services and Cloud adapted workflows. Even though Cloud
services are the focus of the offer of the major Cloud providers, the QoS assessment in Cloud workflows represents a more complex scenario that includes stricter
requirements. Therefore the techniques and algorithms developed for Cloud workflows can be readily adopted for the Cloud services scenario.
An algorithm to select services that comply with user requirements from a pool
is presented in [8]. The paper proposes modeling the QoS parameters of services
and enable users to query for services in different service pools. The SPSE algorithm implements several stages to enable users to select Cloud services according
to QoS constraints. The system aims not only to provide users with a mechanism
to retrieve services that meet their QoS criteria, but to serve users with the services
that best fit their preferences, therefore enhancing the user experience.
In [9], the authors perform a deep analysis of the QoS assessment in the delivery
of Cloud services, and focuses on very specific problems of the Cloud platforms.
They propose Service Level Agreements as the vehicle for the QoS level specification. This formal document captures the requirements of an actor respect to
another, and provides a common framework for the definition of QoS criteria, obligations and penalties. They also model the transitive relationship between Cloud
providers and Cloud users, and Cloud users as application providers and end-users
as application consumers. Even though the existence of this relationship has been
cited in [10], the paper analyses its impact in the QoS assessment.
Finally, in [11] the authors present the architecture and working prototype
of the WfMS platform for the QoS-aware execution of workflows. The platform
captures the QoS criteria for the execution of workflows in SLA documents, and a
monitoring system captures information related to these criteria from the running
components and publishes it to an index for other components to retrieve.

6

Conclusions and Future Work

This work has introduced a proposal of architecture to abstract the details of
scientific application execution on Cloud infrastructures. The architecture aims at
simplifying the execution of applications under different programming models, but
this paper has focused on the Master/Worker HTC model. The platform features
services ranging from (i) the description of jobs and infrastructures from high
level infrastructure-agnostic declarative languages, (ii) SLA-management in order
to satisfy the requirements imposed by the user, (iii) infrastructure management
to deploy VMs regardless of the underlying IaaS Cloud provider, (iv) cataloging of
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VMIs in order to search for the most appropriate VMIs that satisfy a given set of
requirements and (v) support to horizontal elasticity and partial support to vertical
elasticity based on SLAs, in order to better fit the underlying infrastructure to the
dynamic requirements of the running applications.
The implementation of the platform is an ongoing work. Some components have
been completely implemented and even released as open source components, such
as the VMRC system1 to catalog VMIs. The Infrastructure Manager together
with the RADL language has also been completely developed and described in
[1]. Concerning the Cloud ComPaaS, a prototype implementation based on WSAgreements with horizontal elasticity support is already available [12]. Vertical
elasticity is currently an ongoing work and initial progress has been made.
Future works involve extending the proposed platform to implement support
to other programming models. This would certainly benefit scientific applications
that involve other execution patterns such as Workflows or MapReduce.
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2. Carrión, J.V., Moltó, G., De Alfonso, C., Caballer, M., Hernández, V.: A Generic
Catalog and Repository Service for Virtual Machine Images. In: 2nd International
ICST Conference on Cloud Computing (CloudComp 2010). (2010)
3. Buyya, R., Yeo, C.S., Venugopal, S., Broberg, J., Brandic, I.: Cloud computing and
emerging IT platforms: Vision, hype, and reality for delivering computing as the 5th
utility. Future Generation Computer Systems 25(6) (2009) 599–616
4. Vecchiola, C., Chu, X., Buyya, R.: Aneka: A Software Platform for .NET-based
Cloud Computing. (2009) 30
5. Keahey, K., Figueiredo, R., Fortes, J., Freeman, T., Tsugawa, M.: Science Clouds:
Early Experiences in Cloud Computing for Scientific Applications. In: Cloud Computing and its Applications. (2008)
6. Kaiser, H., Merzky, A., Hirmer, S., Allen, G., Seidel, E.: Poster reception—The
SAGA C++ reference implementation. In: Proceedings of the 2006 ACM/IEEE
conference on Supercomputing - SC ’06, New York, New York, USA, ACM Press
(2006) 184
1

http://www.grycap.upv.es/vmrc

)(/'''''''!"#$%$!&
7. Gu, Y., Grossman, R.: Sector and Sphere: The Design and Implementation of a
High Performance Data Cloud. Philosophical transactions. Series A, Mathematical,
physical, and engineering sciences 367 (2009) 2429–2445
8. Zhao, L., Ren, Y., Li, M., Sakurai, K.: Flexible service selection with user-specific
QoS support in service-oriented architecture. Journal of Network and Computer
Applications 35(3) (2012) 962–973
9. Wu, L., Kumar Garg, S., Buyya, R.: SLA-based admission control for a Softwareas-a-Service provider in Cloud computing environments. Journal of Computer and
System Sciences 78(5) (2012) 1280–1299
10. Armbrust, M., Fox, A., Griffith, R., Joseph, A.: Above the clouds: A berkeley view
of cloud computing. Technical report, UC Berkeley Reliable Adaptive Distributed
Systems Laboratory (2009)
11. Gogouvitis, S., Konstanteli, K., Waldschmidt, S., Kousiouris, G., Katsaros, G., Menychtas, A., Kyriazis, D., Varvarigou, T.: Workflow management for soft real-time
interactive applications in virtualized environments. Future Generation Computer
Systems 28(1) (2012) 193–209
12. Garcı́a, A., de Alfonso, C., Hernández, V.: Design of a Platform of Virtual Service
Containers for Service Oriented Cloud Computing. In: Cracow Grid Workshop ’09
Proceedings. (2010) 20—-27

IBERGRID

219

))1'''''''!"#$%$!&

!"#$%$!&'''''''))(

Response of the Iberian Grid Computing
Resources to the ATLAS activities during the
LHC data-taking
M. Kaci1 , G. Borges2 , M. David2 , N. Dias2 , F. Fassi1 , A. Fernández1 , H. Gomes2 ,
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Abstract. This work discusses the response quality of the Iberian Grid
computing resources to the huge number of ATLAS jobs assigned to them
in the framework of both the production and the distributed analysis activities. The contributions to ATLAS of the computing resources of Tier1PIC, Tier2-Spain and Tier2-Portugal in executing these jobs are discussed
on the basis of detailed statistics. The efficiency of the CPU usage at these
Iberian Tiers are also discussed. This study covers the period of time of
high intensity activities in the LHC and ATLAS, starting from the first
p-p collisions at 7 TeV energy (March 2010) till the announcement of the
important physics result achieved recently (July 2012).

1

Introduction

Several research institutes and universities of Portugal and Spain are currently
involved in the ATLAS [1] collaboration. The two countries are collaborating to the
effort of the ATLAS distributed computing with storage capacity and computing
power. In each of the countries, an ATLAS federated Tier2 infrastructure has been
built, in order to face the activities of the simulated physics events production and
the distributed analysis. These activities are the main ones in the whole ATLAS
Tiers2 worldwide, in addition to their role of providing disk storage capacity for
simulated and real data storage for analysis purposes. The ATLAS federated Tier2
at Spain (T2-ES) consists of three sites, IFAE-Barcelona, UAM-Madrid, and IFICValencia, which coordinates the activities of this Tier2. LIP-Coimbra, LIP-Lisbon,
and NCG form the federated ATLAS Tier2 at Portugal (T2-PT).
The Iberian Grid resources owns also a Tier1 centre, namely PIC-Barcelona
(T1-PIC), located in Spain which also provides relevant computing power and
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storage capacity, disks and tapes, for the ATLAS experiment. This Tier1 centre,
which leads the previously described T2-ES and T2-PT, forms with them the
Iberian Cloud (IB-Cloud). Its activity consists mainly in reprocessing data and
ensuring the storage of the simulated and real data.
A couple of years ago, a work related to the contributions of the Iberian Grid
Computing Resources to the production of simulated events for ATLAS had been
presented [2]. Since then, a lot of advanced progress has been reached in the LHC
and ATLAS. After the first beam produced in the LHC by the end of 2009, ATLAS
started collecting the first p-p collisions produced at 7 Tev beam energy by March
2010. Then, a new era started for the ATLAS collaboration, that puts its effort in
data taking and distributed analysis. From the point of view of the Grid Computing
use it was observed a quick ramp up in the number of analysis jobs executed in
ATLAS starting from April 2010. The number of analysis jobs jumped from 1.4
million jobs in the first trimester of 2010 to 3.8 million in the second one and
reached 6 million analysis jobs during the third one. Then it stabilised around 7
million jobs per trimester until the end of 2011, and is reaching presently (2012)
around 10 millions analysis jobs per trimester. This continuous effort, conjugated
with the stability of the Grid computing infrastructures, has made possible the
achievement of the first great result obtained in ATLAS, the observation of a new
particle in the search for the Standard Model Higgs boson [3].
Concerning the production activity, the number of jobs run in ATLAS was
12, 15, and 16 million, during the three first trimesters of 2010, respectively, and
reached 35 million jobs in the last trimester. Then the production activity decreased down to an average of 7.5 million jobs per trimester during 2011 and 2012.
The PanDA (Production and Distributed Analysis) [4] is the workload management system designed in the ATLAS collaboration and used during the last
two years of LHC data-taking for processing the Monte-Carlo simulation and data
reprocessing jobs in addition to user and group analysis jobs. PanDA integrates
also a web monitoring system [5] which provides multiple views of job execution,
job diagnostic, recorded incidents, queue status and much more. For the purpose
of this work the statistics view [6] of the PanDA monitor is used to extract the
information about the number of jobs executed in the Iberian sites for both the production and distributed analysis activities during our period of interest, namely
March 2010 till July 2012. Additional information regarding the CPU usage in
these sites has been extracted from the EGI Accounting Portal [7] which provides
monthly reports.

2

The Iberian Grid resources readiness

Various tests may run at the Grid sites in order to evaluate their readiness to
execute the computing tasks assigned to them. One of these tests, the Site Availability Monitoring (SAM) tests [8], are executed each hour on the different ATLAS
Grid sites to test the availability of their computing resources and services (SE
and SRM, CE, LFC, FTS). Service status and service availability for the sites are
shown online in [9]. The failure of these tests measures the unavailability of the
site. The availability and the reliability of a Grid site are defined as the ratio of
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the time the site is available over the total time, and, the ratio of the time the
site is available over the total time corrected by taking away the time the site is
scheduled down. Monthly reports about the availability and the reliability of the
sites can be found in the WLCG Document Repository web site [10]. Fig. 1 shows
the reliability and the availability, measured for T1-PIC, T2-ES and T2-PT over
the period of time interval March 2010 to July 2012.

Fig. 1. Measured Reliability and Availability for T1-PIC, T2-ES, and T2-PT.

It is observed that most of the time the availability and the reliability of the
T1-PIC site is above the 95% and reaches 100% during several months. T2-ES
shows a quite high and stable reliability, most of the time with values around 96%
- 98%, while the availability keep fluctuating but still remain above 90% most of
the time. For T2-PT both reliability and availability fluctuates except during the
first semester of 2011 where almost 100% of both reliability and availability are
observed. However, the values for both reliability and availability overcome most
of the time the 90%.

3

The Production and Distributed Analysis activities

In this section, the production and the distributed analysis activities in the IBCloud will be reviewed and discussed. The first part will focus on the IB-Cloud as
a global entity contributing to ATLAS, while the second part will be dedicated to
the detailed similar activities in T1-PIC, T2-ES, and T2-PT.
3.1

Production and Distributed Analysis activities of IB-Cloud

Fig. 2 shows the number of jobs run at IB-Cloud (top-left) and the corresponding
measured job efficiencies (top-right). In the same graphics are reported separately
the production jobs and the analysis jobs as well as their sum. It can be observed
that during most of the year 2010 the production activity dominates. The IBCloud runs up to 1 million production jobs per month, then the activity decreased
down to around 400 k jobs per month in 2011 and around 200 k jobs in 2012. The
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number of analysis jobs shows a slight increase, reaching an average of 200 k jobs
per month during 2011. In 2012, around 300 k analysis jobs per month have been
run at the IB-Cloud, equalling the number of production jobs for the same period
of time. In total the IB-Cloud computing resources run more than 9 million jobs
in 2010 and more than 12 million during 2011-2012. Finally, note that, except in
the first semester of 2012, IB-Cloud run more production jobs than analysis jobs.

Fig. 2. Number of jobs run and jobs efficiencies measured at IB-Cloud and ATLAS.
Production jobs (filled circles), analysis jobs (open circles), all jobs (dashed line).

The jobs run at the IB-Cloud with a quite high efficiency leading to a high
quality response of the computing resources, taking into account that jobs can fail
not only for computing resources issue but also because of intrinsic errors (fail to
find data or simply error in the algorithms). The measured efficiencies show that
around 93% of the production jobs have terminated successfully during 2012, and
around 90% for the analysis jobs. It can be observed, for IB-Cloud, from Fig. 2, that
the production jobs efficiencies are most of the time above the 90% while those
for analysis jobs are lesser, particularly in 2010 where the integrated efficiency
falls below 80%, but improved since then reaching an average value of 89% for the
remaining time period. Considering the whole period of time studied, 90% of the
total number of 22 million jobs run at IB-Cloud (production and analysis jobs)
have terminated successfully.
For comparison, in the same Fig. 2 are also reported the number of jobs run in
the whole ATLAS as well as their corresponding efficiencies. At first sight, a similar
trend of the evolution of the activities is observed for both IB-Cloud and ATLAS
as a function of time. This suggests that the IB-Cloud is running correctly and
contributing continuously quite proportionally to the ATLAS activities. During the
year 2010 the evolution of the production and the distributed analysis activities
are roughly similar for both IB-Cloud and ATLAS but since then few differences
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appear. While in the IB-Cloud the production activity clearly dominates until the
beginning of 2012, in ATLAS the activity is equally shared between the production
and the distributed analysis activity during most of 2011, then the distributed
analysis activity becomes dominant since October 2011 up to June 2012. During
this period 66 million production jobs have been run in ATLAS versus 93 million
analysis jobs.
Regarding the jobs efficiencies of IB-Cloud and ATLAS, they show similar
values for production jobs and analysis jobs, as well as for the global efficiencies.
For comparison, and as measured for the IB-Cloud (90% efficiency), over the whole
period of time studied, 89% of the total number of 613 million jobs run at ATLAS
(production and analysis jobs) have terminated successfully.

3.2

Production and Distributed Analysis activities in IB-Cloud

Fig. 3 presents the number of jobs run at the different Tiers belonging to the IBCloud (left) and their corresponding measured job efficiencies (right). In the same
graphics are reported separately the production jobs and the analysis jobs as well
as their sum.

Fig. 3. Number of jobs run and jobs efficiencies measured at T1-PIC, T2-ES, and T2-PT.
Production jobs (filled circles), analysis jobs (open circles), and all jobs (dashed line).
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The first observation that can be drawn is that, for most of the time, the
production activity dominates clearly at the T1-PIC site and at the T2-PT federation. Note that at T2-PT the number of analysis and production jobs are very
close during the period April-July 2012. At T1-PIC, around 5.9 million total jobs
have been executed during 2010, 3.4 million in 2011 and around 1.4 million jobs
have been run in the first semester of 2012, while in T2-PT the number of jobs run
for the same periods are 0.9 million, 1.3 million and 0.5 million jobs, respectively.
In contrary, at the T2-ES federation the production activity slightly dominates in
2010, then the number of both production and analysis jobs becomes quite close
along 2011, and finally the distributed analysis activity overcomes the production
in the first semester of 2012. During 2010 the T2-ES executed around 2.4 million
jobs for both production and analysis activities, equalled the total jobs run at
T1-PIC with 3.4 million jobs, and overcomes it for 2012 where 2.2 million total
jobs have been run.
Finally, the comparison of the evolution of the global activity at each of the
Tiers (T1-PIC, T2-ES and T2-PT) over the studied period with the one of the
IB-Cloud presented in Fig. 1 (refer to the dashed lines in the figures), shows that,
up to the beginning of 2011, most of the contribution to the activity of the IBCloud came from the T1-PIC, particularly with the observed huge production
activity corresponding to the massive production in ATLAS. However, since April
2011, the T2-ES and T2-PT contributed more than usually, particularly the T2-ES
which shows an increase of the global activity for that period, while the activity
of T1-PIC decreases drastically (in correlation with what occurs also in ATLAS).
The measured efficiencies for T1-PIC, T2-ES and T2-PT show that the production jobs efficiencies are always better than the ones of the analysis jobs. This
could be related to the fact that the production software became more stable and
reliable with time. However it is observed that the analysis jobs efficiencies are
improved with time and are reaching now the 90%, as observed at the different
Tiers of the IB-Cloud since many months. Note that no analysis jobs are published
for T1-PIC in March 2010 and February 2011.

4

Contributions of T1-PIC, T2-ES and T2-PT to IB-Cloud

Fig. 4 shows the contributions of T1-PIC, T2-ES and T2-PT to the IB-Cloud
activities measured for each month, over the studied period of time. These contributions take into account the only jobs run successfully. The upper part of the
figure shows the contributions for the production activity and the lower part shows
the contributions to the distributed analysis activity. To show the relative production and distributed analysis contributions, the global contribution, corresponding
to the all jobs (sum of the production jobs and the analysis jobs) is also reported
in the same figure for each Iberian Tier.
The first information extracted from this figure concerns the evolution of the
global contribution of each Tier to the IB-Cloud activities. The figure indicates that
while the global contribution (dashed line) of T1-PIC decreases from 65% down to
41% then to 34% along the years 2010, 2011 and 2012, the global contribution of
T2-PT remain quite constant with 10%, 17% and 12%, respectively, for the same
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Fig. 4. Contributions of T1-PIC, T2-ES and T2-PT to the IB-Cloud for production (top)
and distributed analysis (bottom) activities. Dashed line: both contributions.

years, and that of T2-ES increases continuously from 26% in 2010, to 43% in 2011,
and reaching 53% in 2012, overcoming the T1-PIC contribution.
The other observation that can be made is that, for the whole studied period of
time, T1-PIC contributed to the global activities of IB-Cloud essentially with production activity, while in the opposite, T2-ES contributed mainly with distributed
analysis activity. The T2-PT federation contributed more in distributed analysis
in 2010, then mainly in production during 2011-2012.
The fractions of the number of jobs executed for each activity in each of the
Iberian Tier is reported in Fig. 5 with the same fractions calculated for the whole
sites of ATLAS. These fractions are calculated with a bin of one semester in order
to reduce the fluctuations.
Fig. 5 shows that during the first semester of 2010 all of T1-PIC, T2-ES, T2-PT
and ATLAS have run roughly the same fraction of production and analysis jobs,
90% - 10%. During the second semester, only the fractions observed at T1-PIC
behave as in the whole ATLAS, i.e more than 80% production jobs and less than
20% analysis jobs. Since 2011, the activity of distributed analysis increased notably
in ATLAS with the continuous data taking, and became the dominant activity
during the first semester of 2012. This changed the trend of the relative fractions
of production and analysis jobs executed in ATLAS, as shown in the figure, leading
to the analysis activity to overcome the production activity in 2012. This behaviour
is also observed in T2-ES, where in 2011 the fractions of the production and the
analysis jobs executed are very close, around 55% and 45%, respectively, then
becomes around 65% and 35% in 2012. In T1-PIC, the fractions of production
and analysis jobs executed remained quite constant, around 80% - 20% and did

))/'''''''!"#$%$!&

Fig. 5. Proportion of the number of jobs executed in each of the production (filled circles)
and distributed analysis (open circles) in T1-PIC, T2-ES, T2-PT and ATLAS.

not follow the trend of ATLAS. Note that as a Tier1, T1-PIC is not aimed to run
mainly analysis jobs. The T2-PT federation shows similar behaviour as T1-PIC
during 2011, with roughly the same values of fraction of jobs, but has been assigned
more analysis jobs in 2012 leading to the fractions of 60% production jobs run and
40% of analysis jobs.

5

Contributions of IB-Cloud to the ATLAS activities

The contributions of T1-PIC, T2-ES and T2-PT to the ATLAS production and
distributed analysis activities measured at each month, are reported in Fig. 6.
The upper part of the figure shows the contributions to the production activity
and the lower part the ones to the distributed analysis activity. In the same figure
are also reported, for comparison, the global contributions for each Tier, taken
from the sum of the numbers of production and analysis jobs.
In what concerns the global contribution to ATLAS, the one of T1-PIC shows
a decrease with time, with average values of 2.1% in 2010, 1.8% in 2011 and
1.2% in 2012, while the one of T2-ES and T2-PT grows up with average values
increasing from 0.8% in 2010 to 1.9% in 2011, and, from 0.3% in 2010 to 0.7% in
2011, respectively. During 2012, the global contribution of T2-PT is measured to
be around 0.4% while for T2-ES it remains around 1.9%, overcoming the global
contribution of the T1-PIC for the same year.
Considering the contributions to ATLAS, separately for production and distributed analysis activities, it is observed that for T1-PIC the contribution to the
production activity remains above the one of the distributed analysis activity for
the whole period of time studied, particularly, a factor 3 and 5 higher is measured
in 2011 and 2012, respectively. For T2-PT the contribution to the distributed analysis activity is twice of that of the production activity in 2010. Then the trend is
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Fig. 6. Contributions of T1-PIC, T2-ES and T2-PT to ATLAS for the production (top)
and distributed analysis (bottom) activities. Dashed line shows global contributions.

inverted during 2011 and 2012 where the contribution to the production activity
overcomes that of distributed analysis by at least a factor 2. Concerning T2-ES,
and during 2010 and 2012, the contribution to the distributed analysis activity
is up to twice higher than the one of the production activity, while in 2011 the
contributions to both the activities are nearly equal.
In Fig. 7 are reported the contributions to the ATLAS production and distributed analysis activities of all of the Iberian computing resources taken as one
entity. These contributions are then extracted from the total number of jobs executed in IB-Cloud and compared to those run in the whole ATLAS. This has
been done for each production and distributed analysis activities, as well as for
the global activity.

Fig. 7. Contributions of IB-Cloud to ATLAS for the production (left) and distributed
analysis (right) activities. Dashed line shows global contributions for both activities.
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The global contributions of IB-Cloud to the ATLAS activities are measured to
be around 3.3% in 2010, 4.4% in 2011, and 3.5% in 2012. Considering the production and the distributed analysis activities separately the extracted contributions
are 3.1% and 4.0%, respectively in 2010, 5.8% and 3.0%, respectively in 2011, and
4.3% and 2.9%, respectively in 2012.
These numbers show that, globally, the Iberian computing resources have been
used more for the distributed analysis activity than for production, with a factor
1.3 higher, during 2010, and then more for the production activity in 2011 and
2012, with a factors 1.5 to 2 higher than that of the distributed analysis activity.

6

CPU usage at T1-PIC, T2-ES and T2-PT

In order to gather more information about the use of the Iberian computing resources a CPU time and wall clock time (wall-time) have been taken from the EGI
Accounting Portal [7] and, the CPU occupation and the ratio CPU to wall-time
have been calculated for each Tier of the IB-Cloud. It is important to note here
that this portal provides reports about CPU and wall-time usages at the sites for
all of the jobs run at that site, for a given Virtual Organization (VO), ATLAS in
our case, independently of the fact that these jobs are reported in the databases
of PanDA or not. The CPU occupation as well as the CPU to wall-time ratio extracted for T1-PIC, T2-ES and T2-PT gives a precise information about the CPU
usage in the computing infrastructures of these site/federations.
Each site belonging to the ATLAS VO has to provide to the collaboration a
given amount of computing power. The CPU occupation measures the effective usage of the CPU of an infrastructure with regard to the computing power provided.
It is determined as the ratio of the measured CPU used over the CPU expected to
be used. This latest is defined as the pledged CPU power provided [11] corrected
by an efficiency factor, which is fixed in ATLAS to be 0.6 (from January to March)
and 0.7 (from April, when starting the new annual CPU pledge, to December) for
the Tier2 sites/federations, and 1.0 for the Tier1 sites. The CPU occupations measured monthly for T1-PIC, T2-ES and T2-PT during the period March 2010 to
July 2012 are reported in Fig. 8.
As the pledged CPU power for Tier2 sites/federations is corrected by an efficiency factor, this means that the committed CPU resources provided are considered to be fully used if they are occupied at 60% (70%). This means also that
if the CPU resources are really fully used then the published CPU occupation
can reach 167% (142% if the efficiency is 70%). This defines then a lower (100%)
and upper limit (167% or 142%) in between which the site is considered running
efficiently. These limits are reported in Fig. 8 with dashed lines. If the CPU occupancy is below the 100% the site is then facing some issue (downtime, not enough
jobs assigned to it, site problem, pledge not yet available, etc...) and if the CPU
occupancy is above the higher limit this indicates that the site is running more
CPU resources than required by ATLAS. These different situations are observed
in Fig. 8 for all of the Iberian CPU resources. Note that most of the time, the CPU
resources of the Iberian computing infrastructures respond efficiently to the activities of ATLAS, as their occupancy ratios is most of the time greater than 100%.
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Fig. 8. CPU occupation measured at T1-PIC, T2-ES and T2-PT (filled circles): upper
and lower limits for the Tier2 federations (dashed lines) are related to the efficiency
corrections (see text for explanation).

The minimum seen in June 2010 is observed for most of the individual Tier1 and
Tier2 sites/federations, which indicates a global decrease in computing activity.
Continuing with the CPU usage, the relative contributions of the Iberian Tiers
to IB-Cloud for the whole period of time studied is measured to be in average
41.8%, 44.5%, and 13.7%, for T1-PIC, T2-ES, and T2-PT, respectively, in good
agreement with the expected contribution of each Tier according to the pledges
which are 41.9% for T1-PIC, 46.1% for T2-ES, and 12.0% for T2-PT. This agreement is also observed over the years corresponding to an unchanged value of the
pledges within 10% - 20% deviation. Note that similar values of relatives contributions of the Iberian Tiers to IB-Cloud are also observed in terms of total jobs
executed (sum of all of the production and analysis jobs) over the whole period of
time studied, values which are 44.9%, 42.2%, and 12.8%, for T1-PIC, T2-ES, and
T2-PT, respectively.
Finally, and from the point of view of the CPU usage, the IB-Cloud, globally,
has been contributing to ATLAS in average with 4.6%, 4.2%, and 3.9%, during
the period of time corresponding to the constant CPU pledges of 2010, 2011, and
2012, respectively. The individual CPU usage contributions of the Iberian Tiers
to ATLAS during these same period of time have been 1.9%, 1.8%, and 1.6% for
T1-PIC, 1.9%, 1.9%, and 1.8% for T2-ES, and, 0.8%, 0.5%, and 0.4% for T2-PT.
The CPU to wall-time ratios measured for T1-PIC, T2-ES and T2-PT during
the studied period of time are reported in Fig. 9. For comparison, the CPU to walltime ratios for the whole Tier1 sites of ATLAS is plotted with the T1-PIC ratio,
and the CPU to wall-time ratio extracted for the whole Tier2 sites/federations of
ATLAS is plotted with the T2-ES and T2-PT ratios.
This figure shows that the CPU to wall-time ratio of T2-ES and T2-PT is a
little below the one of the sum of the Tier2 sites of ATLAS, while the ratio of
the T1-PIC overcomes slightly that of the sum of the Tier1 sites. However, the
measured CPU to wall-time ratios remain quite high for all of the Iberian Tiers,
more than 80% most of the time, reaching 90% in 2012, which indicates that the
CPU resources at the IB-Cloud are utilized with a quite high efficiency.
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Fig. 9. Filled circles: CPU to wall-time ratios measured for T1-PIC, T2-ES, and T2-PT.
Dashed lines: CPU to wall-time ratios for all Tier1 and Tier2 sites of ATLAS compared
respectively to T1-PIC, and, to T2-ES and T2-PT.

7

Conclusion

This work is aimed to demonstrate the efficient response given by the Iberian
computing resources to the huge activities of production and distributed analysis
in ATLAS during this period of LHC data-taking (March 2010 to July 2012) that
lead to the observation of a new Higgs-like boson particle. The various downtimes
and site issues that occurred during this period of time did not affect notably the
availability of the Iberian sites which have been most of the time continuously
running with good efficiency and high stability. This infrastructure, as part of
the ATLAS experiment, has to be kept for the next years continuously available
and highly reliable for the constant use by the physicists from the various line of
research for their data analysis work.
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Abstract. EGI-InSPIRE Software Provisioning Process has experienced
several changes and improvements in the last project year. Ibergrid is responsible of EGI software Quality Criteria definition and also of Verification
and Staged Rollout processes. This paper describes the main issues found
in the provisioning process during the last months and the improvements
implemented to mitigate their impact.

1

Introduction

During the past project year the EGI [1] software provisioning has included into the
Unified Middleware Distribution (UMD) [2] software from two main Technology
Providers, the European Middleware Initiative (EMI) [3] and the Initiative for
Globus in Europe (IGE) [4]. This scenario will change in the future since both
EMI and IGE will end in the coming year and the new software products will be
provided by independent developer teams. This means, that after this date the
middleware will no longer be provided by a single centralized repository controlled
by the projects, but it will be scattered into several repositories like EPEL [5], or
individual repositories controlled by the developers. This new schema will not only
affect the EGI software provisioning workflow but will also affect the way software
products are included into UMD repository.
In the current scenario, the Technology Providers (TP) are responsible to
trigger the provisioning process. The process for a new release – shown in figure 1
– starts with a ticket creation, containing the necessary information, in the EGI
ticketing system (GGUS) [6]. After, the software products are assessed by the
TSA2.3 team which assures that the new components follow the Quality Criteria
defined by the TSA2.2 team. In the case of a successful validation, the products are
moved to the Staged Rollout phase on which they will be tested by early adopters
under the coordination of the TSA1.3 team. The UMD releases are prepared in
cooperation between the TSA2.3 and TSA1.3 teams which are responsible for the
official announcement to the communities. All phases of the process are supported
by the repository, and associated tools, provided by the TSA2.4 team.
The GGUS ticket created by the Technology Provider contains the full description of the release. This information is stored in a xml file called release.xml
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Fig. 1. The Software Provisioning Workflow in EGI.

providing, among other information, the software (meta-packages), the dependencies and documentation links for each product. This structure allows the automatic
management of dependencies and assures the independence of the product Verification and Staged Rollout phases. This is accomplished through the creation
of independent volatile repositories for each product. In the final stage, the independent repositories are merged into the UMD production repositories, a base
repository for the initial UMD release and an updates repository for the subsequent
updates.
Unfortunately this process model has some constraints, namely it assumes that
the technology provider produces the release.xml and in the case where the TP
does not provide the description file in time, the release is delayed. Furthermore,
since the EMI project entered in is second phase (EMI-2), EMI is not providing the
release.xml file and this is generated by the EGI Software Provisioning members.
In order to be more independent from the TP releases and at the same time avoid
problems between different technological providers procedures, several changes
were introduced in the EGI software provisioning workflow.
Currently, when a new software release is available, EGI is notified by email that
the TP has released new products or updates. EGI, trough SA1.3 and SA2.3 teams,
check the new release (new middleware features, bug fixes, etc.) and generates the
corresponding release.xml file containing the list of products and dependencies.
The release.xml file is generated and validated by means of a dedicated editor
Release XML editor tool, developed by the TSA2.4 team and shown in Figure 2.
This paper describes in detail both the technical and workflow changes during
the second project year by the EGI SA2 and SA1 teams in order to adapt the EGI
UMD to the new scenario. The first part details the changes implemented into EGI
Quality Criteria (Section 2). Section 3 is dedicated to the new Verification testbed
and the changes implemented in the Verification. Section 4 summarizes the Stage
Rollout process and the new EGI software repositories. Conclusions and future
work are given in Section 5.
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Fig. 2. EGI release XML editor.

2

EGI Quality Criteria templates

The software provisioning process follows the Quality Criteria (QC) defined by
the TSA2.2 team. The Quality Criteria is divided into two classes: the first class,
is a set of generic criteria, i.e. criteria that any software product to be verified
must meet. The second class is a set of specific criteria, i.e. criteria only valid for a
particular software product. The main artefact produced by the Quality Criteria
Definition Task are the Quality Criteria Documents, the Quality Criteria Roadmap
can be found in the EGI wiki [7]. During the last year, the process of definition
and review of the criteria has been established by setting a six month life-cycle for
the documents, period on which changes are evaluated, accepted and implemented
resulting on a new version of the documents.
The Quality Criteria is a continuous process driven by the requirements of
users and operations communities, however the quality assessment of new software
releases is done against the last stable Quality Criteria documents. TSA2.2 produces
at least two public draft versions available for review by the community between
releases. This strategy allows the Verification team to plan ahead the effort required
for the validation of each product and makes Technology Providers aware of quality
assurance process.
All changes introduced in the Quality Criteria are recorded in the release notes
of the documents. These are publicly available in the EGI wiki. Changes in Quality
Criteria may be triggered by one of the following sources:
– Requirements from User Community
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– Requirements from Operations Community (especially software incidents found
in production)
– Deficiencies in criteria found in Verification or Stage Rollout
– Recommendations and issues found by the Software Vulnerability Group
– Analysis of reference implementations of UMD Capabilities defined in the
Roadmap
– Review and analysis of feedback from Technology Providers
Each criterion includes a Related Information field that contains all the necessary
information (links) to track the source of the changes (e.g. RT ticket with user
requirement) and a Revision Log field recording the history of changes implemented
during the process.
Once new Quality Criteria documents are produced and published a new
mapping of the Criteria to the products is generated. Moreover, for each single
product entering the software provisioning process, TSA2.2 team checks all listed
functionalities and generates a template on which it is written what criteria are
needed to be verified or not. This rule is true for each product whether the criteria is
mandatory or not. The last version of the product mapping [8] is publicly available
and can be consulted in the EGI Document Server (DocDB [9]).
The benefits of these templates is the reduction of total number of documents
produced during the process by improving the automatic generation of templates
to be filled during Verification.

3

Verification automated testbed

The main objective of the TSA2.3 is to verify the quality of the software provided
by the TPs based on the EGI Quality Criteria designed by TSA2.2 team. In order
to improve the efficiency of the process of products undergoing the EGI software
provisioning workflow, some changes have been implemented in the level of testing.
These changes stem from the fact that different types of releases should have
different levels of testing, thus different levels of effort by the Verifiers. Currently,
all new TP products are assigned to one of the following release types:
– Major releases: May not be backwards compatible (due to OS or middleware
major changes). In this case, verifiers must actively assess all assigned QCs
(from the QC product templates), test the new features and install the new
product from scratch (or upgrade if it is supported by the product).
– Minor releases: Are backwards compatible. In this case, verifiers only check QCs
affected by update changes (must be described in TP release notes). Verifiers
still perform a package update and installation from scratch.
– Revision releases: Are backwards compatible. These releases include only bug
fixes (without new features or major changes). The verifier only checks new
package installation and upgrades, for revision releases no further testing is
needed. Optionally verifiers can verify the new bug fixes.
The Verification process has changed to simplify the current workflow and to help
verifiers work. Verifiers fill a Verification template that is generated automatically
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using the product mapping for each of the products provided by the TPs. The
generation is performed by a python script that reads the mapping document and
creates the template with all the criteria that the verifier needs to check. The
templates are made available to the verifiers in DocDB. Verifiers must download
and fill these product templates when the validation is finished. These documents
should be merged into one final PDF Verification Report and uploaded to DocDB.
If the Verifier finds problems or issues, either they are clarified within the ticket
by the Verification team or, if the problems need interaction with the Technology
Provider then a GGUS ticket is opened.
To make EGI Verification process possible, CESGA SA2 partner has created a
Verification testbed. EGI Verification testbed is a private cloud based on OpenNebula [10] framework. This service was updated to included more Virtual Machine
(VM) golden copy images to be used in the future (for the upcoming TP releases).
A golden copy image is pre-configured image that contains the Operating System
and basic tools to perform the assessment and is known to work in the existing
setup.
Currently there are 3 new VM image templates that can be used by the verifiers:
ScientificLinux 5, ScientificLinux 6 and Debian 6. All the new images were generated
from scratch using qcow2 utilities developed by Qemu team [11]. Qcow storage
optimization is used by the SA2 testbed because it offers the following features:
images grow as data is added, and support AES encryption and transparent
decompression. VM images are smaller than older raw images and they can be
instantiated in few minutes on any host. Another important feature to help verifiers
work is the VM contextualisation.
Verifiers request new VM whenever a new product needs to be assessed. This
request is handled by the CESGA team that instantiate a new VM with a contextualisation script that modifies the original OS golden copy and:
– Configure the network: All Verification VMs have a public IP. All the machine
names (testxx.egi.cesga.es where xx is a consecutive number) are available from
a DNS server.
– Configure the authentication system: The verifier public ssh key is included to
grant its access. The verifiers only have access to their VMs to avoid any kind
of misconfiguration.
– Include hosts certificates if necessary: The contextualisation is able to check
the server name and include its correct host certificate available from a local
repository. These certificates are issued by pkIRISGrid CA.
– Include middleware configuration templates: The contextualisation script also
includes configuration templates to be used by automated tools like YAIM for
EMI or globus configuration templates for IGE. These templates are available
from root directory and it can be used to configure any grid service in an
automated way.
– UMD repositories: The new VM is configured to use UMD repositories and the
OS software is up to date after first start up.
The contextualization script is executed on boot time. When the new machine
is ready, the verifier can connect to it and start the Verification process in a short
time, thanks to the virtualisation and contextualisation scripts.
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3.1

EGI VM images provisioning

Another important task is the collaboration between SA2 and EGI Federated Cloud
Task Force [12]. During the second year of the project, EGI started this task force
aiming to pave the way to the next generation of its infrastructure based on clouds.
SA2 was adapted to the new challenge by offering a VM marketplace and appliance
repository based on software developed by the Stratuslab project [13]. The new VM
generation mechanism will allow integrate virtualised resources in EGI. SA2.3 team
is collaborating with EGI Federated Cloud task force to provide preconfigured grid
services after being verified by the SA2 team. To support the new EGI VM images
provisioning process, the SA2 testbed VM golden copies are generated following
the Joint Security Policy Group and StratusLab best practices for creating base
images [14]. The new VMs have a simple HDD layout (only one partition and no
swap) and to get an IP address it uses DHCP method as default. Besides to use
the VM images by different hypervisors the partition locations are referenced by
their UUID, root password is also regenerated after each reboot (to force root user
to log in with a ssh key). StratusLab has provided a contextualisation script to
automatize this procedure (/usr/bin/stratuslab-one-context-postinstall),
this script was also included into Verification VM images and it is executed on
boot time.
The new procedure also allows the upload of testbed VM images into the EGI
StratusLab Marketplace [15] after the Verification process. EGI Marketplace is
still in development , it will provide a publicly searchable place for VMs that may
provide the application that is needed within EGI Federated Cloud. This feature
was not implemented yet, but it in a near future will provide grid services ready to
be downloaded and used by the grid user communities.

4

Staged Rollout and EGI software repositories

The EGI Staged Rollout is a procedure by which certified and verified updates of
the supported middleware are first released to and tested by Early Adopter sites
before being made available to all sites through the production repositories.
It permits testing an update in a production environment that is also more
heterogeneous than what is possible during the certification and Verification phases.
It allows for potential issues with an update to be discovered at a small scale and
potential workarounds to be added to the release notes. In some cases, an update
may be rejected at this stage.
Volunteer Resource Infrastructure Providers (sites) participate in the Staged
Rollout for services that they have a particular interest in and that they already
run on production, with the proviso that they may need to debug issues with a
particular update and are required to report their findings.
During the 2nd year of the project, the first UMD release has been achieved
followed by eight updates. Each update, consisted either of new products or updates
provided by the two Technology Providers (EMI and IGE) and passed through the
software provisioning process.
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One of the major challenges regarding the Staged Rollout was to have enough
Early Adopter teams that would cover the majority of products available from the
Technology Providers.
The other major challenge comes with the introduction of the EMI-2 release,
which implied a redistribution of existing Early Adopter teams between EMI-1 and
EMI-2 products. In order to comply with this new demand a campaign targeting
the SA1 sites has been undertaken in order to increase the total number of Early
Adopters teams.
As a consequence at the time of writing, some of the new products released by
both EMI and/or IGE do not still have Early Adopter teams assigned to them.
SA1.3 has the responsibility to call SA1 as well as the user communities interested
in deploying such products in the production infrastructure.
To address the proposed changes described in section 1, the Repository backend
engine was adapted in a way to provide the following repositories:
– Untested 1 : Includes everything that is currently in the Unverified or In Verification State.
– Testing 2 : Includes everything that is currently in the Stage Rollout or UMDStore State.
– Release Candidate 3 : Includes all products that underwent successfully through
the Software Provisioning process and are about to be published.
– Production 4 : Includes products released to production.
The above repositories follow the UMD MAJOR/OS/ARCH directory structure that allows for more than one UMD Major to be supported at any given
time and similarly each UMD Major may support more that one operating system/architecture combination (e.g UMD-2 supports SL5/x86 64, SL6/x86 64 and
Debian6/Amd64) based on the main Linux distributions repository organization.
Following this new approach, when a TP submits a new release and the corresponding release.xml and RT ticket are created, the new middleware is stored
into untested repository (see figure 3). This repository structure is similar to Debian
unstable repository (a rolling development version of UMD), allowing to contain
the latest software updates developed by the TPs which will be latter used by
verifiers to test the new middleware. If the new middleware is accepted and pass
Verification process, the new packages are then migrated to the testing repository
which will be be used by the EGI Early Adopters during the Staged Rollout phase.
Early Adopters teams are composed by the production sites that install and test
the releases candidates within a production environment. Testing repository must
not be used by regular production sites because it may contain issues not detected
during Verification process. If all Early Adopters accept the new version, the
product is ready to be included into UMD Release Candidate (RC) repository. The
new RC is also tested before each UMD release, if no errors are found the software
is finally included into Production repository.
1
2
3
4

Untested repo: http://repository.egi.eu/sw/untested/umd/
Testing repo: http://repository.egi.eu/sw/testing/umd/
RC repo: http://repository.egi.eu/sw/production/umd/candidate/
Production repo: http://repository.egi.eu/sw/production/umd/
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Fig. 3. EGI’s repositories and Software Provisioning Tools.

5

Conclusions and future work

EGI SA1.3 and SA2 members have introduced several changes into EGI software
provisioning to avoid any bottleneck between Technology Provider and UMD
releases. The Verification team has created a new automated testbed and more
Early Adopters are contributing in EGI Staged Rollout process. Nevertheless there
will be more challenges to face in the future. During the last year the interaction
with external TPs was coordinated using the GGUS ticketing system, but this
interaction will change. EMI and IGE projects, the major EGI TPs are close to end,
and the future is still unclear. The middleware Product Teams will provide their
software through different channels. One of these channels is through third party
repositories like EPEL. This new change will affect to EGI software provisioning
workflow and tools and also how WLCG [16] middleware will be distributed. This
is an open task that must be discussed between WLCG, TPs and EGI projects the
next months.
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Abstract. The Large Hadron Collider’s (LHC) experiments’ data volume
is expected to grow one order of magnitude following the machine operation
conditions upgrade in 2013-2014. The challenge to our scientific results: i)
how to deal with a 10-fold increase in the data volume for each analysis,
while ii) supporting the increase in the complexity of the analysis applications, iii) reduce the turnover time of the results and iv) these issues must
be addressed with limited additional resources. In this paper we take a
position in this challenge and on the research directions to be explored. A
systematic analysis of the analysis applications is presented to study optimization opportunities for the application and for the underlying system.
Than a new local system architecture is proposed to increase resource usage
efficiency and to provide a gradual upgrade route from current systems.
Key words: Big Data, IO profile, performance analysis, ATLAS

1

Introduction

The Large Hadron Collider’s (LHC) experiments at CERN generate an overwhelming amount of information. They build data stores that are part of a growing
family of ”big data” repositories [1,2] expected to have large impact on society
[3]. The size of the ATLAS [4] data set that our team is working with starts in
the multi-petabyte range and after several pre-processing stages the data volume
that reaches the analysis applications is in the tens of terabytes range, which is
barely manageable. However, this data volume is expected to grow one order of
magnitude following the machine operation conditions upgrade after the shutdown
in 2013-2014. In order to produce useful science in useful time with this dataset
there must be a trade-off between the complexity of the analysis for each event
and the number of events that are selected to analyse given the large volume of
data that must be stored and processed. In fact, the number and complexity of
the correct solutions that best describe the collected data at the LHC depends
crucially on the efficiency of the available computational resources.
The ability to fully explore the physics potential of the LHC analysis program
developed by the team [5,6,7,8,9,23] depends on the efficient use of local resources,
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with direct impact on the scientific results expected by the team. In order to remain
competitive in the ATLAS collaboration we would like to improve the quality of
our analysis and, for that, one or even two orders of magnitude increase in total
processing resources may also be required. But a large increase in the processing
time is also unacceptable; time is already limiting our scientific results.
A grand challenge is now presented: i) how to deal with a 10-fold increase in the
data volume of each analysis, while ii) supporting the increase in the complexity
of the analysis applications and, iii) reduce the turnover time of the results. Given
Europe’s present political and economic panorama, or just to make it difficult, we
must also confront these issues with very limited additional resources.
The base requirements demand a significant joint effort of the physics and computational sciences communities must be devoted to finding adequate approaches
to computing. In this paper we take a position in this challenge and explore possible
research directions. Next section starts by presenting an analysis of our applications to evaluate the optimization opportunities from the computational points
of view given the measure profile. In section 3 the optimizations of the underlying local system are studied particularly for those applications. In section 4 focus
turns to an adaptive system architecture that, over time, can deliver the hardware
resources required in a sustainable way, increasing the efficiency of how local resources are used and providing a gradual upgrade route that is adjusted to the
scarce funding available.

2

Computing at the LIP/ATLAS group

The ATLAS Event Data Model [10] defines how data taken by the ATLAS detector
is stored and analysed. Data is first delivered to the CERN Tier-0 computing
clusters and from there is distributed to the 10 Tier-1 data centres, spread by
different countries, which are used for central processing and reconstruction of
data events and simulation of Monte Carlo events. Tier-2 sites are dedicated to
further processing and reconstruction of data and Monte Carlo events, while Tier-3
sites are used to perform data analysis and simulation.
Data events are reconstructed with the ATLAS software framework ATHENA
and are then stored in the ESD format (Event Summary Data, 1 MB/event),
including among other information, the trigger, tracks, calorimeter clusters, and
combined reconstruction objects. The information stored in the ESD is combined
into final state reconstructed objects, namely photons, electrons, muons, jet, etc.,
and stored in the AOD format (Analysis Object Data; about 200 kB/event), which
are them skimmed, slimmed and/or thinned into the Derived Physics Data format
(DPD; about 10 kB/event) used in the physics analyses. Monte Carlo simulated
events are used to compare data with different theoretical expectations. The reconstruction of final state particles of Monte Carlo events is based on the simulated
signals of each ATLAS sub-detector, done with GEANT4 and using ATHENA.
The signals of each sub-detector are digitized and stored in the ATLAS RAW format (about 1.6 MB/event). Monte Carlo events are then reconstructed using the
same procedures used with data. The typical time for completely simulating an
event is about 15 minutes.
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The final step of the data analysis is performed by the group using the Portuguese Tier-3 and on local clusters. This step, which includes the data calibration
and evaluation of systematic uncertainties, is performed using LipCbrAnalysis, an
analysis framework based on ROOT [11]. Each analysis performed by the group
requires reading the full data and simulation events, stored locally in the DPD
format. This corresponds presently to about 7 TB of disk space usage. Typically
each analysis has to be run around 50 times before converging to a final result.

3

Optimizing the software architecture

The data analysis applications presented above constitute the state-of-the-art in
our physics analysis methods. They are major assets of this team that took a
significant amount of time to develop and test during the course of several years.
The software development methods used in these applications allowed them to
be swiftly updated over time to accommodate new analysis and rapidly changing
system parameters, essential to produce useful results in the ATLAS collaboration.
Next sections present an effort to identify the performance bottlenecks and the
optimization opportunities that need to be studied to withstand large increases in
data volume and processing effort with reduced turnaround time.
3.1

Application profilers

Several profiling tools allow applications to be analysed [12] focusing mostly on
the time that is spent by the CPU on the each function over the total program
execution. Some take advantage of hardware counter support to build profiles with
instruction and memory access patterns, valuable to identify cache and memory
access problems [13]. While these are essential views, applications that are highly
dependent on the data flow also demand the less readily available IO profile to show
how the underlying devices are used and to increase control over those devices.
There is also the need to provide not only full execution profiles, but also windoworiented profiles that show how the resources are used over time.
The tomograph profiler, still in development, provided most of the information for the following section. It combines system call intersection and dynamic
system information available through /proc to present a perspective of the aforementioned profiles integrated along with the typical call-stack view the application memory usage and IO patterns over time, without requiring any application
changes to be applied. The IO patterns include the specific files that are used
and the data volume that is read or written to them, and the ratio of random to
sequential accesses for files and devices, with accounting to measure the time each
IO function takes and the bandwidth of each device.
3.2

The ttbar dilep execution profile

In this section we present the profile of the ttbar dilep application. This application was elected from several IO bound analysis applications that deal with
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Fig. 1. Overview of the execution: top) I/O usage, bottom) CPU and memory usage.

ROOT in a similar manner. Fig. 1presents the main application indicators over
time, including CPU usage, memory usage and IO usage, obtained running on
Xeon X5660 based nodes configured with Scientific Linux 5.7 (kernel 2.6.18-274)
accessing a dedicated DELL MD1000 storage system with 15, 2TB capacity and
7200 rpm, SATA disks.
From Fig. 1 it can be seen that ttbar dilep consumes a little above 80% of
one core of the CPU, wasting the remaining 12% to 20%. It uses 500MB of RAM
memory, an amount that is kept stable throughout the execution. It reads around
5GB of data, in blocks of 9K at a constant rate of about 70MB/s, whilst writes
are not significant.
The access pattern is not sequential, as there is a large number of disk seeks
(represented by the jumpiness factor) that varies from 12% to 16%. Note, that
jumpiness peaks coincide with processor usage dropping below the 80% mark.
The large volume of IO seen in Fig. 1 is the result of the file access patterns. The
observed file profile (not presented) shows that, as expected, the application files
responsible for most of the IO volume are ROOT’s files and that the jumpiness
factor comes precisely from these files, with a 12% overall average.
Fig. 2 depicts the function call stack, which includes the CPU time of each
function and sub-function that consumes more than 3% of the total execution
time. Execution time is divided between the main analysis functions (6%), the
event reading process (50%), the data calibration operations (42%) and the data
decompression (18%).
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Fig. 2. The ttbar dilep call stack.

3.3

The ROOT of some evil

The interface between the analysis applications and the storage system is implemented using ROOT, which is also at the core of the execution time; the data
reading process takes half of the total application time, reduced to a third after
excluding the data decompression time, but the calibration process consumes most
of the remaining time.
In ROOT version 5.28 used in the tests there were some issues with the library
code itself, including a function that in ttbar dilep is responsible for the opening
and closing a file around 35 thousand times, each time writing 29 and reading 29
bytes; or the destructor for TH2D which, unjustifiably, consumed 15% of the overall time. Next sub-sections present optimizations that may provide a performance
benefit without sacrificing existing applications and partnerships.
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Eliminating repeated work. An effective way to reduce application time is
to avoid repeating calculations whenever possible. Fig. 2 shows that calibrating
data with the latest sensor parameters imposes a significant overhead to execution
time (42%), but this operation should only be done once for each event, as long
as the calibration parameters do not change and the calibration data is saved for
latter reuse. The dataflow sequence determines that each event is pre-processed
once for initial selection and then stored locally and read many times for analysis. The pre-processing stage could save data already calibrated, thus avoiding
repeated calibration. But when the calibration parameters do change data must
be reprocessed directly from the source site. An efficient alternative is to have the
data calibrated a single time locally and use cache files with the calibrated data for
future reuse. The compatibility requirements on these cache files can be relaxed in
favour of high-performance alternatives, given that they are, like the calibrations,
already application specific. It then becomes possible to use formats other than
ROOT’s in this specific setting without losing interoperability.
Data compression and decompression. The size of the ATLAS data files
is significantly reduced by the compression used in ROOT, but as Fig. 2 shows
decompression consumes 18% of the application CPU time of ttbar dilep. The
time it takes to compress and decompress data may be offset by the reduced time
associated with writing and reading less data to disk, so compression by itself may
provide a significant time gain in slower storage systems. Users can adjust ROOT
file compression at file creation time, presently choosing between LZ77 (ZLIB)
and LZMA. Both schemes allows multiple compression levels and are asymmetrical compression takes more time than decompression which is adequate for
applications where files are written once but are read and processed many times.
However, when the storage bandwidth exceeds the compression/decompression
bandwidth the process the compressor becomes the bottleneck. Given a single application with a file pattern mostly sequential the system can be optimized per
file to read-ahead the required data at almost the available bandwidth. Since a
modern spinning-disk bandwidth can exceed 150 MB/s (see Fig. 3) it can be seen
from Table 1 that reading a file in a common local disk already exceeds the decompression capacity of a single processor core. This is further aggravated by the
fact the ZLIB, the LZ77 library used in ROOT, does not support multi-threading.
Compression schemes that trade a small percentage of disk space for a significantly higher compression and decompression bandwidth have become attractive
in recent years, and several high-performance libraries such as LZ4 [14] appeared.
Table 1 presents a comparison between ZLIB and LZ4 on the files being used
by our applications. The base LZ4 compressor is more than an order of magnitude
quicker at compressing than ZLIB, even at it’s faster setting, but it has a 10%
cost at the compression level, leading to files 25% larger than ZLIB’s at the default compression (N6). The LZ4 HC compressor, on the other hand, compresses
almost at the same speed as ZLIB N6 and produces files that are 8% larger, but
decompresses 5 times faster. The inclusion of the LZ4HC compressor as an option in ROOT can reduce the decompression time from 18% to 3% of the total
application time, particularly relevant for CPU-bound applications.
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Table 1. Bandwidth comparison between the ZLIB compressor used in ROOT and the
high-performance LZ4 compressors (single threaded on an Intel Xeon E5620, 2.4 GHz).

Compressor
LZ4
LZ4 HC
ZLIB N1
ZLIB N6
ZLIB N9

Compression
Rate
313 MB/s
20 MB/s
33 MB/s
19 MB/s
4 MB/s

Compr.
Ratio
50,7%
57,5%
57,3%
60,7%
61,4%

Time
1,0 x
15,9 x
9,4 x
16,2 x
87,0 x

Decompression
Rate
Time
529 MB/s 1,2 x
629 MB/s 1,0 x
104 MB/s 6,1 x
119 MB/s 5,3 x
128 MB/s 4,9 x

Data access patterns. In a spinning-disk storage system, the bandwidth is
largely determined by three factors: i) the number and speed of the disks that
compose them, ii) the mix of data access patterns used by the applications and
iii) the amount of memory that is available for caching information. Altought iii)
is relevante in many scenarios, in a setting where there is little data reuse, such as
when there are continuous reads or writes, it becomes ineffective.
As seen in section 3.2, ROOT files are the main sources of information, with is
12-16% random access pattern with blocks of around 9K bytes per read, which is
almost equivalent to a fully random access patterns with 75K byte blocks. Fig. 3
presents the bandwidth that can be achieved with typical storage systems, where it
can be seen that a block size of 75K may be unable to exploit the storage systems’
capabilities. Optimizing the data access pattern becomes essential to explore the
full potential of the underlying storage systems. Exploring the ROOT files’ options
related to how the information is organized physically it is possible to reduce the
randomness in the access patterns to increase the block size to take advantage of
the raw physical performance.
The use of a system RAM-disk device for temporary storage is already being
explored in some analysis applications, copying the files to RAM prior to actually
using them in order to reduce the overhead of non-sequential access. However, this
requires some administrative effort and can only be used effectively where there is
enough memory available.








  







    



















 

 

 

 











 

 

 

Fig. 3. Bandwidth of a disk subjected to multiple access patterns.
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4

Scaling the computing and storage infrastructure

Previous section explored the software architecture aspects that can be improved
in order to support more data and more processing in less time. The improvements
are important, but insufficient to reach the required increase in more than an order
of magnitude in processing speed and in storage space. In this section the main
system parameters are evaluated in order to define the system architecture to be
used as a cost effective and smooth upgrade path from currently deployed systems,
to achieve further increase in computing power and in data storage capacity.
4.1

Technological evolution

Computing systems evolve rapidly, as demonstrated by Moore’s law which states
that computer performance follows closely the number of transistors per chip,
doubling every two years [15]. In fact, the technological capacity of humankind
from 1986 to 2007 has been studied in [16] and based on data from that period
one may loosely estimate that an order of magnitude improvement in computing
performance, in similar hardware, can be obtained five years in the future, while
for networking that improvement can take more than 9 years and for storage it
can take 11 years (although recently storage has been accelerating in capacity).
Amdahl defined that a balanced computing system [17] must deliver one bit of
I/O bandwidth for each instruction it executes in one second. From that perspective systems are getting more unbalanced, as the availability of multi-core systems
brought a tremendous increase in processing power to the compute nodes that was
unaccompanied by their ability to input and output information.
4.2

The storage conundrum

For many years as the prime motivator of poor storage performance has been the
spinning nature of magnetic disks a moving parts relic in a modern system akin
only to the fan blowers. The advent of solid-state disks (SSDs) led to large improvements in storage system, particularly in access latency, but due to bandwidth
and capacity current spinning-disks still have some cards to play. Since bandwidth
varies mostly with the rotational speed and the aerial data density and, although
rotational speeds have not changed much, data density has grown tremendously
and current disk drives able to sustain bandwidths between 120MB/s and 200MB/s
(see Fig. 3). The bandwidth and a size and a cost, make them still a competitor to
the lower latency SSDs. The main problem with spinning disks is that they are very
sensitive to the data access patterns, as is demonstrated by the less than 1MB/s
bandwidth of a fully random access pattern with small blocks. Fig. 4 presents
the ttbar dilep application running on four different storage systems: a system
RAM-disk, a local SATA disk and SAN storage system. The chart shows that with
the best storage system (RAM-disk) the application takes about half of the time
it takes on the SAN, the maximum for a single application, while the system call
overhead shows the OS provides a stable response after a few minutes.
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Fig. 4. Execution time reading from SAN, SATA (3.5 2TB), SSD and RAMDISK.

Managing storage contention. In section 3.3 it was mentioned that the applications should optimize their data access pattern to better fit the underlying
computing resources. However, this optimization of a single application is limited
by the fact a shared storage system is subjected to many different patterns at the
same time, patterns that significantly limits concurrency and that cannot be optimized by a single application without assistance from the job scheduling system.
But to aggravate storage matters further, the mix of patterns delivers a random
pattern even if individual patterns are sequential and, for many years, operating
system and disk controllers had to go to great lengths to optimize multiple simultaneous accesses to disk in order to keep a high percentage of sequential accesses.
But without proper isolation between workloads the effective bandwidths cannot
match the best performance. High-performance storage systems rely on multiple
layers of cache to provide lower latency but maximize transfer bandwidth, but
that strategy has fewer benefits when there is a large set of continuous readers or
writers with no data reuse. Fig. 5 shows the ttbar dilep application running from
1 to 12 concurrent tasks on an SSD disk, on a SATA and on a SAN storage system
with 15 SATA disks. The main observation is that the speedup is very small. In
a single task a SATA disk has 70% the performance of a storage system with 15
individual disks, but the speedup of that system on 12 tasks is just over 2, suggesting that individual storage systems can bring a large benefit over centralized
storage systems with the same number of disks.
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Fig. 5. Concurrent application execution time on multiple storage systems.
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4.3

A system architecture proposition

With centralized storage systems data must always be transferred to and from
the computing nodes, demanding: i) a high performance central storage system to
handle the requests from all nodes and ii) a communications infrastructure that
handles the required bandwidth, both of which are potential performance bottlenecks and single points of failure. But a relevant realization from previous sections is that analysis applications process data not as typical databases, for which
centralized storage may be important for data consistency, but as data streams,
which present important differences in the set of requirements and optimization
opportunities. Given the restraints of the systems currently being used, the bigdata requirements of application being deployed and the other challenges that are
placed, it is clear that continuing to use centralized, specialized, storage systems
are not the most efficient architecture to deal with the LHC upgrade, both in cost
and performance. In a recent CERN report it is stated ”research should not be
restricted to ROOT data structures and should fully utilise cutting edge industry
technologies, such as Hadoop data processing or successors, building on existing
exploration activity” [18].
Our proposal is based on modular building blocks that can both compute and
store data and on an effective middleware capable of: i) managing data distribution
effectively to deal with the application behaviors and ii) placing jobs in the nodes
where the data they require is located to maximize overall system performance.
A simpler storage system with the same performance and capacity is inherently
less expensive in this context, considering that data can always be rebuilt from the
Tier-0. The cost of the specialized chassis, redundant disk controllers, redundant
network controllers, redundant power supplies, etc., can be eliminated or be better diluted in the cost of the computing nodes. The maintenance of a specialized
storage system is more complex and specialized, requiring specific training that
adds in maintenance contracts with the storage system supplier.
Modular building block. In this proposal a computing and storage node consists of a typical computer node equipped with an inexpensive local storage system
that can handle several local disks, with the number of processing cores and local
disks of it building blocks largely determining the capacity of the system. Each
node can be used both for computing and for storage to take advantage of data
locality when jobs are placed on the nodes where the data is located, in order
to: i) maximize the available disk bandwidth, ii) reduce data access latency, iii)
reduce network usage and iv) facilitate the isolation of the workloads. A major
benefit is the ability to partially upgrade each system component: if the system
is bound by computation or lacking in storage capacity, additional nodes can be
acquired or throughput additional disks can be to increase the capacity of existent
or new nodes. A centralized system has more limited options in terms of upgrades
and may force more disruptive transitions between systems. This gradual upgrade
approach withstands budgeting restrictions while it facilitates the adoption of new
technologies and the exploration of heterogeneous environments, while minimizing
downtime due to systems upgrade.
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Data distribution. The data distribution and the efficient access to it determines the effectiveness of this approach. Data should be distributed between the
nodes, presenting users a unified view of the file structure, replicating whenever
fault tolerance or higher performance is required. The Google File System (GFS)
and its open source lookalike Hadoop File System (HDFS) have proven their effectiveness in stream-based applications, but get fully explored only when using the
associated Map and Reduce computing model [19]. But solutions such as Glusterfs, or even a simpler static distribution and replication of files, may provide the
benefits of effective data distribution without major application changes.
Code placement. To complement data placement a scheduling strategy that
allows to places applications near its data may be used as a valuable optimization.
Computing models such as Map and Reduce could be valuable, but interoperability with the ATLAS collaboration precludes it. One alternative approach is to
improve the local job scheduler with storage related restrictions; a limit on concurrent accesses of each device can be set so that the storage system performance
is optimized. Another approach is to develop a fully parallel version of the base
application library that is aware of the data placement and distributes work accordingly. It is possible to extend PROOF [19] in that direction, given that at
present only a single source of information (the master) is considered. Virtualization is also an alternative approach, one that does not depend on prior knowledge
of application structure or on application redesign. It could be used as mechanism
to place applications near the resources they effectively require [21,22] by migrating Virtual Machine to the nodes where data is being sourced from and move on
to another when the source changes.

5

Conclusion

This paper presents software and infrastructure optimization opportunities to explore in order to better support the LHC/ATLAS upgrade and to fully explore the
physics potential of the analysis programs developed by the team. Further increase
in computing power and in data storage capacity can be achieve upgrading the
local system following a system architecture proposition based on building blocks
that can both compute and store data. These can perform better than centralized
systems of similar capacity, provide a smooth upgrade from current systems and
address scalability, resource efficiency and cost concerns.
This work highlights the need for complete execution profiles, both in terms of
CPU and IO, which a tool such as tomograph can provide. The integrated view of
the application CPU and memory usages (fig. 1), a clustered view of the call-stack
functions (fig. 2), and the usage of the underlying system and I/O subsystems (fig
5) proved to be a valuable ensemble that needs further exploitation.
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